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Abstract

Da DDoS Attacken in den letzten Jahren umfassender und heftiger wurden, wird der Be-
darf nach Analysen immer notwendiger, um einerseits Entwicklungen in Attackenstrate-
gien aufzudecken und andererseits existierende Netzwerke praventativ davor zu schiitzen.
Jedoch sind viele verfiigbare Analysesysteme entweder geschlossen, kommerzieller Natur
oder Teil einer fixen Netzwerkinstallation welches nur jenes spezifische Netzwerk analy-
siert.

Diese Arbeit dokumentiert die Konzeptualisierung und Entwicklung einer allgemeinen,
Forschungs-orientierten Applikation, welche Benutzer Netzwerkaufnahmen analysieren und
visualisieren lasst. Diese Aufnahmen konnen der Applikation bereitgestellt werden, welche
Metriken berechnet und Merkmale aus dem Datenset extrahiert. Die analysierten Daten
konnen dann visualisiert werden, sodass Erkenntnisse daraus gezogen werden kénnen. Vi-
sualisierungen und Datensets werden auf einem konfigurierbaren Raster dargestellt, sodass
Benutzer die vorhandenen Informationen optimal fiir ihren Anwendungsfall arrangieren
konnen. Es wurde Fokus gelegt auf die Moglichkeit die Applikation zu erweitern, indem in-
teressierte ihre eigenen Merkmalextrahierer und Visualisierungen programmieren kénnen.
Die Applikation wurde evaluiert indem drei Anwendungsfille, basierend auf Interessen-
vertreter (Forscher, Netzwerkbetreiber und Professor) dokumentiert wurden, welche alle
spezifische Interessen und Anforderungen and die konzipierte Anwendung haben.

With DDoS attacks becoming more widespread and severe in recent years, the analy-
sis of such attacks has become necessary from both a research and network operational
standpoint in order to understand current trends in such attacks and preemptively pro-
tect networks from them. However, many solutions that allow such analyses are either
closed source, sold commercially or part of a larger network infrastructure whose scope
only includes that specific network.

This paper documents the conceptualization and development of a general-purpose, re-
search oriented application that lets end-users analyze and visualize network capture data.
This capture data can be supplied to the application, which in turn calculates metrics and
extracts features of that data set. This analyzed data can then be visualized and inter-
acted with. Visualizations and data sets can be arranged on a customizable grid that lets
users configure dashboards to serve their needs of gathering information about a DDoS
attack. Focus was set on the capability of extending the application by letting inter-
ested parties write their own feature extractors and visualizations. The application was
evaluated by documenting three case studies based off stakeholders (Researcher, Network
Operator and Professor) that all have distinctive requirements and interests regarding
such an application.
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Chapter 1

Introduction

Distributed Denial of Service (DDoS) attacks aim to prevent legitimate users from access-
ing a service by exhausting either the network’s or the server’s resources. Such attacks
have been known since the early 1980s [1]. In current times, a large number of devices
that are connected to wide-area-networks exist due to dynamic and simple access to these
networks. This poses a threat to the infrastructure of service providers on said networks,
since DDoS attacks are often executed using a large number of "Zombies” [1] [2], which
are computers that are infected and can be operated remotely without the owner’s knowl-
edge. DDoS attacks can be classified as a complex type of attack. This justifies the
application of visualization techniques to make the interrelated events visible to a user
such as a network operator [3]. This chapter motivates the need for a DDoS visualization
tool that aids in understanding an attack’s pattern and internal structures by visualizing
interrelated events that would otherwise be hard to be identified by a human operator.

1.1 Motivation

Since the advent of DDoS attacks becoming a viable tool to sabotage targets, said attacks
have changed in strategy and scale. Nowadays, attackers usually use a large network
of remotely controlled computing devices to attack the target. These devices are often
recruited through other attacks such as the usage of worms and trojans and are called
"zombies” or "botnets”. Flooding attacks, where an attacker overwhelms its target with
requests, have caused significant financial losses since the late 1990s. The targets of such
attacks will often include companies with larger resources and reliance of networks such
as Yahoo, PayPal, Visa, to only name a few. The motivation of an attacker to launch a
DDoS attack on a company or piece of infrastructure can be manifold. Reasons include
financial gain, revenge, intellectual challenges and cyberwarfare.

In the early days of DDoS attacks, even individuals with limited knowledge of networks
were able to launch attacks. This is where recent advancements in the defense against
DoS attacks has proven to be successful. Although such simple, small-scale attacks can be
mitigated nowadays, one can observe that DDoS attacks have increased in their frequency
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and capability [1]. This allows for the classification of a DDoS attack as complex, since
many entities execute it, causing a large number of events at the target site [3]. To defend
against the previously described attacks, different mechanisms and different classifications
of mechanisms exist. For example, a mechanism can be classified based on deployment
location, type of attack, target of attack and point in time where the mechanism is applied

[1].

An integral part in the defense of such attacks lies in its detection. Usually, an admin-
istrator would try to gather data about the network to understand its state. This is
a difficult step since this data is often of large volume and contains many dimensions.
Since this data is still interpreted manually by a human operator, the application of data
visualization techniques can ease the interpretation of such data, since humans find the
interpretation of images easier [4].

1.2 Description of Work

This work describes the conceptualization, architecture, design and implementation of a
visualization application for DDoS attacks. The DDoS attacks are visualized from network
traffic logs that have been collected or generated by a network administrator. This system
is designed to visualize attacks after they have been executed and possibly even after they
have been detected and mitigated. The purpose of such a system does not lie in real-time
detection and mitigation. The purpose of the system spans the understanding of recent
attacks for educational purposes and for strategic decisions. For example, a researcher
might want to understand a novel kind of attack, a student may want to learn about a
specific type of attack and a network operator might want to improve his infrastructure
against future attacks.

This allows for a classification of the system that is being built. Following the taxonomy
outlined by Zargar et al, this visualization system can be applied to both network- and
application-level attacks [1]. This is possible since many network capturing applications
allow precise filtering for different protocols in different layers during capturing [15]. This
information can then be used in the visualization of the captured information. A network-
level attack aims at the capacity of the overall system, for example by manual congestion
caused by flooding datagrams. In an application-level attack, the specifics of the targeted
application may be known and exploited. For example, an attacker might send a high-
workload request, such as a HT'TP request for a website displaying search results. Defense
mechanisms can be applied at various locations such as the source, destination, network
or at hybrids of the former. The visualization system that is being developed in this
project is agnostic to the location where the packets are captured and thus supports all
four classifications.

A second classification can be made with respect to the point in time where an attack
can be defended against. These include before, during and after an attack. Although our
application can visualize network state before an attack, it would presumably prove most
useful for traffic captured during or after an attack [1].
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As has been stated above, the application visualizes captured traffic in formats such as
"PCAP” files, which are used by many popular packet capturing applications such as
tcpdump and Wireshark. As a prototype, this application showcases this feature by
visualizing attacks contained in a database called ddosdb.org. This database has been
set up for educational purposes to gather insights into attacks and targets academia
and security professionals. Attack data contains full network traces and a unique attack
fingerprint [16]. Our application shows a prototypical implementation that visualizes both
pieces of data. However, the architecture of the application should remain flexible in order
to be extended with different data sets, models and visualization methods.

1.3 Thesis Outline

This chapter gave an introduction into why this application has been developed and what
the scope of this work is. The remainder of this report is structured as follows: In chapter
two, the current state in research is shown. This includes the current state of DDoS at-
tacks and defense mechanisms, especially visualization systems that are part of a defense
mechanism. Chapter three first outlines the efforts taken towards gaining an understand-
ing of the problem domain and requirements to a DDoS visualization system. Finally, it
introduces how we propose to solve the problem. In chapter four follows a section on the
design and implementation of the application through a prototypical implementation of
our approach. The main goal of this work is to prove the feasibility and added value of the
applied approach. An evaluation in chapter five and a summary in chapter six conclude
this report.
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Chapter 2

Related Work

This chapter discusses the literary research carried out by the authors, as well as an
overview of the existing tools that played a role in the creation and data procurement for
the developed solution. The literature focuses on general information and statistics about
DDoS attacks, as well as visualizations systems that help detect and monitor network
attacks.

In a DDoS attack, a malicious actor uses a network of controlled nodes (botnet) to target a
specific host with repeated network traffic and requests. This network load can have many
effects on the target’s infrastructure, such as reduced capacity for new incoming honest
nodes, slower response times or even total network failure. Challenges in combating these
types of attacks are the identification and distinction from regular connections, as well as
visualizing the threats to a network administrator.

In 2019, an attack trace generator targeted at the generation of DDoS logs was imple-
mented at the University of Zurich. The aim was to have a tool providing DDoS attack
traces in predefined properties, so that one can work on DDoS defense systems with appro-
priate input. Thus, one is able to use attack traces with a controlled level of quality and
anonymity. The current practise in research is to use network traces of real-life attacks
[22]. A solution that tries to improve this approach is explained in section 2.2.

2.1 Visualization Systems

Yelizarov et al. [3] presented a solution to visualize complex attacks on a network in
3D space, using visual patterns that should abstract long log files and journals of an
attack’s event. A complex attack differs from a simple attack, in that it consists of a
large set of simple attacks that are interrelated, due to being planned and purposefully
launched by the same entity that controls a large amounts of nodes. The data they used
was already preprocessed and categorized by the Intrusion Detection System (IDS). In
a simulated environment, the authors targeted a network in order to generate data that
could be visualized. Different 3D environments were defined, such as cartesian planes
where the x and y-axis represented time and internal host, respectively. The broken down
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network events are visualized by cylindrical pillars that differ in height, color, thickness
and position to each other, based on the event’s metrics. On a second plane, the external
hosts (attackers) were also mapped and connected to their corresponding network events,
to visualize what parts of the system were targeted by whom and in what manner. Using
their method, interrelations between simple attacks that were part of a complex attack
are visualized and presented to a network admin for easier identification of a distributed
attack.

In a literature survey conducted by Wu et al. [4], the authors classified existing visu-
alization methods in a fashion inspired by Shiravi et al. [5], which is a use-case driven
approach. The chosen use-cases were Network State Monitoring, Traffic Flow Montoring
and Attack Patterns. A frequent pattern in Network State Monitoring visualizations was
the use of a timeline to display the usage statistics of the host being attacked, such as
network throughput and CPU usage [6, 7]. Another approach by Yang and Liu [8] dis-
tinguished honest from attacking nodes connected to the host. The distinction works by
measuring resource consumption of the nodes over a one-minute interval and then apply-
ing a K-Means algorithm to determine if a node is honest. In the Traffic Flow Monitoring
use case, a recurring theme was visualizing the nodes in a radial arrangement [9, 10, 11],
where the host was at the center and the connected nodes were spread around the host
resulting in a ring-like formation, if enough nodes were connected. Zhang et al. [9] man-
aged to make dishonest nodes stand out by setting the distance of a node to the host
depending on the communication frequency between them. Additionally, the color of a
node becomes more visually striking, the more ports it calls on the host. Other solutions
include tool tips on nodes that display more information about them, as well as filters
to set a desired quantity of traffic and traffic load [11]. Another popular visualization
is to cluster nodes with similar traits, such as behavior and IP addresses, together [12].
Thereby, identifying potentially malicious actors becomes possible by eye. For the Attack
Pattern use-case, the high-dimensional attack-data is matched to predefined patterns to
inform the observer about a potential attack and its characteristics [4]. Parallel coordinate
systems were often used to categorize the attack data into distinct attributes such as the
source IP-address or targeted port [13, 7, 14]. With this method, recurring patterns can
be recognized and identified as attacks.

2.2 DDoSDB

DDoSDB is an open-source project that has the purpose of sharing DDoS attacks. The
objective of sharing such attacks is that other parties, such as security professionals and
academia, can study and compare these attacks. This should allow for the improvement
of DDoS attack detection and mitigation [16]. The DDoSDB, which has been developed
at the University of Twente offers the following features and components: Database,
ddos_dissector and a Web Frontend which are described in the following paragraphs.

The Database is stored in an ElasticSearch instance to support filtering, searching and
sorting in the front-end application [16]. DDoSDB provides a number of indexed attacks
which have been provided from victims of such attacks. The data is anonymized and
contains a fingerprint of each attack as well as a full network capture in the form of a
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PCAP file [17]. The ddos_dissector is a CLI tool that can generate an attack fingerprint
from a network trace. The input file may be in different file formats, such as PCAP or
netflow files. Output includes the aforementioned fingerprint as well as an anonymized
network trace. Finally, one may upload processed data using this tool to the database
if sufficient permissions have been granted [17]. A fingerprint contains characterizing
information about an attack, such as protocol, source IP addresses with the associated
country and corresponding AS network, ports used and aggregated metrics such as attack
duration or the number of IP addresses [16].

Lastly, the project provides a Web Front End written in the Django framework. This
front end lets users search for attacks, inspect fingerprints and compare IP addresses in a
selection of attacks. The search functionality directly supports the Lucene query language
and therefore allows complex queries on the data set in the ElasticSearch database. The
comparison feature can be considered a visualization, since it allows the comparison of
multiple attack vectors in a table. There, it will show for all combinations of selected
attacks how similar the attack vectors are by source IP. It will render the percentage
in the table cell and also color-code the similarity by changing the transparency of the
background color of a cell [16].
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Chapter 3

Approach and Requirements

In order to conceive detailed use cases and a corresponding architecture, an explorative
process had to be used. The initial overall objective was to create a general-purpose
DDoS visualization system that focuses on data obtainable from DDoSDB data sets. In
existing literature, one can find processes on how to derive an appropriate visualization
for a defined problem, such as the following data analysis steps from Marty [19]:

1. Define the problem to become aware of which questions need to be answered by the
final visualization.

2. Assess the available data to determine how it can be used and how it might need to
be extended.

3. Parse and filter the available data to extract the relevant information.
4. Determine which visual properties, such as shape or size are needed.

5. Determine the view of the graph that was created in the previous step. This includes
transformations such as scale or zooming.

6. Interpret the graph and answer the initial question.

Since this process is targeted at solving a specific problem and our objective was the
development of a general-purpose visualization system, we adapted it as is described in
the remaining sections of this chapter. First, we analyzed the information that can be
extracted from various network captures from DDoSDB. This also included the determi-
nation of their scale and possible tools for data extraction. The outcome of this step was
a general understanding on how the data needs to be parsed, aggregated and or filtered
to create a general-purpose visualization system. This constitutes a bottom-up approach
where we first analyse the data and parse it in the most generic way, enabling the infor-
mation to be used with as many visualizations as possible while still maintaining technical
feasibility for larger data sets.

The requirements for the solution were defined after the literature survey was conducted
and discussed with the project’s supervisors experienced in the field of visualization and
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DDoS Attacks. Given the requirements to such a system and the understanding of avail-
able information and scale of the data sets, we then created the initial architecture.

3.1 Analysis of Data Sets

Before defining detailed use-cases, available data was explored to determine feasible re-
quirements, visualizations and implementations. To be more specific, a proof of concept
data mining tool was built to answer the questions that needed to be cleared before
progressing. The following subsections describe the questions that were supposed to be
answered by the Proof of Concept and their results. With these results in hand, an ini-
tial brainstorming session about possible use cases was done from which we were able to
synthesize all information. The result is the use cases that are supposed to be as abstract
as possible to be in line with the overall objective of building a general-purpose platform
whose prototypical implementation can be considered technically feasible. The scope of
the PoC was to write a data miner that can provide at least the same functionality as can
be obtained from the fingerprints available in DDoSDB.

3.1.1 Libraries and Tooling

What libraries exist and which features do they provide?

Different tools and libraries were evaluated, such as tsflow, a CLI tool, node_pcap, a
JavaScript based wrapper around libpcap, and pkts, which is a parser written purely in
Java. The Java library seemed to provide the best performance, but for simple prototyp-
ing the Node.js based library was chosen. It provided parsing of protocols up until the
application layer and heavily relies on libpcap. Support for stream processing in Node.js
and the event-driven nature of JavaScript made the implementation feel quite "natural”
and easy to read. Using node_pcap, it was possible to create the same information as pro-
vided in the DDoSDB data set. Initially, we suspected to run into performance problems,
especially when using very large data sets, which turned out not to be the case. This was
due to the ease of implementation using stream processing which would make the POC
scale easier with large sets. The duration it took to mine a data set was shorter than
initially expected. This was tested by profiling the application when mining the largest
data set we could find on DDoSDB. This revealed that it only took seconds and that a
majority of time was spent in the native libpcap module. This can be explained in that
nodepcap is merely a wrapper around libpcap. Figure 3.1 shows the result of profiling
the miner. We thus conclude that node_pcap provides all required functionality and that
writing the miner in a way that it scales to larger data sets will be technically possible.

3.1.2 Information granularity

What information is contained in the network capture data sets? Which protocols and
levels are sensible to analyze?
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Figure 3.1: Profiling the data miner with a 15MB network capture as input.

As a source for possible data sets, the DDoSDB database was chosen. The reason for this
are the features it provides as stated in section 2.2. The main benefit was direct access
to network capture files that are already classified and in various sizes. This made it easy
to see which information can be obtained in different attacks, such as for example, the
payload of an ICMP packet. Since it is very simple to create a network capture with
normal conditions it was simple to compare the analysis of both cases. Using the network
capture files and a WHOIS service with the implemented proof of concept, we were able
to recreate the fingerprints from DDoSDB along with some additional information. The
remainder of this section describes the data that can be extracted and an assessment if
and how it is useful to collect for a visualization system:

e PCAP: The first packet is a PCAP wrapper around the network-access level packet.

It contains information such as packet length and a timestamp in seconds and
microseconds. It is worth to note that this data needs to be interpreted on the place
where it was captured. Both of these properties are important to gather in order to
compute the average packet length and attack start and duration.

Network Access Layer: In the payload of the PCAP packet, one usually finds an
Ethernet packet. Other network-layer protocols would be possible but only Ethernet
packets were observed in the network captures. The following information can be
extracted from Ethernet packets: (i) Destination and Source MAC addresses, (ii)
Network-layer Protocol and (iii) VLAN ID.

Since the information is very low-level and does not convey important semantics
about any of the most frequent DDoS attack types we don’t consider any of the
information useful to store, except for the Internet protocol that would be considered
in the next subsection.

Internet Layer: This was the first layer where multiple protocols were observed,
naturally those would be IPv4 and IPv6. The network captures within DDoSDB
were almost entirely based on IPv4 which is why this was focused on: (i) Source
and Destination Address, (ii) Version, (iii) TTL, (iv) DiffServ, (v) Length, (vi)
Transport-Layer Protocol and (vii) Checksum.

Except for checksums and transport-layer protocol, which was considered on the

next layer, all properties could be sensible to mine. For some attacks the number of
involved source addresses was very large, so large that fingerprints from DDoSDB
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would easily be larger than five megabytes. The problem with that is that it is
difficult to work with in a front-end web application and it would be hard to visualize.
For data sets that exceed some threshold of number of IP addresses aggregation
would likely be required. This aggregation could be done based on arbitrary prefix
aggregation, country or autonomous system. Other properties that are also sensible
to aggregate would be TTL and length.

e Transport Layer: In the transport layer, two protocols were frequently observed:
UDP and TCP. Common to the two are the two fields (i) Source and Destination
Port and (ii) Checksum. The packets using the TCP protocol also showed the
following fields: (i) Acknowledgement Number, (ii) Sequence number, (iii) Header
length, (iv) All six single-bit flags, (v) Window size and (vi) Urgent Pointer. Source
and destination port information is valuable data to gather information on the ap-
plication protocol being attacked. The flags would also be easy to aggregate over
and give insight over the TCP state.

3.1.3 Application layer

The library that was used to parse packets does not contain a parser for application-level
protocols. This means that to analyze this layer one has the protocol number and a
buffer containing the payload. Perhaps it is already enough to aggregate over the type of
protocols used. However the final implementation should definitely be easily extendable
with new parsers for such protocols. For example, Node.js offers a performant and widely
used HTTP parser which could be used to further gain insight about the application-level
attack.

3.1.4 Scale and Schema of data

Will the size and schema of the data introduce challenges with respect to visualizations?
Can some technical challenges be determined?

The reason why this question needs to be answered before designing visualizations is
that depending on the size and distribution of the attributes needed to be visualized,
the visualization will either provide little value or be technically difficult. For example,
consider an attack with 100’000 source IP addresses. Storing and fetching these addresses
from a server to a web application will be taxing. Even if this were possible, there
will hardly be a visualization that will provide insight while visualizing all 100’000 IP
addresses. The answer to this question should define if and how aggregation of such
attributes needs to be done. This is a technical challenge that can be taken for granted
since network captures are technically unbound in size. This will also imply technical
challenges for the mining of the source data since not the whole source and analyzed data
can be kept in memory. These challenges were observed while implementing the proof of
concept. We assume that the following countermeasures will become important:
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e Applying Big data techniques to mine the source data will be very important to
guarantee that the data miner is technically capable of handling very large network
capture files.

e Looking at the fingerprints of the larger network captures in DDoSDB reveals that
some of these JSON files are multiple megabytes in size. This is both technically
challenging to transfer and render and also hard to interpret. However, not only
the size of these summaries is a problem, the fact that all information is contained
in a single JSON file would lead to overfetching when used for different visualiza-
tion. Overfetching refers to the problem of having to retrieve more data than being
required by the client. Our solution to reducing the size and getting rid of over-
fetching is to create different resulting files for different visualizations. In a sense we
would try to "fan out” the results over multiple files for improved scalability. For
example, this could mean that for a time-series analysis of an attack we would create
fixed-sized intervals and then create JSON files for each time interval. For other vi-
sualizations that would deal with more abstracted information we would also create
single JSON files that have the only purpose to be used in that visualization. For
example, a bar chart visualization showing the top five autonomous systems used
in an attack would only have to fetch a very small, dedicated JSON file containing
said information.

e Another solution to the aforementioned dilemma with very large results is to ag-
gregate them. Ideally, this should be possible in a dynamic and user-defined way.
For example, if an attack is executed from five source IP addresses, then this is
technically possible and sensible to store as result and show in a visualization. How-
ever, for hundreds or thousands of IP addresses either this visualization should be
disabled or the underlying data could be aggregated to larger prefixes.

e To enable the threshold where data will be aggregated more aggressively, such a
user input has to be implemented into the front end of the web application.

e Using a WHOIS service to query additional data about the source IP addresses does
not scale up if more than a few thousand IP addresses need to be analyzed. This
is due to many WHOIS service providers being unwilling to deal with bulk requests
of this size. Additionally, such requests would increase the duration of the data
mining, since it has to be transferred over the network. A local database needs to
be considered as described in 3.1.5

3.1.5 Enriching the Data

Given the information that can be extracted, how can it be enriched? Which informa-
tion makes sense to complement the network capture information with and how can it be
obtained?

In order to rebuild the functionality provided by the DDoSDB data miner, we need to
provide the country and Autonomous System Number (ASN) for each source IP address.
In the proof of concept implementation we used a WHOIS service provided by Team
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Cymru. This service supports bulk requests for WHOIS requests but is only willing to
answer requests containing ”(..) a few thousand” IP addresses [20]. This along with the
latency introduced by fetching the results over the network make this solution impractical.
For this, we intend to use the Geolite2 databases which are often used for geolocation of
IP addresses. These data sets are interesting to us since they can be used locally and
they have different data sets through which we could retrieve the ASN, country, city and
belonging prefix for a source IP address [21].

3.1.6 Aggregating the Data

Given the information that can be extracted, is there a need for it to be aggregated and if
yes, how it it done?

Section 3.1.4 described the necessity to aggregate in order to improve technical scalability
and to make the visualizations sensible. To visualize information with little abstraction,
such as for example the source IPs for a certain time period, we will create a small data set
containing just the relevant properties for that time interval. For information with higher
abstraction, such as visualizing overall metrics, we follow the same strategy of creating a
data set for the visualization.

3.1.7 Fitting visualizations

Given all the information that can be obtained, which visualizations are sensible?

We already established that the data sets need to be decoupled depending on visualization.
To build a general purpose visualization platform, it would be a good strategy to build a
data miner that can easily be extended and then build visualizations and parsers for the
most common attack types.

3.1.8 Constraints

Which constraints on the user input make sense? Which data sets make sense (e.g.
location of recording)?

If the application can deal with large data sets, there should still be a limit for the size
of input files since we don’t know in which setting the application would be used. We
think it makes sense to allow a user to define such a threshold in the application. Other
constraints that are related to the visualizations, for example hiding certain outliers should
be considered when designing the visualization. In a first step it makes sense to write
parsers only for network capture files, ideally from the DDoSDB database.
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3.1.9 Frequent problems described in literature

Literature describes that frequent problems are “Incomplete Information” and “Source /
Destination Confusion”. Are such problems relevant and if yes, how can they be mitigated?

Detecting whether a data set is incomplete may cause difficulties, since the proposed
solution is not supposed to act as a classification or intrusion detection system. Since this
data was already pre-processed by the DDoSDBcli, we work under the assumption that
a pruned network capture file is used as input. What is likely to happen and feasible to
detect would be errors introduced when aggregating or extending the data. This would
need to be indicated to the user somehow. For example, consider the case where we
compute the top five autonomous systems used for an attack. If some of the IP addresses
found in the parsed network captures cannot be assigned to an autonomous system, this
information needs to be made aware to the user. Otherwise, the information visualized
will be distorted. The source destination problem is already mitigated to a certain degree
since the destinations in the network capture files have been anonymized. What remains
important is keeping a consistent naming and documentation throughout the data model
up until the user interface. For example, this will require that the axes of the diagrams
are labeled appropriately.

3.2 Use Cases

To shape the direction of this project, use cases were created, based on three stakeholders
we defined: Researcher, Network Operator and Professor. In the tables 3.3, 3.4 and 3.2
the defined use cases have been categorized by role and in table 3.1, use cases that feature
multiple roles were presented as well.

As mentioned in UC-G-4, it is important that the application can handle small, as well as
very large data sets. This requires that, depending on the visualization, thresholds have
to be set for certain attributes that define when it will be clustered or used differently in
a visualization. For example for smaller data sets it might be possible to draw all source
IPs and their hosts, but for a larger set it may require a lot of CPU power that results in
a visualization that it illegible and unnecessarily complex. This fact influences the way
we pre-process data sets in order to have them visualized in the application as fast as
possible. Another feature that is affected of this selective pre-processing, is the toggle
that switches between simple visualizations only and more detailed and technical views.
For a non-technical user that wants a broad overview of an attack, we assume that 1) the
user is less inclined to wait until a visualization has loaded and 2) simple charts, such as
bar charts and graphs that display precalculated metrics will suffice. This goes well in
hand with our problem of differently sized data sets and the need of calculating metrics
in advance.

YRQ 5: UDP floods and HTTP-based attacks have been the most common type of DDoS attacks by
the end of 2018 [18].
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ID Description

UC-G-1 | As researcher, professor and network operator, I want to upload a
PCAP file to have it analyzed and visualized by the application.
PCAP files should be accepted from DDoSDB or directly from net-
work capture software.

UC-G-2 | As a researcher and network operator, I want to be able to extend
the platform by writing parsers/analyzers for additional file types
UC-G-3 | As aresearcher, professor and network operator I want to be able to
replay an attack using configurable time controls such as play /pause
buttons or a time line.

UC-G-4 | As a researcher and network operator, I want the application to
work with very small and very large data sets. This will likely
involve that the application is aware of the size of data sets and its
effects on visualizations [19]. For example, the visualization of a
all source IP addresses will require the aggregation into classes or
prefixes if there are hundreds of thousands of addresses.

UC-G-5 | Asaresearcher, professor and network operator I want the uploaded
data sets to be persisted on the application, so I can have the same
data sets across multiple sessions.

Table 3.1: Use Cases affecting multiple stakeholders

ID Description

UC-P-1 | Asa professor, I want to use the application from a browser without
installing additional software, because this way I can access the
service from various devices.

UC-P-2 | As a professor, I want the application to come bundled with data
sets that clearly show different attack types to show students what
they look like and how they differ in appearance.

UC-P-3 | As a professor, I want to be able to let students detect the type
of attack by having the same packet capture plotted on different
visualizations.

UC-P-4 | As a professor performing network security workshops, I work with
different customers. The hardware and software that they use varies
greatly which is why the application should work with all modern
browsers and on slower hardware.

UC-P-5 | As a professor that presents the visualizations in presentations and
lectures, I want to save and retrieve my setups and retrieve them
at a later point in time, so I don’t have to reconfigure a setup from
scratch every session

Table 3.2: Use Cases representing a Stakeholder from an educational background, e.g. a
professor.
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ID

Description

UC-R-1

As a researcher, I want to be able to host the application on my
own machine and use it in a private environment, so I can make
changes to the platform and test them.

UC-R-2

As a researcher, I want to be able to extend the platform by ex-
tending the visualization capabilities of the application

UC-R-3

As the researcher that hosts the platform, I want to access prefer-
ences of the application using an admin panel. For example, the
maximum file upload size can be defined.

UC-R-4

As a researcher, I want to be inspired to try new visualization tech-
niques, since this is often required to find new patterns in network
logs [19]. This requires that one can easily add, combine or adapt
new visualizations for an existing data set to find new patterns in
network logs as well as one can quickly try different visualizations
for the same attack.

UC-R-5

As a researcher that wants to use the visualizations in papers, I
want to be able to export the visualizations to PDF and image
formats.

UC-R-6

As a researcher, I want that visualizations are categorized by the
attack pattern which they are likely to indicate and the required
technical understanding as described in UC-N-6. It should be easy
to filter and select these visualizations.

UC-R-7

As a researcher, I want to get certain statistics that span over mul-
tiple attacks. For example, given a set of network captures, what
was the most commonly used protocol?

UC-R-8

As a researcher, I want to have an overview page for each data set
where I can see general information about the set such as description
and high level statistics.

UC-R-9

As a researcher associated with DDoSDB, I want that the system
can visualize the fingerprints generated by the ddosdb_cli. This will
likely require that the data model from those fingerprints is used
and optimized so that it works for visualizations.

Table 3.3: Use Cases expressed by a researcher
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ID

Description

UC-N-1

As a network operator, I want the system to prioritize support for
packet capture files, rather than network flow data, since packet
captures provide a much more raw and unfiltered overview of an
attack.

UC-N-2

As a network operator, I want to be able to feed network data
directly into the application, to monitor my network in real time.

UC-N-3

As a network operator, I want to upload other file types, since my
packet capture system uses a different file structure than PCAP.

UC-N-4

As a network administrator, I want to have source IPs clustered
by Attributes such as ISP, country or Prefixes to have a better
overview of where an attack came from. This implies that additional
information to the network capture is gathered.

UC-N-5

As a network operator, I want to be able to aggregate metrics of a
PCAP file, such as the rate of incoming packets per second or the
number of incoming connections. to find out high level information
and conclusions about an attack as a whole.

UC-N-6

As a network operator, I want to switch between simple visualiza-
tions with limited information and more complicated ones that are
more detailed, so when I have to inform a higher up who is not very
technically skilled I can present him/her simple visualizations that
are easily understood.

UC-N-7

As a network operator, I want a visualization software that is agnos-
tic to the type of attack or location where the attack was recorded.
This stands in contrast with other tools such as Firewalls that have
implemented visualizations as an afterthought which are specialized
[19].

UC-N-8

As a network operator responsible for reporting to (non-technical)
management, I want very high-level visualizations for all types of
attacks. This is a requirement since one often has less than 60
seconds to get a message to a non-technical person [19]. This will
require aggregations as described in UC-G-4 and UC-N-4.

UC-N-9

As a network operator responsible for the historical analysis of at-
tacks, I want to have detailed visualizations targeted at technical
audiences, to draw conclusions about potential threats that might
affect our network [19].

Table 3.4: Use Cases expressed by a network operator
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3.3 Components and Mockups

The following section will describe the proposed functionality of our solution and its
relation to the use cases outlined in 3.2 using component descriptions. The possible actions
a user can make inside a specific component will be presented. To further illustrate the
functional design of the application, mockups and wireframes are shown along with the
component descriptions. When a feature or functionality is derived from a use case, the
appropriate use case from section 3.2 is mentioned in brackets.

3.3.1 Startup and Login

When a user opens the application, either hosted locally or via a public URL [UC-R-1],
the welcome screen is shown. It features a brief introduction to and description of the
application and project. Below the introduction a brief paragraph is shown that explains
how our solution extracts data from data sets, as well as a paragraph explaining the
dashboarding functionality. Additionally, a github link is provided, so that interested
people can clone or fork the source code.

3.3.2 Navigation Bar

Always present on the platform is the navigation bar, that allows switching between the
three main tabs of the application. The first tab being Home, that shows the aforemen-
tioned welcome screen. The second tab hosts the Dashboard tab, which is where the data
sets can be opened and visualized after they have been uploaded and analyzed. The third
tab is the Datasets tab, where all the currently uploaded and analyzed data sets will be
visible [UC-G-5]. From there, the individual data sets can be opened on the Dashboard.

3.3.3 Dashboard

The Dashboard is where a user can open visualizations for the uploaded data sets. A
mockup for it can be seen in Figure 3.2 Elements are freely movable, so that a user can
configure a formation of multiple visualizations to fit his needs [UC-R-4]. These setups can
be stored and retrieved at a later point in time [UC-P-5]. Components of the Dashboard
are a Grid, Data Set Tiles and Visualization Tiles. At the bottom right of the Dashboard
a Floating Action Button hosts additional functionality for the grid, such as filters and
the option to save and restore setups.

The main component of the dashboard is a dynamic Grid that can be filled with two types
of tiles, Data Set Tiles and Visualization Tiles, that automatically snap to the grid’s cells
and display information inside them. The width of the grid, in terms of columns, is
variable, depending on screen size with a maximum number of 4 columns. The number of
rows is dynamic, depending on the amount of tiles placed in the grid. Once enough tiles
have been placed on the grid, so that it fills the screen, the grid becomes scrollable. A user



20 CHAPTER 3. APPROACH AND REQUIREMENTS

Home Dashboard Datasets

Capture X SYN-Flood Pie Chart Portscan Bar Chart

Metrics |Visualization

SYN-Flood Pie Chart (/I/_‘\h
\_/ J
N

Portscan Bar Chart

X T X X

0000

=
\_/

Figure 3.2: A mockup of the Dashboard page of the application

can perform different actions with the tiles placed on the grid, with the grid automatically
reacting to a change. Tiles can be dragged from one cell to another, resulting in an
automatic rearranging of the tiles, should it be placed in a cell that is already used by
another tile. If a specific tile supports it, it can be increased in size, e.g. to take up two
columns in width instead of one, with an automatic rearrangement of other tiles, to make
sure a cell is only used by one tile at most. Additionally, grid items can be filtered by
data set, so only certain tiles are visible at one time.

A Data Set Tile represents a data set that has been uploaded to and processed by the
application. It displays the data set’s name, a short description of it and the main area
of the tile that features two tabs; one for displaying Metrics and one for displaying a
list of possible Visualizations for that data set. When opened on the grid, a randomized
hash-icon is assigned to this data set tile and the visualizations it opens, to be used for
identification purposes. The Visualizations tab contains a list of visualizations, grouped
either by the attack type they are most likely to be able to identify or by the type of
visualization [UC-R-6]. For example, under a Portscan entry, one can find visualizations
that display the most commonly used ports on a bar chart [UC-P-3|. After selecting a
visualization, it is opened as a visualization tile on the grid spanning one or more cells,
depending on the visualization’s minimum size, as close as possible to the originating data
set tile. In order to make clear to a user to what data set a visualization tile belongs, the
hash icon at the top of the tile is identical to the one on the originating Data Set Tile.
Another button on a Data Set Tile is a Close button, represented by an "X” character,
that closes that tile.

The Visualization Tiles differ in functionality between the types of visualizations they
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contain, but all feature a title at the top describing the visualization. As mentioned
above, the hash icon at the top of the tile will be the same as the originating data set
tile, making it easy to distinguish which tiles belong to the same data set. This includes
customizable filters or the option to close that visualization tile. the actual visualization is
centered in the tile, taking up the majority of the tile. Every Visualization Tile features
a download button that lets a user export said visualization as a PNG, to be used in
reports and documents [UC-R-5]. Similarily to the Data Set Tile, the Visualization Tile
has a Close button that removes the tile from the grid.

After clicking on the Floating Action Button in the bottom right corner, a Speed Dial menu
is opened featuring functionality for the currently opened setup as clickable elements in a
list. Save Setup lets a user store the currently configured dashboard with a name, to be
opened at a later point in time by clicking the Restore Setup entry [UC-P-5], which opens
a modal containing a list of all saved setups. The setup includes data sets, visualizations,
position and size of all tiles, as well as settings for the individual visualization tiles. Clear
Dashboard lets a user close all tiles at once and start over with a fresh unconfigured
dashboard. When deleting a dashboard that has not been saved, the user is asked if they
want to save it before deleting. The Filter By Data Sets entry opens a modal dialog that
lists all currently opened data set tiles. When clicking on a specific data set on that list,
the visualizations from that data set become opaque, making other tiles stand out. Lastly,
the Save to PDF entry lets a user export the current dashboard as a PDF file, with all
tiles rendered for document use [UC-R-5].

3.3.4 Data Sets

The Data Sets page lists all uploaded and analyzed data sets on the platform. From here,
the data sets can be compared and inspected, and opened on the Dashboard. Component-
wise the page consists of a list of Data Set List-Items and an Upload button at the bottom
right corner. The list is sorted by upload date of the data sets in descending order and is
scrollable, once enough data sets have been uploaded [UC-G-5].

The individual Data Set List-Items represent an uploaded and analyzed data set on the
application. On the left-hand side of the item, user-entered information, such as the data
set’s name and description, is displayed. On the right hand side, file-related information,
such as the upload date, analysis status and file size is displayed. At the bottom of
the item are two buttons, as well as an Fxpand arrow. Open, imports the data set into
the dashboard, meaning that a new data set tile will be opened in an empty tile in the
dashboard’s grid. After performing this action, a notification badge appears at the bottom
of the page, indicating that the data set was successfully opened. The Delete button
prompts the user for confirmation, whether the specific data set should be deleted from
the application. Confirming the action results in the deletion of the original uploaded
data set, as well as all derivative data calculated from it. When expanding the item,

calculated metrics will be listed, as well as the derived data files used for visualizations
[UC-R-8, UC-N-5].

Lastly, the File Upload Button allows a user to upload PCAP files. After clicking on it,
a modal dialog appears where the file can be selected from disk. A name and description
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can be given to the file, so that it can later be identified. After all information is entered,
the upload button in the lower left corner can be clicked, after which the file will be
uploaded. After successful uploading, the user receives a notification at the bottom of the
page [UC-G-1].

3.4 Architecture for DDoSGrid

Section 3.3 has shown how the use cases will be met from a functionality point of view.
This section deals with the architectural choices that were made to enable said func-
tionality. First, we will outline our general approach to mining and visualizing DDoS
attacks and then we will describe each component and its purpose. This architecture
will be evaluated in the next sections, where a concrete design is outlined that fits this
architecture.

3.4.1 Overview

Figure 3.3 visualizes the main components that we propose to be built and their relation-
ships. The relationships are shown as directed arrows indicating the flow of data. Our
architecture can be separated into two logical parts, the first one being the User Layer,
which deals with the handling of user input and the visualization of results. The second
part is the Data Layer, providing storage and analysis of the raw PCAP files and their
results. The next paragraphs will outline the purpose and relationships of the individual
components.

Web-based Interface

The Web-based Interface is the user’s main entry point and handles all matters that
directly affect the user. This spans the handling and distribution of user input, for example
the manipulation of the visualizations or the upload of the raw PCAP files. It therefore
interacts with the visualization subsystem which is also in the User Layer and it interacts
with the Data Layer through a single RESTful API.

Visualization Module

The Visualization module renders the result produced by the analysis modules as a dia-
gram. This module contains three components which closely work together and may even
be implemented as one software module, which is why they will be described together.
First, the View Transformation component receives the results of the Feature Extraction
process through the previously mentioned RESTful API. It then transforms the properties
of the data structures into fitting visualizations. For example, by mapping the number
of packets contained in a result to the values for a y-axis of a bar chart. This configura-
tion can then be further manipulated by doing Visual Transformation which can change



3.4. ARCHITECTURE FOR DDOSGRID

DS
CLI tools {tcpdump)

Attack Trace DB (ddosdb.org)

23

-
= h 4
2
= Web-based Wiew o Visual o
= Interface Transformation "1 Transformation o
7] Visualizations
= A
\ Visualization module
v
RESTful API » Packet Decoder »| Protocol Parser = Cbserver
T A
¥ ¥ |
File Upload ]
i Module Feature
= — Extractors
L] L
B
3]
a P e ™
Raw Attack Extracted
Metadata Traces Features
\ Databases J . File storage .

Figure 3.3: Architecture overview of our proposed solution.
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the way how these properties are shown. For example, given that a user wants to zoom
out, it would aggregate certain data points that would be on the y-axis of a Bar Chart.
Finally, with this configuration a set of visualization components can plot the data using
different visualization techniques. For example, a set of TCP ports and their number of
occurrences could be plotted using a bar chart or a pie chart. This module contains the
software modules that are able to produce the diagrams.

RESTful API and File Upload Module

Looking beyond the User Layer, we only see one module being exposed, namely the REST-
ful API. This component exposes all the functionality of the Data Layer and orchestrates
the analysis process and the storage of data. It accepts PCAP files and metadata about
the capture file being uploaded from the Web-based Interface. Thus ensuring that the raw
PCAP files are being stored appropriately and that the metadata is stored in a database.
This would cover properties like the upload date, file size, analysis status and so on. This
uploading procedure has to be handled with care since PCAP files have no maximum size.
Therefore, one needs to implement this module in a way that does not deplete memory
resources. Once the user requests the uploaded capture file to be analyzed, this module
shall orchestrate the analysis of different feature extractors over a stream of decoded pack-
ages. Finally, it retrieves and stores the results of the analysis and updates the metadata
associated with the input file.

Packet Decoding

The Packet Decoding module reads a PCAP file supplied by the RESTful API and parses
packets using a variety of protocol parsers. Once a packet has been decoded, it allows
clients to be notified about the presence of the packet. This API should allow for an
Observer pattern-like access of independent clients to the decoded packet. The actual
set of subjects the clients may observe depends on the supported protocols and their
abstractions. For example, after the Packet Decoder has parsed an Ethernet packet, it
can emit the packet to clients observing the subject Ethernet and Layer-1-packet where
the latter is an abstraction of the former. The purpose of these three modules is to
allow independent feature extractors to observe packets of some protocols so that they
can analyze them without fetching packets they do not need or without being affected by
other feature extractors.

Feature Extractors

The previous paragraph has outlined how a set of independent feature miners can access
packets of a very specific protocol or abstraction. This allows for independent feature
extractors that focus on producing a visualization result for one attack type. For example
one implements an autonomous feature extractor for the visualization of a possible SYN-
flood attack and an additional miner for a DNS amplification attack. The first miner
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observes packets being emitted in TCP protocol and the latter observes an application-
layer protocol. Then, they extract relevant features from the packets and finally store
them for analysis. For example, the SYN-flood miner looks at the TCP flags indicating
connection state, taking note about the distribution of connection states over all observed
packets. Finally, it will format the results for visualization and indicate how they can be
visualized.

Storage

There are three modules that provide persistence for the modules described before. The
first one is the metadata database, where information like data set names or upload dates
are stored. The other two are structured file system modules that store the input PCAP
files supplied by the user and the resulting analysis results.
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Chapter 4

Design and Implementation

The previous chapter introduced a high-level view on how our approach is supposed
to work. This chapter explains the prototypical implementation of that approach to
prove its feasibility. For this prototypical implementation we simplified some parts of the
architecture, however this was done with compatibility and portability of the modules to
their initial concept.

4.1 Prototypical Design

In order to build the system in an iterative manner we derived a simpler version of the
architecture described in the previous section. This architecture is a pure simplification
that is still compatible and should allow quicker prototyping and gathering of feedback.

To build a minimal version that can show the systems capabilities and gather feedback
there would only be one service exposed and operated by us. This would be a Node.js
based Express.js application that contains the RESTful API, a static webserver for the
analysis files and an embedded database for metadata. The actual miner would be built
in a separate Node.js module and run in the different process. This is necessary so that
the main thread is not blocked and can still answer to HTTP requests. Since in this
version we are the only developers writing analysis modules we can easily optimize these
modules so that the overall memory constraint withing Node.js is not an issue. This
configuration also only requires one file storage volume for both database and analysis
files. If one were to optimize and extend the system one could pull the modules apart
into their own Docker containers and replace some of the parts such as the Webserver
and database with third-party technology such as nginx and Mongodb. For convenience,
the front end application can directly be hosted by GitHub pages which provides fast
integration into the continuous delivery process. Since GitHub pages provides free https
certificates and has CORS configured properly, it provides all requirements for the front
end web application. A view on this deployment is shown in figure 4.1.

27
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Figure 4.1: Deployment view of the minimal architecture.

4.2 Back End Development View

The previous chapter has already described which services exist in the back end and which
features they provide. Since this architecture contains both bespoke parts and third-party
software, we will not describe the design of their internals but rather just outline the most
relevant questions and challenges that were faced when building the architecture.

4.2.1 Network capture decoding

The biggest decision when implementing the packet parser was which library to use for
network capture decoding. The evaluation of possible libraries was explored in the be-
ginning as described in 3.1.1. The findings of our exploration was that we would either
use the Node.js based node_pcap library or a Java-based library. Since this module is
probably the most important for our project this decision became central since it would
decide the overall platform used. For example, we would rather not build the miner in
Java and the Web API in JavaScript. Finally, we decided to use the library that was based
on the Node.js platform for multiple reasons. First, our practical exploration showed that
this library is performant enough to handle capture files that are multiple gigabytes large.
Further, we realized that the feature extraction modules will require careful optimization
to enable the processing of such large files. With this platform we felt that doing so can
be done in a way that feels very natural to write. Along with that both authors were
familiar with the platform, language and the ecosystem around it.

To support the implementation of different feature miners we decided to support and
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Protocol | Description Decoding support
Ethernet This network access layer proto- | Fully decoded packets can be ob-
col was observed most frequently | tained and the properties can be
during our initial explorations. conveniently accessed.
ARP The address resolution protocol | Full decoding supported.
provides resolution services to the
internet layer.
IPv4 Version four of the internet-layer | Full access to all properties in the
IP protocol. IPv4 header.
[Pv6 Version six of the internet-layer | Limited decoding support. Only
IP protocol. the fixed frame header is decoded
with limited support for extension
headers.
ICMP (v4) | The control protocol used along | Decoding fully supported.
IPvA4.
TCP Widely used connection-oriented | Decoding fully supported.
transport-level protocol.
UDP Widely  used  connectionless | Decoding fully supported.
transport-level protocol.
HTTP Application-level protocol Parsers for certain attributes have
been implemented, e.g.  User-
Agent strings.

Table 4.1: List of protocols that are decoded by the parser.

parse a number of protocols. Table 4.1 compares all the protocols that are decoded to
some degree. If no decoder is provided, for example for an FTP packet, the client can
still obtain a buffer of such a packet and parse it manually.

Persistence

Once we wrote the first packet decoders, we were able to reason about the type of persis-
tence technology to be used. We figured that it makes sense to have metadata persisted
in a database and analysis results stored as plain JSON files. The reason for this is that
the analysis modules can stay independent of a common data model and that it is simpler
to do stream processing on files. We found no problems with this decision since there is
little aggregation performed after the mining has completed. This means that the output
of the miner should already be optimized so that it can be simply used as input by the
visualizations in the front end.

File uploading

Since we have already decided that the packet decoder was built in Node.js, we also wanted
to use the Node.js for other services such as the Web API which allows file uploading.
For Node.js many file uploading middleware libraries exists, however only a few make
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it possible to upload large files using a stream-based approach. This requirement was
important because it does not make sense to optimize the packet decoder for large files if
they cannot be uploaded. Finally, we found that Express.js, a web-framework for Node.js,
supports this feature in a configurable way. Therefore, we chose this framework for our
implementation. Another feature provided was that during the stream processing of the
file copying, an MD5 hash was computed. This is efficient because we can avoid reading
the whole file for the computation of a file hash. However, the module only supports MD5
as a hashing algorithm, which is why we created a fork off of that module to implement
computation of file hashes using the SHA256 algorithm.

Orchestrating Packet Visitors

A complex part of the code was the orchestration of different visitors that may access the
same stream of decoded packets. A visitor is an independent piece of code which receives
the packets it is interested in and produces some intermediary and one final result. For
example, one visitor could count the ratio of UDP and TCP packets while another may
count IP protocol versions. The core issues included:

1. The visitors, which may be independent, may need an asynchronous setup. For
example, an analysis of autonomous systems behind source IPs might need to set
up a database connection first.

2. The visitors might do asynchronous post-processing, such as the computation of
metrics.

3. The visitors might store intermediary data differently.

4. The packet decoding module emits very abstract events such as "packet”, "start”
and "end”. Since each visitor is interested in different packet types, this would lead
to logic being duplicated across these visitors. For example, both a UDP and TCP
port analysis visitor would implement logic to parse up until the transport layer.

5. Running the actual packet decoding should happen centralized, independent of the
visitors. However, the visitors must be synchronized to this.

The first design decision made in this architecture was to write an intermediary Even-
tEmitter subclass. EventEmitters allow Node.js applications and interfaces to be written
in an event-driven manner, similar to an Observer pattern. This subclass would listen to
the three events emitted by node_pcap and would generate more concrete events. This
included the following;:

e One event being emitted per layer in the TCP /TP model.

e One event being emitted per protocol in the TCP /TP model. This covered the pro-
tocols Ethernet, ARP, IPv4, IPv6, ICMP, UDP, TCP and all well-known application
level protocols based on destination port.
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e Events for frequently used properties of the former protocol. For example, a visitor
may just listen to the destination ports being emitted, without caring if they stem
from UDP or TCP packets.

This was implemented as a class PcapParser following a Facade-style pattern and elimi-
nated issue four. It inherits from an event class from Node.js and allows an observer-style
API. The remaining issues all required one design decision, namely the orchestration of
visiting the packets asynchronously by independent visitors. The same goes for the whole
parsing life cycle, including parsing and post-parsing actions. This was achieved by using
two classes that can then be used by subclassing and composition.

The first class is a AbstractPcapAnalyser which is similar to an abstract class. This class
expects a PcapParser being injected and has two asynchronous functions that can be used
to hook the minimal logic. First, a setUp function allows all events to be registered to
the facade that is composed. It may also be used to perform asynchronous logic, such
as a database connection. The asynchronous nature allows the client of this class to
synchronize these setUp functions. The start of the packet decoding in the facade will be
called from outside by the client, which also listens to the termination of the decoding.
Once this decoding is finished, the client can asynchronously instruct the subclasses of
AbstractPcapAnalyser to perform their post-analysis steps and write them to files, which
again may be done asynchronously through all subclasses. These two classes can be seen
in figure 4.2. Note how the AbstractPCAPAnalyser is dependent on the EventEmitter
abstraction and how only the client needs to know about the concrete classes that are
being composed. Due to this module being responsible for injecting an actual PcapParser
into a subclass of AbstractPCAPAnalyser, one could easily exchange it for a different
decoder. For example, one could simply write an EventEmitter-based parser that directly
captures packets from the interface and feeds it to a subclass of AbstractPCAPAnalyser.
This way, one would only need to inject the parser at the correct location without touching
the existing classes.

4.2.2 Communication Between Feature Miners and Web API

The previous subsection 4.2.1 explained how the miner sub-project handles the synchro-
nization of different feature miners throughout the mining life cycle. With this in mind,
we designed the actual entry point of the feature miner so that multiple front ends can
be used. First, the feature miner should be accessible as a CLI tool where one simply
provides a parameter pointing to the input file. This posed no challenge since one can
simply parse the arguments and invoke the feature miner. Secondly, it had to be possible
to access the feature miner from the web API. Initially, we thought of integrating the
feature miner as a module into the web API. Since Node.js only uses a single thread, this
can be a problem even when calling the feature miner in an asynchronous manner [23]. If
the feature miner does CPU-intensive computations, the main thread will be overloaded
and the web API will be unable to answer new requests until the feature miner has com-
pleted. The solution to this problem was to make the feature miner aware of how it can
communicate with its client. If the feature miner detects that an IPC channel was created
from the calling process, it will direct its output to that channel or will otherwise use
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Figure 4.2: Class diagram showing packet decoder, two feature miners and client.

the stdout channel. The former can then be done by forking a child process within the
Node.js process of the web API and creating said IPC channel [24].

4.3 Front End Development View

This section presents the components chosen and thought processes behind choosing them
for the front end application the users will interact with. Additionally, it describes how
the components are set up hierarchically.

4.3.1 Base Web Application

After considering multiple frameworks, it was decided that Vue.js is used as a base frame-
work for the application. Factors that supported this decision was the fact that the
authors were familiar with the framework already, meaning they could quickly build a
working prototype and the Node.js ecosystem provided many Vue.js-specific modules that
made working with it easier. Other frameworks or development methods that were con-
sidered included React and templating WebComponents using lit-element. We decided
against these two methods, because we did not have any experience using them, meaning
a considerable amount of time would have been spent getting familiar with them. While
the lit-element /WebComponent approach would have been interesting from a technology
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standpoint, the ecosystem at the point of writing this report was just not at a point where
using it was a hassle-free experience, for example Material Components were not yet fully
implemented in WebComponent format.

Vue.js allows the creation of Single Page Applications, which makes the dynamic loading
of the applications possible, instead of needing to perform a full web page reload for every
action performed. This is supported by a framework-supplied router that matches urls to
components and loads them as needed.

For the application to work as a PWA, the necessary manifest and service worker files
were created for offline capabilities, as well as icons were created to give a native-like feel
to the application, should it be installed on a device.

4.3.2 Grid-Layout Engine

Since the Dashboard component of the application relies on a configurable grid that can
re-arrange its tiles automatically, a grid-layouting engine is required. Our requirements
for such an engine included:

1. The tiles inside of a grid should be rearrangeable using drag and drop controls.
2. The vertical size of the grid should be configurable during run-time.

3. The size of the library should be as small as possible to prevent bloating the front
end application’s total size.

4. Sorting and filtering should be supported or built into the library.

5. The grid should react to changes in the number of tiles, such as deletion of elements
and react accordingly, as well as the addition of new tiles.

After trying out multiple libraries, such as muuri.js, Gridstack.js and jQuery Shapeshift,
a decision was made to use vue-grid-layout, since it was the only library that supported
dynamically rendering HTML elements that were templated from the persistence layer.
This means that other libraries relied on programmatic adding and removing HTML-nodes
from the grid, which proved to be difficult since we used templated components that were
automatically added and removed to the HTML based on internal state. Another reason
why we decided against other libraries was the fact that many relied on jQuery which
would have significantly increased application size. The size and position of the elements
is also persisted, meaning programmatic change in location and size of the tiles is also
possible.
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4.3.3 Components

To provide a unified design for the application and prevent us from developing and de-
signing a user interface from scratch, it was decided that reusable components will be
used. Since the material design guidelines provide an in-depth explanation on how each
available component should be used to build an application that is both familiar to use
and visually consistent, it was decided to use a component-library that is styled using
material design. Because the framework we used is Vue.js, a requirement was that the
components should be supported by or built for Vue.js, so that they can be easily included
into the application. We decided to use Vue Material since it enabled us to include only
the required components. This was not the case with Vuetify, which is also larger in size
overall. The usage of such a library makes it easy to just import for example a tabbed
layout without needing to spend unnecessary time configuring CSS and HTML.

4.3.4 Visualization and Charting Libraries

At the start of developing the prototype, the goal was to have a simple visualization as
a proof-of-concept. This led us to use Chart.js for most of the visualizations, a rather
convenient and simple charting library. An alternative would have been D3.js, but we de-
cided against it, since its scope of functionality was much broader than what was intended
for our application. This would have resulted in much more configuration for the rather
simple visualizations that we intended to implement. This does not mean that a user is
restrained to only use Chart.js visualizations from now on. On the contrary, due to our
modular approach with feature miners, any method of output can be used, ranging from
simple text-based metric displays, to much more complicated 3D-visualizations.

4.3.5 Persistence

To persist the data that is worked on in the application, Vue.js’ VueX state management
library was used. It allows to easily commit and retrieve data from a central storage com-
ponent throughout the entire application. It also persists data across sessions, by storing
the data inside the browser cache, as opposed to just storing it in memory. The persisted
data consists of an array of currently opened tiles on the dashboard, whose elements may
either be a data set or a visualization object, which are generically interpreted by the
dashboard as tiles. It was necessary to make this array generic, as opposed to two arrays
with distinct element types, because the order of elements is important for storing and
retrieving setups. Setups are also stored inside VueX, similarily to the currently opened
tiles, but annotated with a name and an ID to retrieve them at a later date.

4.3.6 Component Hierarchy

As mentioned previously, the application is made up of three main tabs, Home, Dashboard
and Datasets. llustrated in Figure 4.3, one can see the actual components used for each
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Figure 4.3: Component structure of the front end part of the application.

tab and what data flows between them, i.e. visualization and data set data. Starting with
the Landing Page, it is not dependent on any component as it just displays static content,
i.e. information about the project. The Dashboard tab can contain either data set tiles
or visualization tiles, depending on the current setup. On the Datasets page, Data Set
List Items, as well as the File Upload Form are rendered. The Dashboard and Datasets
pages retrieve and store data to the persistence layer (Named Store in the figure), this
way data propagation between components is streamlined, as opposed to manually using
event emitters and listeners.
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Chapter 5

Evaluation

The previous chapters outlined our approach to feature extraction and visualization and
demonstrated an implementation of it. The following two sections will evaluate the so-
lution both from a technical standpoint and from different user standpoints, taking into
consideration the three main use cases that were presented initially; Network Adminis-
trator, Researcher and Professor.

5.1 Performance Evaluation

Before we go into a qualitative evaluation of the features implemented within DDoSGrid,
we first wanted to assess the solution’s technical quality. This is important since our
initial requirements stated that we want to support large PCAP files and that our front
end should work on a wide range of browsers and devices.

5.1.1 Back End

For the actual decoding and mining procedure we found no comparable tools that we
could use to benchmark against. Therefore, we searched for the largest attack trace on
the internet with the hypothesis that if this set can be analyzed in a sensible amount of
time, our solution could be used for large files. The largest file we found was 4.4 gigabytes
in size and provided by the "The U.S. National CyberWatch Mid-Atlantic Collegiate
Cyber Defense Competition (MACCDC)”. This is a cyber defense challenge for university
students where they can learn to deal with such attacks in a realistic setting [25]. Our
solution was able to provide all the features outlined in the following case studies in two
minutes and 57 seconds. We think that this is a reasonable time since it includes the
visualizations and therefore no further time is required for analysis or parsing.
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Figure 5.1: Lighthouse report of the DDoSGrid front end

5.1.2 Front End

Regarding the front end, we wanted to ensure that all the current best practises in web
development are met and that the application works well on constrained devices and
networks. To test this, we used Lighthouse, an open source tool provided by Google.
This tool allowed us to assess the web application with respect to its SEO optimization,
performance, accessibility and compliance of progressive web standards [26]. As we can
see in figure 5.1 we were able to achieve good performance, even under a simulated 3G
device with constrained CPU. DDoSGrid also follows all the best practises suggested by
Google and fully complies as a Progressive Web Application, which means that browsers
prompt the user to install the application to the home screen. An area that could be
improved is the accessibility of the tool.

5.2 Case Study #1: Network Administrator

Let us suppose that a network operator is in charge of investigating a DDoS attack that
targeted the underlying infrastructure of a business. The operator’s objective is to get
a better idea of the type and characteristics of the attack. For that, different kinds of
visualizations are a useful source to write a report on the attack, thus providing insights
about possible countermeasures. For the scenario, we assume that the operator has a
PCAP file containing information about the multi-vector attack, which consisted of a
port scan and a SYN-flood attack. Marty describes that network security professionals are
often only given minutes to present their report to non-technical audiences [19]. For this
reason, reducing the incident to easily understandable but important facts and numbers
are significant tasks in this scenario.
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The operator simply supplies the PCAP file, a name and a description for it and starts
the upload process. Due to the size and intensity of today’s DDoS attacks it is safe to
assume that their captures may be multiple gigabytes in size. Both the analysis and the
uploading procedure have been implemented to scale well, even for large file sizes. This
means that one could run the application locally without requiring powerful hardware due
to the sequential data processing. Once the upload and analysis processes have finished,
the user receives a desktop notification to remind them that they can use the data set on
the platform. Once the analysis is finished, elicited and calculated metrics are presented
to the operator, informing them about general statistics of the attack, e.g. the attack’s
duration. These metrics can serve as the base of the report. For example, in one quick
glance the number of destination ports that were targeted can be seen. In a very simple
report, the operator could list this number and suggest an appropriate solution. To further
illustrate the targeted ports example, the suggestion of implementing a DMZ could be
made.

To help the operator find attack patterns, the analyzed data set can be opened on the
dashboard tab of the application. Opening multiple data sets at once is also possible,
so the operator can compare a packet capture from regular network traffic to that of
the attack to find possible weaknesses in the network. On the dashboard page a tile is
displayed for each data set containing the possible visualization types grouped by attack
type. This grouping allows to observe the data set under different perspectives which were
written for specific attack behaviours. This allows to identify attack vectors, i.e. which
attack types have been used on the target. Elaborating on the aforementioned example
of comparing regular traffic to attack traffic, the same visualization can be opened for
both data sets resulting in easy spotting of anomalies. Figure 5.2 presents a proposed
visualization containing a data set from regular traffic on the right side and a data set of
traffic under attack on the left side, both displayed using the same graph. As one can see,
the destination ports on the left hand side show that a large number of ports have received
traffic, compared to the right hand side. Once weaknesses or interesting behavior is found,
the operator can derive measurements to be taken in order to minimize attack risks in
the future. To support such proposals it is possible to save the created dashboards and
restore them once the operator needs to make a proposal to an executive. For reporting
purposes, the operator may also export a single diagram as a PNG or the whole setup
as a PDF file. This functionality is further described in section 5.3. We outlined before
how one can compare different data sets on the same chart type and how one can use
different diagrams to look for different attack types in the same data set. All of these
items, including the metrics computed for each data set, can be flexibly arranged in a
grid. The operator can also enlarge certain items to suit their presentation. All of these
features allow the network operator to create meaningful results.

So far, only one visualization illustrating the number of traffic received in destination ports
was shown. Marty argues that such kind of visualization simplifies the understanding of
specific types of DDoS attacks, remarking that the limitations of said visualizations need
to be kept in mind. Rendering destination ports can lead to common problems when
visualizing network security-related incidents, namely the source-destination confusion
[19]. The destination port can represent either incoming or outgoing packets. This distorts
the visualization, since incoming TCP packets of established connections will seem to
have a random destination port. Our solution helps combating this issue since the actual
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Figure 5.2: Features from two data sets rendered on the same chart. The left diagram
originates from a recording of an attack, while the right diagram displays regular network
traffic.

visualization is written by someone who wants to understand the attack pattern. Given
that the developer is aware of this issue, it would be easy to integrate a warning message
or propose a solution. The solution to the actual problem would be to filter only the
incoming packets from not-yet established connections, which can be done during the
capturing stage or later when performing the analysis. Experiments conducted by using
the implemented prototype in 4 prove that it would be even possible to apply such a filter
directly in our application. This would allow for a nice complementation of using tcpdump
or Wireshark to do initial pre-processing where one usually works with filters. The filters
used in Wireshark or tcpdump could then be used in our application, so that it can be
used solely for visualizing and reporting data. The presented visualization shows traffic
by destination port which allows to detect possible portscans and flooding attacks to a
certain port. Other visualizations have not been shown for the sake of keeping this case
study compact, however it is important to note that once an operator knows about the
attack type, they can then use this finding to discover other information such as possible
sources of the attack. Following, a brief enumeration of the other existing visualizations
concludes this case study. This is not only important to know in terms of what information
a network operator can extract right now with our implementation but also because it
proves the point that our solution is capable to visualize different features from any OSI
layer in a scalable manner.

1. For each data set the network operator can see important network metrics such as
number of packets received or number of ports being targeted. This is an important
basis so that one can use it as a direction for which visualization to consider. For
example, if the user immediately sees that a large number of different TCP ports
is being targeted, it would make sense to look at the destination port visualization
shown before.

2. Relation of traffic received as [Pv4- and IPv6-packets can be inspected using a Pie

Chart.
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3. The five sources contributing the most packets, their originating prefixes and ASN
is shown on a Pie Chart.

4. The 100 sources contributing the most packets, aggregated by country where their
prefix was announced from can be rendered on a world map. This allows to quickly
see where traffic might originate from.

5. For TCP and UDP traffic there are two visualizations, the first one simple shows
the 20 ports that received the most traffic on a Bar Chart. For an overview over all
ports there is a visualization showing traffic received over all destination ports on a
Scatter Plot. To make this plot more readable, the destination ports are aggregated
into buckets. This allows to have an overview over the traffic and identify attacks
like Portscan attacks.

6. A Pie Chart visualization showing the proportion of connection states of all TCP
packets allows to see if there was a SYN-flood attack. In an attack situation, it
becomes apparent that there are proportionately more packets in connection setup
state than in other states.

7. For the final layer, the application layer, the network operator can inspect the usage
of HT'TP verbs and endpoints on a Pie Chart. This allows the detection of HTTP-
based attacks. For example, if the network operator sees that most HT'TP requests
were directed to /search.php, this could indicate that this is a demanding request
which might be abused by attackers.

5.3 Case Study #2: Education

Let us assume that a professor in an educational institute wants to efficiently communicate
the behaviour of an attack by visualizing its attack pattern. This case study will consider
a SYN flood attack, which is a type of DDoS attack represented by a host being flooded
with TCP connection requests, that may stem from a spoofed source. Available network
capture files from actual DDoS attacks might contain too much noise or even a multi-
vector attack, which could hinder the goal of explaining one specific attack dynamic.
In this case, the professor can obtain a network capture by either performing an actual
attack in a laboratory environment or by using a tool, e.g. DDoS_log_sim [22] to generate
a network capture with the desired noise level. The format of the capture would be a
PCAP file, which is compatible with our application. PCAP is a common file format
and supported by popular tools such as tcpdump and Wireshark. Now that the capture
file is ready, the professor can upload it on the Data sets page of our application. This
is done by clicking the plus button in the lower right corner and supplying additional
information such as a name and description which will be persisted as well. This is easy
to work with since the professor could leave all network captures stored on the server
and still distinguish between them by reading the description and names. For example,
they could upload another capture file with a different attack pattern for a different
audience and they could easily distinguish between them. This is also supported by
generating an avatar from the SHA256 hash of the file content. This makes it easy to
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Figure 5.3: Two different data sets opened on the visualizations page.

distinguish between data sets just by glancing at the icon. Once the file is uploaded and
the analysis is performed, the user will be notified of a successful completion through a
desktop notification. Now the professor can open that data set on the visualizations page
or upload another data set. An example would be the data set with the same attack
pattern but different parameters generated by the DDoS simulator. Once all desired data
sets are opened on the dashboard, the professor can then open specific visualizations to
show the characteristics of the different attack types. The visualizations available for the
data sets have been written with a specific attack in mind, but they can also be used even
if no attack is contained in the data set. This grouping into attack categories should make
it as easy as possible to open the right visualizations. The opened data sets, the available
visualizations, and their respective avatars are shown in Figure 5.3

As mentioned earlier in our example, the professor would be interested in a SYN-flood
visualization and would therefore open the pie-chart visualization in the SYN-Flood cat-
egory. This will open a new tile which briefly explains what is being displayed using its
title and description elements. This tile will show the same avatar as its originating data
set tile to visually distinguish to which data set this visualization belongs. Using this
visualization, the professor can show that a large number of packets are in the (active)
connection setup state of a TCP connection which clearly shows the attack pattern of a
SYN flood state. This can be seen in Figure 5.4. Now that the professor has a visualiza-
tion of the attack pattern, they can contrast this by showing either the same visualization
for different traffic or a different visualization for the same data set. This way, they can
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Figure 5.4: Piechart showing the state of the TCP connection for each packet using a
data set that clearly contained a SYN-flood attack

contrast the attack with normal behaviour, making clear that this is sometimes not a
trivial task. It will also serve to show that there are no other attacks and that it is in fact

a SYN-flood attack.

In addition to opening and closing data sets and visualizations, the professor can also
rearrange the tiles to make connections and differences between tiles more clear. Further,
they may filter based on the originating data set, which allows to dynamically highlight
certain information during the presentation. Once a satisfying arrangement of tiles is
created, the professor has different options of presenting their setup. Firstly, the setup can
be saved in their browser cache and restored at later stage. This method of presentation
has the advantage of keeping the visualization’s interactivity, such as detailed numbers
of "SYN” packets upon hovering the cursor on the pie-chart,as shown in figure 5.4. The
saving and restoring functionality is available in a Speed-Dial menu at the bottom right
corner. For saving a setup, a name has to be provided, while for restoring a setup,
the desired setup has to be chosen from a list. Secondly, the professor can export each
visualization by clicking the arrow-down button on each tile. This will render the diagram
as a static PNG with transparent background, so that it could be used in presentations or
papers. The third option would be to generate a PDF file based on the current dashboard
that was created and download it. This functionality is also available in the lower-right
corner. We can compare our solution to the visualization feature of WireShark which
we deem to be a popular alternative. As one can see in Figure 5.5 it is possible to plot
the same data set by solely using WireShark. However, there are a few key differences;
firstly, the 10-Graph from WireShark only gives the possibility to plot packets using
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Figure 5.5: Plotting the same data set using WireShark IO Graph with custom filters

time on the x-axis and frequency on the y-axis. It is however possible to have different
lines for different filters and to configure the line’s styles. In any case, the filters need
to be written manually; for example we would write a filter like "tcp.flags == 0x02”
to show the packets in connection-setup state. We would need to do this analogously
for each other state, which can be cumbersome since it requires knowledge about the
protocol’s implementation. With our solution, the user receives a similar graph without
having to know about how the connection states are actually implemented in the protocol.
Additionally, the fact that WireShark plots over time may be too detailed to achieve an
abstract picture of the attack pattern. This can be improved by increasing the interval for
each step on the x-axis. Once one is satisfied with the configuration of the IO-Graph by
supplying filters, colors, scaling and a time interval, one can view, modify and export the
graph as a PDF. We think that these are all properties that hold for our solution as well,
however with our solution, a user can save this setup for later usage and compare it with
other data sets or with other graphs. Nevertheless, WireShark provides interesting features
that would be beneficial to apply to our solution as well. This covers the interactive scaling
of the graph, changing the interval, dynamically adjusting colors and a graph that plots
frequency over time. We deem that all of these features would be technically feasible to
implement using our approach. It has to be noted that doing things interactively may
come at the price of losing the ability to instantly render the visualization, since different
processing has to be applied to the files that can be of varying sizes.

5.4 Case Study #3: Researcher

In case studies #1 and #2 we have described scenarios focusing on using the visualiza-
tions for different tasks. This case study describes a scenario where a researcher wants to
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extend the platform and visualizations according to their needs. There are many possible
examples of extending the functionality, since metrics and visualizations are often very
context dependent. For example when a researcher has the task of computing an exper-
imental metric or visualization to analyze a completely novel type of DDoS attack, our
solution provides extendable components to simplify implementing these new features.
We assume that there is a researcher who has already analyzed and explored the attack
vector of a network capture but now the goal is to derive other information by exploring
different dimensions of the data set. Specifically, the researcher would like to visualize
which sources contributed the most packets to inbound traffic. Thus, they extend our
tool by implementing a new feature extractor which will aggregate the top five source
addresses of IPv4 packets. Additionally, the data set should be enhanced with additional
information by enriching it with sources other than the actual capture file. For example,
they could use a BGP routing table to derive the prefix that the source IPv4 addresses
belonged to.

To start, the template file of a feature extractor is duplicated and registered in the interface
of the miner package. To do so, a new file miner/miners/TopNSourceHostsByTraffic.js
with the content as shown in Listing 5.1 has to be created. Initially, we only have a class
that inherits from an abstract miner class which contains many convenience methods, e.g.
for writing JSON files and the signaling of these files. As a dependency injection, it receives
a packet decoder from which one may observe different packets. These subscriptions
should be created in a setUp method where one may perform asynchronous operations
such as connecting to a database. The last method that will be called once all packets
have been decoded, is the postParsingAnalysis method which is again asynchronous to
allow for asynchronous operations once all packets have been decoded. We will make use
of this feature in the next step. At the end of that method, the miner class should call
the method of the base class that makes sure that the file is written and that everything
is being orchestrated correctly. We can also see that, based on the structure of the final
result, the appropriate visualization will be used.

const AbstractPcapAnalyser = require(’./AbstractPCAPAnalyser’)
const analysisName = ’TBD’

class SourceHostsAnalyser extends AbstractPcapAnalyser {
constructor (parser, outPath) {
super (parser , outPath);
this.results = [
// store interim results here
]
}

// Setup phase, load additional databases, setup subscriptions and
signal completion

async setUp() {

}

// Actual mining function

// Post-analysis phase, do additional computation with the collected
data and write it out

async postParsingAnalysis () {
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var fileName = ‘${this.baseOutPath}-${analysisName}. json
var fileContent = {
// Signal and format to visualize as piechart
piechart: {
datasets: [{
backgroundColor: [],
data: Object.values(this.results)
11,
labels: []
}
3
var summary = {
fileName: fileName,
attackCategory: ’TBD’,
analysisName: ’TBD’,
supportedDiagrams: [’PieChart’]
}
return await this.storeAndReturnResult(fileName, fileContent,
summary)
}
3
module.exports = SourceHostsAnalyser

Listing 5.1: Initial content of the newly created Miner

So far, this miner does not have any packet-related functionality. Therefore, the researcher
needs to think about which packets are needed to determine the right abstraction to be
used when subscribing. This is necessary, since there are events for different protocols as
well as for different levels in the TCP/IP reference model. Since the researcher is only
interested in the source addresses of IPv4 packets, he/she needs to set up one subscription
and define the feature extraction logic as shown in Listing 5.2.

//

async setUp () {
var handler = this.countIPv4Address.bind(this)
this.pcapParser.on(’ipv4Packet’, handler)

X
countIPv4Address (ipv4Packet) {
var srcAddress = ipv4Packet.saddr.addr.join(’.’)
var existingEntry = this.results.find(item => item.addr ===

srcAddress)

if (existingEntry) {

existingEntry.count++
} else {

this.results.push({ addr: srcAddress, count: 1 })
}

Listing 5.2: Creating a subscription and mining source addresses
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As we can see in Listing 5.2, the researcher starts observing the ipv/Packet event. As a
handler a method is supplied that simply counts how many times one IPv4 address is seen
as the source of an IPv4 packet. Of course this will match both inbound and outbound
packets, so a previous step where he/she pre-propecesses the PCAP files is necessary. Now
the researcher has written a feature miner that simply captures and counts source IPv4
addresses.

//

async postParsingAnalysis () {
var sortedByCount = this.sortEntriesByCount (this.results)
var topNentries = this.getTopN(this.results, N)

var fileName = ‘${this.baseOutPath}-${analysisNamel}. json
var fileContent = {
// Signal and format to visualize as piechart
piechart: {
datasets: [{
backgroundColor: [

) #D33F49 7,
#TT7TBA99’,
»#23FFD9
’#27B299 7,
’#831A49°
1,
data: this.formatData (topNentries)
Vs
labels: this.formatLabels(topNentries)
}
}
var summary = {
fileName: fileName,
attackCategory: ’Network State’,
analysisName: ’Top 5 sources by traffic’,
supportedDiagrams: [’PieChart’]
}

return await this.storeAndReturnResult (fileName, fileContent,
summary)

}

formatData (elements) {
return elements.map(entry => entry.count)

3

formatLabels (elements) {
return elements.map(entry => entry.addr)

}

sortEntriesByCount (elements) {
elements.sort((a, b) => {
if (a.count > b.count)
return -1;
if (a.count < b.count)
return 1;
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return O;

b

//
Listing 5.3: Initial content of the newly created Miner

In Listing A.2 it seems as if the researcher has to implement quite a few things, however
all that was required to do is to use the analysis result and pass it to the filecontent
object on line seven. Here there are three things the researcher has to consider. Firstly,
he/she has to supply the values for the visualization and the respective labels. The former
would be the number of occurrences for each IPv4 address and the latter would be the
actual addresses in dotted decimal notation. Finally, the type of chart to be used has
to be decided, represented on line 21. To sum up the implementation: First, the five
addresses with the highest count are computed, then the output of the miner is formatted
and configured in a way that the orchestrating module receives all output in a compatible
format. With the file content prepared and the categorization of the miner defined, the
researcher has implemented all required aspects to have the PCAP file visualized. The
output of what was implemented can be seen on the left side of Figure 5.6.

70 oo
async formatLabels (elements) {
var addresses = elements.map(entry => entry.addr)
var result = []
for (var address of addresses) {
var { route, origin, country } = await this.whois (address)
// Format example: 1.2.3.4: 1.2.0.0/16 (AS12345, CH)
var label = ‘${address}: ${route} (${origin}, ${countryl}) ¢
result.push(label)
}

return result

Listing 5.4: Initial content of the newly created Miner

As one might have noticed, there is no asynchronous logic in the method called once the
decoding has finished. This will now become important since the researcher would like
to supplement the results with data from a remote WHOIS database. We will not go
into detail about how the IP lookup using the WHOIS protocol works but we will show
how one can perform asynchronous operations in this part of the life cycle to enrich the
data. To implement the lookups of the source addresses, the labels of the diagram need
to be reformatted to include the desired information. The researcher thus changes the
formatLabels method as shown in Listing 5.4, so that it fetches the WHOIS data and
returns that for labelling.

The implementation of that method is straightforward, the researcher makes sure that
the corresponding prefix, origin AS number and country are retrieved form the WHOIS
service. These elements are used along with the source address to create a label for
the diagram. Now, the researcher can use any data set found in a database such as
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Figure 5.6: (i) Resulting diagram after the initial implementation (ii) and after the final
improvements

DDoSDB.org and derive the additional information using our tool. This final visualization
is shown in Figure 5.6 on the right side.

As we saw in the previous paragraphs, the researcher was able to compute and visualize
new information from his PCAP file and even integrate other data sources.We think it is
important to note that only the newly created file had to be touched. It was not necessary
to modify other feature miners, orchestration modules or the front end. Thus it is possible
to extend the functionality without modifying existing functionality.

5.5 Limitations

The previous sections have highlighted how the features and architecture provided by our
solution can benefit different stakeholders. While evaluating our solution, a number of
limitations and possible improvements were discovered. Since the architecture and design
of the system have been written with extensibility in mind, we can safely assume that the
following improvements are feasible to implement:

e Data source: The application was targeted to use PCAP files, since they are the
most common in DDoSDB, a collection of network attacks. A common format that
enables similar insights into network traffic flow is NetFlow. In the analysis of
possible data sets we found that NetFlow files could also be used as a data source.
By complying with the systems architecture consisting of interfaces and a Visitor
pattern, one could provide an alternate, Netflow-based data source parser.

e Data pre-processing: The implementation can be used with network logs from
DDoSDB, which are already anonymized. If a raw packet capture is supplied, the
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same pre-processing is applied. Given certain constraints, such as data privacy laws,
this part could be easily extended.

Protocol Parsing: In Section 4.2.1 we introduced different protocols and their sup-
port by the protocol parser. It would be easy to write additional parsers that handle
unsupported protocols. For example, suppose a novel application protocol appears
to be used for DDoS attacks. A researcher could use our application and extend it
by a decoding module and then perform their analysis by writing a feature extractor.

Feature Extractors: Creating new analysis processors for the existing PCAP-files
would be very easy to write. The user would simply have to register a new visitor
and comply with the interfaces or extend them for novel visualizations. For example,
assuming that a new application-level protocol would be targeted, the visitor can
be registered to be invoked for those types of packets and compute his metrics.

Data Integration: The system is not integrated with DDoSDB in a fully automated
manner due to lack of interfaces. Technically, it would be possible to integrate the
uploading of processed files to DDoSDB or the download such files. This also applies
for other tools such as DDoS_log_sim which does not have a front end yet [22]. It
would be quite simple to add a page next to the file upload page where one could
configure the generation of the log files.

Visualizations: The part that is easiest to adapt and extend is the set of visualiza-
tions. Since the front end was written with a component-based approach, one can
easily reuse and change the visualizations. By adhering to the data set, a developer
can easily create new components and integrate them into the system without having
to know all too much about the systems internals, such as the data processing.

Capture Filters: We have tested prototypes where the user was able to supply a
valid filter from tcpdump which would be used during the decoding process. This
feature could be integrated into the front end to make it even easier to use tools like
Wireshark and tcpdump for pre-processing and then using our platform purely for
visualization purposes.

Live Captures: The underlying decoding library supports packet capturing directly
from the network interface. This could be integrated into the parser and front end
to allow live visualizations.

Web Accessibility: As our front end evaluation indicated, there are different im-
provements that could be made to the front end to increase its accessibility.

User Management: Currently the application does not differentiate between users.
This functionality could be implemented to have administrator and regular users.

For example administrators can upload data sets while regular users can only use
the dashboard.

Time-Based Visualizations: Results of miners that extract data into time slots can
be used in visualizations that can be replayed to simulate the attack either in real
time or fast-forwarded.
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e Filters Inside Visualizations: Due to the extensible nature of our architecture, the
visualizations themselves could be adapted to host filters on their own to be set on
the dashboard. For example, minimum and maximum thresholds could be set for a
port scan to filter out outliers.
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Chapter 6

Summary, Conclusions, and Future
Work

6.1 Summary and Conclusions

The overarching goal of this work was the research on DDoS visualization systems and
the design and implementation of such a system which allows attack visualization given a
PCAP file as input. The first chapter motivated the need for such a system and described
the scope of what was to be implemented. Next, related work was explored to gain an
understanding of the relevant context. This included DDoS attacks, visualization systems
for these attacks and research efforts aiming at providing capture files of such attacks for
the research community. Chapter 3.2 first outlined the exploration of available data and
tools, followed by the requirements that were derived to the system to be built. With
the problem domain defined, we proposed our solution by outlining an architecture. The
next chapter then described the efforts made towards implementing such a system and
proving its feasibility and value. There, the design chosen for the system and the issues
faced while implementing it were explained. Finally, a chapter where the implemented
solution is evaluated against three stakeholders concludes the report.

DDoSGrid, the solution developed as subject of this master project, is a fully functional
platform for the mining of PCAP files so that DDoS attacks can be visualized. We see the
value provided by this system in that it is open for extension and in that it does not focus
on a specific DDoS attack type, which should allow for application in diverse contexts.
The three stakeholders, researcher, network operator and teacher, that were used as a
focal point of this thesis can all leverage this application for their day to day work.

6.2 Future Work

As future work of this solution we see the improvements and extensions outlined in Section
5.5. The main areas of future work are thus the integration of new data sources and data

33
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processing. Next, the extension using new protocol parsers and feature extractors would
conclude the future work of the back end modules. For the front end the future work
consists of improvements such as user management, display and capture filtering as well
as additional visualizations.

The prototypical implementation described in this paper resembles a general purpose
analysis and visualization system. An interesting work would be to use this platform as a
basis to investigate a specific attack or technology and determine its fit for the application
in such a context.
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Appendix A

Installation Guidelines

A.1 Introduction

This tool consist of three parts:
e The miner subproject is a packet decoder and feature extractor that produces output
as JSON files and communicates over stdout or an IPC channel if available.

e api is a RESTful api based on Express.js which orchestrates the miner package if
required.

e The frontend is a Vue.js based SPA that renders visualizations obtained from the
api.

A.2 Development Installation

Clone the project from github, this will contain all three subprojects:

git clone git@github.com:ddosgrid/ddos-visualization.git

Miner

Enter the miner subproject and install the necessary dependencies. Make sure you are
running Node.JS version 10 and that you lave libpcap installed.

cd miner
npm i

After that the miner package can be imported as an NPM module or it can be run

manually through the shell. Alternatively one can use the miner as a subprocess where it
will communicate over an IPC channel. For example to run it through a shell:

61
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node index.js pcap_path=/path/to/your/pcap-file

This will run the miner which will render its result to stdout:

node index.js pcap_path=/path/to/your/capture.pcap

- Input check completed
- Analysis started
- Setup of the following miners has completed:
- Miscellaneous Metrics
- Top 20 UPD/TCP ports by number of segments
- Number of segments received over all TCP/UDP ports
- Connection states of TCP segments
- Analysis of IPv4 vs IPv6 traffic (based on packets)
- Top 5 source hosts (IPv4)
- Top 100 source hosts (IPv4)
- Decoding has finished, starting post-parsing analysis
- All miners have finished.

Alternatively one may run it as a subprocess and thus integrate it into another application
using IPC communication between the two:

const child_process = require(’child_process’)
const fork = child_process.fork
const path = require(’path’)

// Options to run the miner as subprocess

var program = path.resolve(’../miner/index.js’)
var args = [ ‘pcap_path=${pcapPath}‘ ]

var options = { stdio: [ ’ipc’ ] }

var childProcess = fork(program, args, options)

// Once the miner finishes he will send a ’message’ with file paths
// pointing to the analysis results

childProcess.on(’message’, function (minerResults) {
var parsedResults = JSON.parse(minerResults)
// Do something with the JSON files
b
childProcess.on(’exit’, (code) => {
if (code !== 0) {
// Something went wrong
}
b
API

Setting up the api is straightforward, simply fetch the dependencies and start the main
javascript file. Make sure that you have previously installed the dependencies of the miner!

cd miner; npm i; cd ..;
cd api; npm i
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Now simply start it and optionally pass the port where it should listen:

node index. js

or

export PORT=1234; node index. js

A.2.1 Frontend

Enter the ‘frontend‘ subproject and run it after fetching its dependencies

npm i; npm run serve

This will automatically rebuild the project if a file changes. To use the application you
will need to let it connect to an api instance. In development mode (npm run serve) it
will always connect to localhost:3000. You can run the api locally as described in the
previous section or if you don’t plan to work on the backend part you can just run the
latest image from Docker hub with one command:

docker run -it -p 3000:3000 ddosgrid/ddosgrid-api

A.3 Production Installation

A.3.1 Frontend

Our frontend is continuosly integrated and deployed by a GitHub action to a GitHub
pages branch. If you are building manually simply run npm run build and then deploy
the dist folder to your web server. This will create a frontend that automatically connects
to our hostname in production. If you want to change the hostname of the API that is
used in production please edit frontend/.env.production.

A.3.2 API

Our api is continuosly integrated and built as a Docker image and pushed to that registry.
From there you can run it with one command if you have docker-compose and docker
installed:

cd api; docker-compose up

To get a continuos style of integratin we simply pull the docker file in a Sminute time
interval from Docker Hub and then redeploy the service using CRON:

*/5 * x x x docker pull ddosgrid/ddosgrid-api:latest; docker service
update ddosgridapi_ddosgridapi --image ddosgrid/ddosgrid-api:latest
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This docker compose file will run the API on local interface and also expose it as a TOR
service. You can then connect to that onion service or place a reverse-proxy in front of

the local server. With NGINX, this would look as follows:

server {
listen 443 ssl;
server_name your —sServer —name;

# Configure max upload size
client_max_body_size 1G;

# Configure SSL
ssl_certificate /path/to/your/ssl/cert;
ssl_certificate_key /path/to/your/ssl/key;

# Proxy to the locally running server
location / {

proxy_pass http://localhost :3000;
}

A.3.3 Security considerations

Since we don’t want that our server can be accessed directly without going through the
proxy, we recommend blocking external access. Otherwise one could e.g. surpass the file
size limit. This can be done by configuring a docker network or the way we do it using
iptables: This would drop all packets destined to our server that are being sent from
outside our host and would accept traffic to our server coming from our NGINX instance:

# Change these accordingly
local_server_port=3000
inbound_wan_interface=ethO

iptables -I FORWARD --protocol tcp --destination-port $local_server_port
-j DROP -i $inbound_wan_interface
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Contents of the CD

The CD contains the project source code which covers all three subprojects, installation
instructions and deployment related artifacts like a Dockerfile.
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